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python/sglang/srt/speculative/uno_worker_v2.py
o UNO ISR, HEREZE, SCBREIIT. TRABMEEM CUDA BERK,

# python/sglang/srt/speculative/uno_worker_v2.py
# 2% UnoWorkerV?2 8 B X E BT

class UnoWorkerV2(BaseSpecWorker):
"EHE UNO TFE, XiF&MARA EAGLE Rigm, ™

def __init__(self, server_args, gpu_id, ps, nccl_port, target_worker):
# ... AR .
self._target_worker = target_worker
self.model_runner = target_worker.model_runner
self.lora_manager = self.model_runner.lora_manager
self.uno_lora_id = self.model_runner.uno_lora_id
# RFEEAE R T ARERN
configured_topk = int(get_spec().speculative_eagle_topk or 1)
self.tree_mode = configured_topk > 1
#IREARTE. RIETEEXESK
self.forward_width = (
int(get_spec().speculative_num_steps) + 1
if self.tree_mode
else int(get_spec().speculative_num_draft_tokens)

)

self.verify_width = int(get_spec().speculative_num_draft_tokens)

def build_uno_draft_attn_backend(self):
AR RNMET BN F1 ERER AR, "
model_runner = self.model_runner
original_workspace_flag = model_runner.init_new_workspace
try:
# 58S 78 2 B B VORER EF M B AR /5 3
with get_spec().override(
speculative_num_steps=1,
speculative_eagle_topk=1,
speculative_num_draft_tokens=self.forward_width,

return model_runner._get_attention_backend(init_new_workspace=True)
finally:
model_runner.init_new_workspadce = original_workspace_flag

def init_cuda_graphs(self):
"ORPHE R IR F-wide BERE, "
# UMER T2 ERE
if self.tree_mode and self.model_runner.decode_cuda_graph_runner is not None:
with self._bind_uno_draft_runtime():
self._uno_draft_cuda_graph_runner = UnoDecodeCudaGraphRunner(



self.model_runner,
tree_draft_attn_backend=self._uno_draft_attn_backend,
tree_draft_width=self.forward_width,

)

python/sglang/srt/lora/backend/uno_cublas_backend.py

A UNO thALBy LoRA $1T/E3, 53 LoRA-A 5 EAE GEMM 8§ CUDA REE,

ALt

# python/sglang/srt/lora/backend/uno_cublas_backend.py
# %% A CUDA ES LoRA-A iHH

class UnoCublasLoRABackend(TritonLoRABackend):
"UNO EfaalFEEHBE LoRA 53k, A cuBLAS #1 CUDA #. "

def _init_ (self, max_loras_per_batch, device, **kwargs):
super().__init__(max_loras_per_batch, device, **kwargs)
# A8/ CUDA EETHEMNERQEMILA LoRA-A IR, #HRIFL TR
self._lora_a_streams: dict[torch.cuda.Stream, torch.cuda.Stream] = {}
self._pending_lora_a: Optional[_PendingLoRAA] = None
self._use_cublas_lora_b = False

EVERER T

def prepare_lora_token_segments(self, *, segment_lens, weight_indices, lora_ranks, scalings):

"UEE UNO RS RE BB d, "
super().prepare_lora_token_segments(...)
route = None
# R3] UNO It EEREM: 84K 1 MF + (F-1) NERSHE
if (len(segment_lens) >= 2 and len(segment_lens) % 2 ==
and segment_lens[0] == 1 and segment_lens[1] > 0):
batch_size = len(segment_lens) // 2
forward_width = segment_lens[1] + 1
#HMERTSILE UNO $BEREHER
if (...): # BIEFF A ERILET base/adapter =,
route = _UnoSingleAdapterRoute(
weight_index=adapter_index, rank=adapter_rank,
scaling=float(scalings[adapter_index]),
batch_size=batch_size, forward_width=forward_width,
total_rows=sum(segment_lens),
active_rows=batch_size * (forward_width - 1),
)
# R BERMME YaTHAEFREY, ATRELE GEMM HufT
self.batch_info.uno_single_adapter_route = route

*, output=None):

def compute_lora_a(self, lora_input, active_a, route,
"URAT LoRAA T, FAHEIERLBIHT SR,
hidden = torch.mm(lora_input, active_a.t(), out=output)
if route.batch_size > 1:

#ATHEFER, BFHFAETHRBRSES, #R2EYM

hidden.view(route.batch_size, route.forward_width, -1)[:, 0].zero_()



return hidden

python/sglang/srt/speculative/uno_tree.py
ST, UNO WiER ) GPU RAEREMWE, RIFaEULERRENZOEX,

# python/sglang/srt/speculative/uno_tree.py
# % GPU RAMEEMMZE

@dataclass(frozen=True)

class UnoTreeProposal:
""EAGLE RAEZRSRHE UNO RHLR,
THIH “top_scores_index” #1 “parent_list™, W E#E(E#EY% EAGLE B9 “build_tree_kernel_
efficient™,
root_tokens: Tensor
draft_tokens: Tensor
parent_list: Tensor
top_scores_index: Tensor
candidate_top_k: int
max_depth: int

@property
def num_verify_tokens(self) -> int:
# AR BIESREEL

return int(self.draft_tokens.shape[1]) + 1

@triton.jit
def _build_tree_kernel(
top_token_ids, top_log_probs, draft_tokens,
selected_edges, parent_list,
search_depths, search_log_masses,
#.. ABSKEE ..
NUM_DEPTHS: tl.constexpr, K: tl.constexpr, Q: tl.constexpr,
BLOCK_CANDIDATES: tl.constexpr,

" GPU LPUTEEME W RERLMEE,
MR LZAILE R, BRERRS RE. HHRE) ¥ EREMNEY &
batch = tl.program_id(0)
# .. MBART ANERRS ...
for node_index in range(1, Q):
# MEMESRT R, REEXTAETHEREEHER
# EHUAMT AR ERRBR SRR E
# RN RE RN RERERTT R
#OBEE B N “selected_edges”, IR T EBETE N “parent_list®
pass

# .. RAS NERNERREALT QFU% ...
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