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python/sglang/kernels/ops/mamba/lfm_short_conv.py
BEHFHE SMI0 L RS Triton AERKIRAEZE, EARMERERAZ O,

# python/sglang/kernels/ops/mamba/Ifm_short_conv.py
# MERNBHNATRAEAD, BETRALHRE,
def can_dispatch_fused_Ifm_short_conv(
b: torch.Tensor,
c: torch.Tensor,
x: torch.Tensor,
weight: torch.Tensor,
bias: torch.Tensor | None,
state: torch.Tensor,
) -> bool:
"""Return whether this call is in the end-to-end-qualified serving domain.
return (
b.ndim ==
and b.shape[1] == 2048 # (RET M FRMEE R 2048 BIRA
and can_use_fused_Ifm_short_conv(b, c, x, weight, bias, state)

def can_use_fused_Ifm_short_conv(
b: torch.Tensor,
c: torch.Tensor,
x: torch.Tensor,
weight: torch.Tensor,
bias: torch.Tensor | None,
state: torch.Tensor,
) -> bool:
"""Return whether the exact LFM2 BF16 width-3 contract is satisfied.""



# A& SMI0 24, 3E ROCm. FrAEKEAEAR CUDA &&.
# AN BF16 B [tokens, dim] ®BNBF|3%EL, REAR BF16 89 [dim, 3] B3ELL.
# TimE. WKAA BF16 8 [slots, dim, 2],
return (
not _DISABLE_LFM_FUSED_CONV
and b.is_cuda
and torch.version.hip is None
and torch.cuda.get_device_capability(b.device) == (9, 0)
and c.is_cuda
and x.is_cuda
and weight.is_cuda
and state.is_cuda
and b.device == c.device == x.device == weight.device == state.device
and b.dtype == c.dtype == x.dtype == torch.bfloat16
and b.shape == c.shape == x.shape
and b.ndim ==
and b.stride(1) == c.stride(1) == x.stride(1) == 1
and weight.dtype == b.dtype
and weight.ndim ==
and weight.shape == (b.shape[1], 3)
and weight.stride(1) ==
and bias is None
and state.dtype == b.dtype
and state.ndim ==
and state.shape[1:] == (b.shape[1], 2)
)

python/sglang/srt/models/Ifm2_moe.py
LFM2-MoE AW E X, HESREERMEAZNAEZE, ERMAHEKNVAD,

# python/sglang/srt/models/Ifm2_moe.py
# & Lfm2MoeShortConvLayer.forward £ EE& N o
def forward(

self,

hidden_states: torch.Tensor,

forward_batch: ForwardBatch,
) -> torch.Tensor:

if forward_batch.forward_mode.is_idle():

return hidden_states

meta = get_attn_backend().conv_state_metadata(self.layer_idx, forward_batch)
conv_state = meta.layer_cache.conv[0]

proj, _ = self.in_proj(hidden_states)
B_gate, C_gate, x = proj.chunk(3, dim=-1)
# REERTHEMENZARAESRMSE
use_fused = can_dispatch_fused_Ifm_short_conv(
B_gate, C_gate, x, self.conv_weight, self.conv_bias, conv_state



if forward_batch.forward_mode.is_decode() and use_fused:
# FEHER, ERAREMRENZ
gated_conv_out = fused_Ifm_short_conv_decode(
B_gate, C_gate, x, self.conv_weight, conv_state, meta.cache_indices
)
elif forward_batch.forward_mode.is_decode():
# ER B RARARAD BRI
Bx = B_gate * x
conv_out = causal_convld_update(Bx, conv_state, self.conv_weight,
self.conv_bias, ...)
gated_conv_out = C_gate * conv_out
# ... B X (target_verify, prefill) 25
elif (
use_fused
and meta.query_start_loc is not None
and meta.has_initial_state is not None
and forward_batch.extend_seq_lens_cpu

# SRR, ERARMETERERANZ

gated_conv_out = fused_Ifm_short_conv_prefill(
B _gate, C_gate, x, self.conv_weight, conv_state,
meta.query_start_loc, meta.cache_indices, meta.has_initial_state,
max(forward_batch.extend_seq_lens_cpu)

)

else:

# EIR B RAATUA R EEZE

Bx = B_gate * x

Bx_t = Bx.transpose(0, 1).contiguous()

conv_out = causal_convld_fn(Bx_t, self.conv_weight, ...)

gated_conv_out = C_gate * conv_out

output, _ = self.out_proj(gated_conv_out)
return output
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