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MTRE

« —AE: it CUDA EIZERE KNSR EQBEEERE N, KNigRAMEL MR,

- WEME: XE—AZIF ORI, WA IERERIGEANNRIIEANE Z RN PR, HiZ
HBAR (ETEPRERAE CUDA AWM. BE&NZERE) ERRREY, PR EAWIHRS
RINNE e, HEEFANMLIBARSMAEE T E6l, ZXFEAREIEE foME X5 T
BT (BEEXRIAGEEE. AMAER CUDA BIMALIYTAZIR) ¥iZl PR, 432
kv_read_table.py B9MA&IAEIZ A0 virtual_slot.py BIFTRLE RAZSZI..

Thees5 sl

HRIE PR body iR, G— AN FERAIEL I :

1. build_kv_read_table £ CUDA EH#IREZAT, HERNZMEAR/IE max_context_len RE
, FREXFEERNBIRELRR, EFEAMFIKERN, Za3EEFH,

2. HEEM _free_lazy BHEER A2 T ANAZ (v2p gather, AN index_fill_, B
torch.cat) , mEF v2p ERMFREBRER TSI NENNEZ, XEFHERRK (

cuda_graph_max_bs) TZEH/EE,

LI RE

1. =4 build_kv_read_table M5 JEEREH
« R XA python/sglang/kernels/ops/kvcache/kv_read_table.py
« KPR E:
1. ¥ MA% _BLOCK_COLS M 256 %% 512, #3| N\ _TARGET_BLOCKS=1024 {E4 B
PRIREK
2. #&2% build_kv_read_table_kernel WAZSZI,: R AET (req, blk) BI=ZM# 231,
KA ET (req, col_program) B9Esh, HHTEHN req BFEITANIMEIL (for start in
range(...)) wAEIANT|, BIFLFHRER seq_lens RE,
3. 82K build_kv_read_table Python O BIFAEK/NTE: K5 A RBERFER (
col_programs) itE A min(cdiv( TARGET_BLOCKS, bs), cdiv(max_pages,

_BLOCK_COLS)), MM R/NGHRA/AN bs XBK, FH1E3 col_stride (
col_programs * BLOCK_COLS) ARN#.



< BE: Hfk CUDA ERMAMAE R NGESEESIE, B od KRN EFLRKE /N
max_context_len fRFERKETLIIR, AREFE LT IKEERS], RIiET HREMFIIK
EE,

« BUH: ZNREARED S B PME KV RERE, HMREEEYMEXMEE S RNER, %
twE, EEFIZETARERTE LERNAZBIRERA,

2. FRLE Triton W% free_unbind_inplace_kernel 5§ bind_inplace_kernel
« WX XM python/sglang/kernels/ops/memory/virtual_slot.py
- RETE:

1. #713¢ free_unbind_inplace_kernel: ZANAZIEZEMTL ID $kE, FTFEANTE, M
v2p ZHIEBNEMIET ID, RE¥ v2p o p2v RPN NELEEN -1 (ER(L)
, FRIZERB|B9MIETL ID Ml XE—NEA lane M BYRIE, TE lane K.

2. ¥ bind_inplace_kernel: 5 alloc_bind_inplace_kernel 2, B2 FRAERMH
Y3ETL ID $h4A (MIENZRERENETEE) , A TEREHNIERERRZ,

3. XN BY Python 30 Ri#k free_unbind_inplace %1 bind_inplace., %1&#%& A4 CPU B
, ER3|4E PyTorch %523,

cJBE: ¥ _free_lazy BBARHFOEE v2p BRAFIR index_fill_ BEEERERE A — RN R

&, BT RZBIREFIZEER B FHH. FBA bind BiFRME T ETAZNE XL,

c B AN BRANK—IRMEETE T A,

3. BE#f MultiEndedAllocator BAfE ¥ EE& R
« ¥R XM python/sglang/srt/mem_cache/multi_ended_allocator.py
« KPR E:

1. AR bind_inplace fa free_unbind_inplace,

2. 152 MultiEndedAllocator.bind A%: ¥RRNFRRG|IRE (
self.virtual_to_physicallvirtual_ids] = physical_ids &) &% 98 A
bind_inplace(virtual_ids, physical_ids, self.virtual_to_physical,
self.physical_to_virtual),

3. 1852 MultiEndedAllocator._free lazy Aik: BKRERH v2p B (freed_p_pages =
self.virtual_to_physical[free_v_pages]) Fa#>X index_fill_ @A, BiA—XKEAH
freed_p_pages = free_unbind_inplace(free_v_pages, self.virtual_to_physical,
self.physical_to_virtual),

c BHE: SZFRNAFNEESARK, B free lazy BREANZEBIEE,
« o BERD T BRAE BREN AR SR A PATES ], PR T 4Bl 28 BRZ B9 SR

R,

4. BFTEREE NMAR DE R #HT AL
« W R test/registered/unit/mem_cache/test_unified_free_no_host_sync.py
« KPR E:

1. fBBONAR, test_free_paths_actually_write_a_tombstone: J&EW = R a4

index_fill_, BLEKRAMZREH @S _NO_SYNC_TOMBSTONE_FORMS (



("index_fill_", "free_unbind_inplace")) FHE—FR, UXFHEMEANZEAERS AH
AR
2. F3BMRE TestFusedTombstoneWritesBothTables: ®&& =4 CUDA [ T#E8MR, 2
B|38IE free_unbind_inplace ZERENGRE THIIEEMME. 5 CPU S LZILHN—KM. UK
ZEINEY no-op 1T A,
 JRE: AARMRIIENEZRITAZE (BEME -1 LAERENLK) , MIEREHNIZAAT (
index_fill_) , AM7E B2 IALHI 8RR A R FHIEFTALH o
c B R TMNAREEMA ST EME NN, FEERE T AR XEETE,
KA

- python/sglang/kernels/ops/memory/virtual_slot.py (13t RAZ; 25| infra; HE&
infrastructure; &5 free_unbind_inplace_kernel, bind_inplace_kernel,
free_unbind_inplace, bind_inplace) : #3% 7 AAMMZOBEE Triton WX
free_unbind_inplace_kernel #a bind_inplace_kernel, XEARRAOELEBIZ L RANZBT
=] R K R ST

« python/sglang/kernels/ops/kvcache/kv_read_table.py (3R WAZ; A7 infra; X8
infrastructure) : &8&7 build_kv_read_table RAZB MM ITE A RNIRBEIR, BRT
CUDA B3R T M E & 5 ERE TR E el &L,

. test/registered/unit/mem_cache/test_unified_free_no_host_sync.py (3 REMMN IR ;
K7 test; £ A test-coverage; 5 test free_paths_actually_write_a_tombstone,
TestFusedTombstoneWritesBothTables) : EFMHRUBILRIT AT E (R ELRFHRE
MELK) , MIFRAERIIERE (index_fill) , FFFHE T FIIRIEF RS NZAT AR E,

« python/sglang/srt/mem_cache/multi_ended_allocator.py (3t HBLEE; 35| source;
A dependency-wiring) : BOHECEMNAR, I bind fo _free_lazy A R PrilEg ik
AR AR E A

XHEM5: build_kv_read_table, free_unbind_inplace, bind_inplace,
MultiEndedAllocator.bind, MultiEndedAllocator. free_lazy

KR Fr B]

python/sglang/kernels/ops/memory/virtual_slot.py

T AAMZOEES Triton WAX free_unbind_inplace_kernel %1 bind_inplace_kernel, X&
R R ED 38 BAZ % DR N B Bh 19] R BY % B2 52 3,

# A% “free_unbind_inplace_kernel™, & alloc_bind_inplace_kernel™ B3¥ 1k,
# B lane SRS AEFE—ANEPATL: RER v2p RAZFIMIETL ID, RE¥ v2p fo p2v
#RPHNNLEEAR -1 (BE) , HMEYET ID, EXRMAN v_pages "—,
@triton.jit
def free_unbind_inplace_kernel(

v_pages_ptr, # in: [N] intb4 — #FRIKBEITT ID

v2p_ptr, # in/out: int64 — virtual_to_physical %

p2v_ptr, # in/out: inté4 — physical_to_virtual %k

out_phys_ptr, # out: [N] inté4 — ¥WEKRNMIET ID

N, # 3Z1TESS 2K ERRE T



BLOCK: tl.constexpr,

pid = tl.program_id(0)
offs = pid * BLOCK + tl.arange(0, BLOCK)
mask = offs < N

v = tl.load(v_pages_ptr + offs, mask=mask, other=0).to(tl.int64)
p = tl.load(v2p_ptr + v, mask=mask, other=0).to(tl.int64)

tl.store(out_phys_ptr + offs, p, mask=mask)
tl.store(v2p_ptr + v, -1, mask=mask) # E&t v2p
tl.store(p2v_ptr + p, -1, mask=mask) # E& p2v

# WA “bind_inplace_kernel™, XiEAZIRANNIETSEEBITHE,
# 5 alloc BEANBELEAR, XERATEREHSFTR,
@triton.jit
def bind_inplace_kernel(

v_pages_ptr, # in: [N] int64 — EMT ID

p_pages_ptr, # in: [N] inté4 — E4FENMIETT ID

v2p_ptr, # in/out: int64

p2v_ptr, # in/out: intb4

N, # TTBE S 2K

BLOCK: tl.constexpr,

pid = tl.program_id(0)
offs = pid * BLOCK + tl.arange(0, BLOCK)
mask = offs < N

v = tl.load(v_pages_ptr + offs, mask=mask, other=0).to(tl.int64)
p = tl.load(p_pages_ptr + offs, mask=mask, other=0).to(tl.int64)

tl.store(v2p_ptr + v, p, mask=mask)
tl.store(p2v_ptr + p, v, mask=mask)

python/sglang/kernels/ops/kvcache/kv_read_table.py

&R T build_kv_read_table NAZBIMIEITEA AN IREIR, MR T CUDA BHFETMEEES
BB SRR BRI e L,

# MBS H “build_kv_read_table_kernel” WA ZEE
# 8 req” B (BF—%) WE—ANFI, B AIREIFEIELANTR,
# BHRHSEE B EFREAKE (Cseq_lens”) RE, MIEEZH “max_pages o
@triton.jit
def build_kv_read_table_kernel(
req_to_token_ptr, req_pool_indices_ptr, seq_lens_ptr,
v2p_ptr, out_ptr, req_stride, out_stride, mult,
col_stride, # #r¥: @RMBEIFRENR, BFEN AR ERZAFK
PAGE_SIZE: tl.constexpr, BLOCK: tl.constexpr,

bid = tl.program_id(0)



req = tl.load(req_pool_indices_ptr + bid).to(tl.inté64)
seqlen = tl.load(seq_lens_ptr + bid)
n_pages = (seglen + PAGE_SIZE - 1) // PAGE_SIZE

row_in = req_to_token_ptr + req * req_stride
row_out = out_ptr + bid.to(tl.int64) * out_stride

# SMEFBIEIR, AIEM “tl.program_id(1) * BLOCK™ FF4,
# KK “col_stride>, EZF| “n_pages WIFFAF|R,
for start in range(tl.program_id(1) * BLOCK, n_pages, col_stride):
cols = start + tl.arange(0, BLOCK)
mask = cols < n_pages
# ... fn#k tok, it page, phys, entry ...
tl.store(row_out + cols, entry, mask=mask)

# 7 Python B, R AX/MNTEE “bs™ kB
col_programs = min(
triton.cdiv( TARGET_BLOCKS, bs),
triton.cdivimax_pages, BLOCK_COLS)
)

build_kv_read_table_kernel[(bs, col_programs)](
., col_programs * _BLOCK_COLS, # 1£#%|5 &

)
6 A 4
PR W XIXE S Codex MLBEABNTFIL, TEREFEANITIL, ZORITRKS REINE PR

body F EHEEFEER, GIEMEA/IMULEIEREEIE. ARREHNERRE. UEMAK
BRI B R A,

- EEmMEITIR AR

e 5 B0
- RS
1. NARIEFMERE: #5] A free_unbind_inplace_kernel BE#E#4E v2p fu p2v %, H
TR MR TR E RN EDTL ID (v_pages) E"—#, PR HEAMTEH T7iX—d]
# ("That holds only because the caller's ids are unique") . WRIFRFTFERLAZE
, TREREXRMES,
2. MEREEIVANFES: build_kv_read_table BRI & A/ NTEMEZE B max_pages AKX
bs HIEIAITE ., BREFHTT RN (BE bs 1..256 x seq 1k..128k) ,
ERIETE (W bs ARK seq) HIMEERET EIFL IR, col_programs # min &%k
R, BRT bs /NSO FFHAT
3. MIREENFE: TestFusedTombstoneWritesBothTables SR 24
@unittest.skipUnless(torch.cuda.is_available(), ...) 245, BB AT CUDA REN
CI IR H, HAZBERLWIT, PR body RE| BRI CUDA-gated B%, EFEEH



& Cl $ef 84 CUDA FRIRIBATX LM IR,
- B

1. AFP®M: NTER%K— AN (—enable-unified-memory) 32 CUDA E®AF,
A T MR B ARAD R F IR A, PR PHRME T IREEHMIRAEKIE, & Kimi-Linear-48B TP2 13
BT, MuEELERAN 1.5%.

2. A% MU TABREEZROREZ (S8 / Bk fo KV 25582 (ERAE)
, WA ERAZ— AFHNEE TER R BD NZBEIRECE BT GPU REFF
AR ARILR,

3. AR m: 5IANT HUOAZEEER, (free_unbind_inplace) , AEL&#H—FS D E
B2 (40 PR body FIR KA out X A/IMEAL #37512) $HF T 3EEE, MIRARKEEHY
TE (BIEAEEMIERAREE) BAEMEMRARFET SE, - RRIRIC: AKER
MR, CLMPRAE =6, MHaEE MR EXK

KRR EE

« PR #37512 1% PR WE /5% (PR #37512) : A PR B2WIAAF|BE —IH 4. PR body
BRFATE B a4 PR #37512 ¥4t out BRI (A max_bs x max_context_len 4g/m)
. B REATFE A, AN PR BIFARMRILA #37512 PR K/IMLEE T Eat,

« PR #36646 Resolve SWA ownership at enqueue time for grouped free(): XE&F| SWA

CEMEOERA) AEESH—NFHIEBENRE, A PR EH R4 E SR H IE#

MHE MR, BRET ZHAFEERMIEKEN—IHRD,

« PR #37481 Split duplicate insert frees at the SWA eviction floor: R&FZ$NE—RN&F
MBS (UnifiedKVPool) MARMBIEE, AET SWA EARMNEEBARKEZE, 5
A PR FBAEEREMNS HaI8IThEELK,



