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@dataclass(slots=True)
class _SchedulerTimeAccountingSnapshot:
start_ns: int
last_sample_ns: int
start_process_cpu_ns: int
accumulate_idle_ns: int
# Whether the last sample was idle (for example, no work on the engine).
is_idle: bool

@classmethod
def init(
cls, now_ns: int, now_process_cpu_ns: int, is_idle: bool
) -> _SchedulerTimeAccountingSnapshot:
return cls(
start_ns=now_ns,
last_sample_ns=now_ns,
start_process_cpu_ns=now_process_cpu_ns,
accumulate_idle_ns=0,
is_idle=is_idle,

def sample(self, now_ns: int, is_idle: bool) -> None:
# WRZ AT ERRS, 8 DRV N8 R
if self.is_idle:
self.accumulate_idle_ns += now_ns - self.last_sample_ns
self.last_sample_ns = now_ns
self.is_idle = is_idle

def should_record(self, now_ns: int) -> bool:
# FlRr R EIXFERALL (1 F)
return now_ns - self.start_ns >= _SCHEDULER_TIME_ACCOUNTING_INTERVAL_NS

def reset(self, now_ns: int, now_process_cpu_ns: int, is_idle: bool) -> None:
#t EERERANR
self.start_ns = now_ns
self.last_sample_ns = now_ns
self.start_process_cpu_ns = now_process_cpu_ns
self.accumulate_idle_ns = 0
self.is_idle = is_idle

# 7 SchedulerMetricsReporter FfinAIZE A%
def start_scheduler_time_accounting(self) -> None:
if not self.enable_metrics:
return
self._scheduler_time_accounting = _SchedulerTimeAccountingSnapshot.init(



time.monotonic_ns(), time.process_time_ns(), True

def record_scheduler_active(self) -> None:
self._record_scheduler_time(is_idle=False)

def record_scheduler_idle(self) -> None:
self._record_scheduler_time(is_idle=True)

def _record_scheduler_time(self, is_idle: bool) -> None:
if not self.enable_metrics:
return
now_wall_ns = time.monotonic_ns()
accounting = self._scheduler_time_accounting
if accounting is None:
# BRI A RAE IR R
self._scheduler_time_accounting = _SchedulerTimeAccountingSnapshot.init(
now_wall_ns, time.process_time_ns(), is_idle
)
return
accounting.sample(now_wall_ns, is_idle)
if not accounting.should_record(now_wall_ns):
return
#XFERAL, BERNBTEEE LA Prometheus T4k
now_process_cpu_ns = time.process_time_ns()
elapsed_process_cpu_ns = now_process_cpu_ns - dccounting.start_process_cpu_ns
if accounting.accumulate_idle_ns > 0:
self.metrics_collector.increment_scheduler_idle_seconds(
accounting.accumulate_idle_ns / 1e9
)
self.metrics_collector.increment_scheduler_process_cpu_seconds(
elapsed_process_cpu_ns / 1e9
)

accounting.reset(now_wall_ns, now_process_cpu_ns, is_idle)

python/sglang/srt/observability/metrics_collector.py
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# 7 SchedulerMetricsCollector.__init__ " HFIEHFAMNIT LR
self.scheduler_idle_seconds_total = Counter(

name="sglang:scheduler_idle_seconds_total",
documentation=(
"Total wall time while the scheduler has no runnable or queued work."
),
labelnames=labels.keys(),
)
self.scheduler_process_cpu_seconds_total = Counter(
name="sglang:scheduler_process_cpu_seconds_total",
documentation=(



"Total CPU time consumed by the scheduler process across all threads."

),

labelnames=labels.keys(),

)

# WMAEANBHARS IR 54 inc BT8Y KeyError
self.scheduler_idle_seconds_total.labels(**labels)
self.scheduler_process_cpu_seconds_total.labels(**labels)

# ATIGEIG B AR
def increment_scheduler_idle_seconds(self, t: float) -> None:
self.scheduler_idle_seconds_total.labels(**self.labels).inc(t)

def increment_scheduler_process_cpu_seconds(self, t: float) -> None:
self.scheduler_process_cpu_seconds_total.labels(**self.labels).inc(t)
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