PR #37413 BEIRLE

sgl-project/sglang
[AMD] [DSV4] feat: enable fp8 two-pool unified_kv on gfx950
& FntE: 2026-09-14 17:49

JRSCEERE: http://prhub.com.cn/sgl-project/sglang/pull/37413

PAITHRE

- —A]1E: DSV4 FE gfx950 B A fp8 Xt KV, FEHRFA 1.5%

« EME: EEFER, LEREEMKY E. BMAEBRITEFEIRAAN. EXIZUT
JRF&E: %I python/sglang/srt/mem_cache/deepseek_v4_memory_pool.py 5
unified_kv_kernels/layout.py 23475 / BB —EAM, i models/deepseek_v4.py

89 _forward_prepare & H caller buffer JREMR B X" 81Z1T, &EF runtime.py 5
fused_gk_norm_rope_store.py EAEE N / ERAMNHESAR,

BB/ FFHRITREA=A: (1) £ ESMO scale EFTREE SRR, HHA 512 B 2 W&
stride X% asm reader, BT ARZBRIMENRE WHAFERIT; (2) FARREEE—FE
RELHMRRS B4 PR 5, MARERMEBIRMER; (3) HHBRIE caller fEAR buffer
£, AZEH LR prepare 5 backend x4 R B4 1,

WREBHECATES, BHEARAZGHE: BB RNHLXE (c=8 MELH 7.6% fERIML) |
EEEE PD/HiCache/CP (4RI ATH) . UERETAEMMLEN CGULAEREILRERA
GSM8K BB ELRY, MEREIERESIKREFEZEEN) . FREFMERITMIELL, K PR WA
ETERERT XKV TREEN WEAMBRATZ R, BRERNL,

THEES BHAL

PR body FRFAIE )& : unified_kv T DSv4 EBEA latent FL bfl16 1277,
gk_nope_head_dim 448 + gk_rope_head_dim 64 Ewk&E 1024 B per token per layer’, M
“The nope half actually does not need that precision”s 18 nope % 1x64 tile E4LEK fp8 (
W E8MO scale) . rope f&#F bf16, 1T5EFE| 640 B, “which measures out at 1.51x the
KV capacity at identical memory on gfx950°, Bir2EREE HBM TitE % token ®E, %
BEEKITTXEEGHA, ARZELZEREARALA. gfx950 bF. HAMZEM warn +
E3R bf16, MURIEBERAE BIZITAARZE (“so nothing on the existing path changes”) o

SCIN AR AR
APREME + B + B + B + AN — & bokt, BOEBEBEIE— bf16 latent FHK
TE—3K. row index EEXEEWFAM, LA RE FRE— TR EX I,

1. il/5 sizing (python/sglang/srt/mem_cache/deepseek_v4_memory_pool.py.
python/sglang/kernels/ops/attention/dsv4/unified_kv_kernels/layout.py) : #3&
DSV4_FP8 _NOPE_ROW_BYTES = 512, DSV4_FP8 QUANT_TILE = 64 5



check_two_pool_pair 5 ; DeepSeekV4UnifiedKVPool. _init__ 30 fp8 %, R
kv_buffer BX A fp8 nope {TE M H3E kv_buffer_rope (bf16 rope, 1T#5 nope ™
HAER) ; dsv4_unified_row_bytes() ®RAPE—ITEARN (bf16 1024 B/ fp8 640 B) ,
A ValueError M3E assert, EBHEEREEEE—"sizing runs under -0
too,and a silently skipped check here overreports capacity’s pool_configurator.py &
ITRIBANEGEME (bytes_per_full_token B 8918.00 43| 5945.00) , FRERES
FRAOBLRDR, X2 1.50x HF MR,

2. BN =% store: SWA scatter store_swa_into_unified 30 e3%8) rope tensor /
rope pool ¥, FAMIZE— ring row index 54T, BFHITIR uint8 #3z DUETT
ESMO scale B’Z S 4#: fused_gk_norm_rope_store.py ¥ fp8 2buff_store, X%
aiter group-quant BA&AWAZ, —>K launch EB=HITE fp8 nope 175 bf16 rope 17,
BE A packed 5 bf16 B2 & H module key 7% ; compressor IFT3E fp8_2buff @k (
dsv4/compress.py. compressor_v2.py, XXt 512 5% latent #3&) ; JIT AR
fused_norm_rope_v2.cuh & common code HJFE—IKh E——FE— elif %, IBOX
SR

3. EBMANAAZ: decode £ aiter mla_a8w8 v4 nm asm (runtime.decode_fp8_2buff)
, prefill & aiter opus (runtime.prefill_fp8_2buff, & paged prefix 54 chunk # flat
extend XA R—ITHAETU) ; runtime.py BANTHM / FTRRABHRIK S, HHE
decode_qgo_indptr (qo_indptr RAKH token ¥k, BRAEK forward ZE—K) o

4. RS 3SR (python/sglang/srt/models/deepseek_v4.py.
layers/attention/deepseek_v4_backend_hip_radix.py) : MQALayer._forward_prepare
¥ g _rope_out / k_nope_out / k_rope_out =/ buffer %, I fuse_prefill 5§
fuse_verify_fp8 MNDX; FrA HIIEEIEAE caller £ A buffer £ (“Keyed off those
buffers the same way fuse_prefill is, so the two arms cannot disagree about the
layout”) , MZEM LHERR prepare 5§ backend 337 B HIMr AR — BT BE, fp8 T
prefill/verify B9 kv 8 k_nope_out TUEH1&#F save_kv_cache, ring 5B
backend RE (prefill & attention Z /5. verify ZEZRI) o

5. MEERMRE MIRELE: decode BIZMIIEITZ segment B masked_fill_ (builders /= H
A« Bk group-quant AR EER kv.contiguous(). >40 token BT
num_kv_splits EFREZR] 4; prefill X EMHEEEREBEIN, MRAMFE 8 A4, BE
ITRANERMLE (test_dsv4_unified_fp8_pool.py) . SWA scatter. fused QK
norm+RoPE. compressor store. decode/prefill i#%. backend prefill #HE&S5ERITH,
Y, HpFEAd CPU ABIPEME base-a-test-cpu, HATTME
stage-b-test-1-gpu-small-amd-mi35x (€ gfxd50 TITES skip) »

R

« python/sglang/srt/mem_cache/deepseek_v4 _memory_pool.py (#E3k KV Z&75HM; 25|
source; A& data-contract; F5 dsv4_unified_row_bytes,
DeepSeekV4UnifiedKVPool.get_unified_kv_rope,
DeepSeekV4UnifiedKVPool.get_buf_infos, DeepSeekV4TokenToKVPool.get_unified_kv_
rope) : XU BESITRARNME L #3E fp8 nope Mt + bf16 rope .
dsv4_unified_row_bytes() 4t— sizing, FXEMBRROERMIFEOENIES, EEXERN
o,



- python/sglang/srt/models/deepseek_v4.py (13t DSv4 #ER; 35| source; A
core-logic; 5 MQALayer. forward_prepare, MQALayer.forward, fuse_verify fp8,
fuse_prefill) : #HERMIEL: forward_prepare FIE =/ buffer 55 fuse_prefill /
fuse_verify fp8 @°%, REITEIE decode/prefill/verify ZfMER TR AE
save_kv_cache i& X,

« python/sglang/kernels/ops/attention/dsv4/unified_kv_kernels/runtime.py (#£i% W%z
TR 225 infra; & core-logic; 45 decode_fp8_ 2buff, prefill_fp8_2buff,
decode_go_indptr, _scatter) : EZERMIAD: #3E decode_fp8_2buff (aiter v4 nm asm)
. prefill_fp8_2buff (aiter opus) 5 decode_qgo_indptr, F*NFFM / ITRB BRI I,

« python/sglang/srt/layers/attention/deepseek_v4_backend_hip_radix.py (3R SEFEHhE
3% 25| source; M core-logic; &5 DeepseekV4HipRadixBackend._forward_unifie
d_kv) : _forward_unified_kv 7£ fp8 THI#E| fp8 A&, HILE—FITE buffer BER
%5 attention X AT ring EA—& "R — X EKIBE L HE 5T R,

« python/sglang/kernels/ops/attention/fused_gk_norm_rope_store.py ({£ik gd&Y3—1b;
25 infra; 2 core-logic; &5 _fp8_2buff_store, _token_identity_map,
_HAS_GROUP_QUANT) : BAMI#Z &  fp8 2buff _store —X launch &= HiT&
nope 175 rope 4T, X #F strided kv 5 strided q_out, & Q 3T® (RE decode reader
) BIRIR.

« python/sglang/kernels/ops/attention/dsv4/unified_kv_kernels/layout.py (3R T/ E;
5| infra; E£A data-contract; 5 DSV4_FP8_NOPE_ROW_BYTES,
DSV4_FP8_QUANT_TILE, check_two_pool_pair) : ¥3EAmA%E (512 B4T. 64 Tk
tile) 5 check_two_pool_pair ¥, EHBEMSES AZMELEL stride B—EHAH,

« python/sglang/srt/model_executor/pool_configurator.py (##3k B HFEE; 25| source
; A data-contract) : EEMTRBEAEEE (bytes_per_full_token / fixed SWA)

, FREREREELFLEREIR, & 1.50x HFHRILIRTRE,

. test/registered/unit/models/test_deepseek_v4 _unified_fp8_qg_pair.py (iR FTRIEL;
K5 test; KA test-coverage; 5 TestUnifiedFp8QPair, _run, Harness, Pool) :
CPU Z&EAMR: pin (EEE X2 backend BT BRI & decode/prefill/verify/CP &fiis
KX TS, UEREE store 5 CP WIEL4IE X,

. test/registered/e2e/dsvé4/test_dsv4_unified_fp8 decode.py (Hik ARFLZEX; 257 test;
KA test-coverage; 5 TestUnifiedFp8Decode, _quantize_nope, _pack, _reference)
: AR EM/S#E + B index builder #iH pin 1 decode 1%#kE%42, ®¥E cuda-graph
pad T ERY ring f&. & segment 3RE NaN. >40 token split BE & A,

. test/registered/e2e/dsvé/test_dsv4_unified_fp8_backend_prefill.py (iR FEE A ; £
Bl test; KA test-coverage; 5 TestUnifiedFp8BackendPrefill, Pool, _chunk, _run)
AN AR AR R E R forward_unified_kv A{AFE fp8 T4 X HILIT A FE B
RAZXAESE ring 5, &1 rope 8 |BE BE#REYT,

. test/registered/e2e/dsv4/test_dsv4_unified_fp8_gk_norm_rope.py (#ik Et&Y3—1L;
25| test; LR test-coverage; &5 TestUnifiedFp8QkNormRope, _ref norm_rope,
_ref_tile_scales, _StoreCase) : pin {£ fused QK norm+RoPE store WEH AR (E£
E8MO scale. strided kv. strided g_out) W& Q A T rope buffer BtEFAPIR B A,



test/registered/unit/mem_cache/test_dsv4_unified_fp8 pool.py (E3k {T5itE; 23|
test; EA test-coverage; fF5 TestDSV4UnifiedRowBytes,
TestDSV4UnifiedFp8PoolAllocation, dsv4_unified_row_bytes) : 3BT ARETH (
1024 — 640, 0.625x. 7 A tile. 50 B #E#R) #ARXRXREL/EFT T, RRERSTEAME
HNEETF I,
python/sglang/kernels/jit/csrc/deepseek_v4/fused_norm_rope_v2.cuh (3R JIT NAX;
7| other; R core-logic) : common code HIrE—EKEN & : JIT norm+rope AR FT3E
— fp8 Xt elif 2%, HRDIAEFLE,
python/sglang/kernels/ops/attention/dsv4/unified_kv_kernels/env_gate.py (iR 4T
*; 25| infra; 2R configuration; &% is_unified_kv_fp8) : #ri
is_unified_kv_fp8() 171#®, & SGLANG_DSV4_UNIFIED_KV_FP8. gfx95 5
is_unified_kv_triton() = MNEGUKSRB|—4, B 23 fp8 o XM <Kk,
python/sglang/srt/layers/attention/dsv4/compressor_v2.py (3R E458; 5| source
; KA core-logic) : compressor Ml#FE%k: c4/c128 E4E latent FE fp8 TEERHE AN,
EKETXHETESE KV WEZEEKRE N XE,
python/sglang/srt/environ.py (#£3k 3R3EZEE; EF source; A configuration; &5
SGLANG_DSV4_UNIFIED_KV_FP8) : BB SGLANG_DSV4 _UNIFIED_KV_FP8 IREF %
(BRAXR]) , REFERFAFPATHIAD,
*XPEFF5 . dsv4_unified_row_bytes, DeepSeekV4UnifiedKVPool.get_unified_kv_rope,
DeepSeekV4TokenToKVPool.get_unified_kv_rope, MQALayer._forward_prepare,

DeepseekV4HipRadixBackend. _forward_unified_kv, decode_fp8_ 2buff, prefill_fp8_2buff,
decode_qgo_indptr, _fp8_ 2buff_store, fused_gk_norm_rope_swa_store,

is_unified_kv_fp8, check_two_pool_pair, store_swa_into_unified

RPERAD B

python/sglang/srt/mem_cache/deepseek_v4_memory_pool.py

AR RETHEANNER L HIE fp8 nope Mt + bf16 rope M. dsv4 unified_row bytes()
%i— sizing, FXMEMBIZNERIZOENIES, EELIBERAMME,

# python/sglang/srt/mem_cache/deepseek_v4 _memory_pool.py

# 4755 tile RN kernels B layout fEIRE X, XERMESH:

# DEATHM S H AT AR R TERA R —12 stride EAR,

DSV4_FP8_NOPE_ROW_BYTES = layout.DSV4_FP8_NOPE_ROW_BYTES # 512 B
DSV4_FP8_QUANT_TILE = layout.DSV4_FP8_QUANT_TILE # & 64 NmE—/ E8MO scale

def dsv4_unified_row_bytes(
gk_nope_head_dim: int, gk_rope_head_dim: int, fp8: bool
) -> int:
""—AN token ZE unified_kv P ANFFEH (FARAEM o "
if not fp8&:
# bf16 B 448 + 64 =512 /N bf16 ;& = 1024 B / token / layer
return (gk_nope_head_dim + gk_rope_head_dim) * 2
# fp8 X t: nope BLE 1 B, MBS 1x64 tile —A E8MO scale;



# scale EATRNEFIR, EA asm reader A tile RIEFR,
num_tiles = -(-gk_nope_head_dim // DSV4_FP8_QUANT _TILE) # 1 bERE: 448 -> 7
scale_bytes = 2 * num_tiles
# X B AR raise MAE assert: sizing & python -O TRIZEZARK,
#BHRURNIETRAERES, AMZERNITERELE,
if gk_nope_head_dim + scale_bytes > DSV4_FP8_NOPE_ROW_BYTES:
raise ValueError(
f'fp8 nope row overflows: {gk_nope_head_dim} latent values at 1 B "
f"{scale_bytes} B scales > {DSV4 _FP8 NOPE_ROW_BYTES} B stride"
)
# 512 B FK nope 1T + 128 B bf16 rope 4T = 640 B / token / layer (0.625x)
return DSV4_FP8_NOPE_ROW_BYTES + gk_rope_head_dim * 2

class DeepSeekV4UnifiedKVPool:
""bf16 B EM " [rows, head_dim] "; fp8 BT E2M RN,

row index FEFMHTE [ E—/ token (SWA ring A
““reg_pool_indices * swa_window + pos % swa_window™ ", E#EXH
“swa_pages + page_index™ ") , FTABRZATERR N ——X R,

def __init_ (self, ..., swa_ring_size: int, fp8: bool = False): # ER{T 58
self.fp8 = fp8&
self.rope_head_dim = gk_rope_head_dim
self.head_dim = gk_nope_head_dim + gk_rope_head_dim
bufs, rope_bufs = [], [
# rows = swa_pages + padded_compress_rows, FANMIEARE—A rows
if self.fp&:
bufs.append(
torch.zeros(
rows, DSV4_FP8_NOPE_ROW_BYTES,
dtype=torch.float8_e4m3fn, device=device,

)
rope_bufs.append(
torch.zeros(
rows, self.rope_head_dim,
dtype=torch.bfloat16, device=device,

)
else:

bufs.append(

torch.zeros(rows, self.head_dim,
dtype=torch.bfloat16, device=device)

)

rope_bufs.append(None) # bf16 R AE B =/
self.kv_buffer = bufs
self.kv_buffer_rope = rope_bufs



def get_unified_kv_rope(self, local_layer_id: int) -> torch.Tensor:
# rope WREET fp8 W/, AALAER is_unified_kv_fp8() 2%
assert self.fp8, "rope pool only exists under SGLANG_DSV4_UNIFIED_KV_FP8&"
return self.kv_buffer_rope[local_layer_id]

def get_buf_infos(self):
if self.fp&:

# BAMERE: —BE—MNEH + —MTRRFIRT nope M,

#EBRERSRERTEZLEN, FENELTMAZL KR,

# TODO(danli103): & T E Z B LIRA AN,

raise NotImplementedError(
"get_buf_infos describes one pool per layer; the fp8 rope pool "
"would be dropped (SGLANG_DSV4_UNIFIED_KV_FP8=1)."

python/sglang/srt/models/deepseek_v4.py

BARIMIEEL:  forward _prepare FE =/ buffer X555 fuse prefill / fuse verify fp8 2%
, REITEITE decode/prefill/verify =R T HR M-S save kv _cache & X,

# python/sglang/srt/models/deepseek_v4.py —— MQALayer._forward_prepare 8 fp& 4%
unified = is_unified_kv_triton()

fp8_2buff = is_unified_kv_fp8()

is_decode = forward_batch.forward_mode.is_decode_or_idle()

fuse_verify = (
envs.SGLANG_OPT_FUSED_QK_NORM_ROPE_VERIFY.get()
and forward_batch.forward_mode.is_target_verify()
)
# verify 7 fp8 T1& prefill —#3T& K, BfRE verify B )T :
# ring 51 attention Z A, HIEEIPIEAE caller 1K buffer L,
# prepare 5 backend E LA T BEXT AR B = £ 40 B,
fuse_verify_fp8 = (
fuse_verify and unified and fp8_2buff
and k_nope_out is not None and k_rope_out is not None
)
# prefill £ AR — fused store: A chunk 8 K BE2Z attention By extend X,
# = attention Z /& ring EARR, FTAREMN—KR. BAFERAXX buffer,
fuse_prefill = (
unified and fp8_2buff
and k_nope_out is not None and k_rope_out is not None
and not is_decode
and not forward_batch.forward_mode.is_target_verify()
)
do_fused_gk_norm_rope = (
unified and (is_decode or fuse_verify or fuse_prefill)
) or (not unified and self.use_fused_gk_norm_rope)

#ooeee (1E] &g call kernel B98R%, ARALSS L fp8_2buff / swa_rope_cache /



# k_nope_out / k_rope_out / g_rope_out)

swa_rope_cadche = None
if unified and fuse_verify:
# verify i ring B9 %5 decode /[, BB per-token slot map;
# kv & gkv_a B strided slice, REASRAEAEXEER contiguous() HXK,
kv = kv.contiguous()
swa_cache, swa_loc = None, None
swa_page_size, bf16_store = 1, not fuse_verify_fp8
elif unified and fuse_prefill:
# BORARE ring: XEITER fwd By extend X, prefix b 4riF
# attention A MU, ring B backend & attention ZEE X,
# kv LR gkv_a B stride — fp8 THRZRILE, FH B stride
# BHEUT, FrUARRH contiguous() Ak Al (K PR BEMEE) .
swa_cache, swa_loc = None, None
swa_page_size, bf16_store = 1, False
elif unified:
swa_cache = token_to_kv_pool.get_unified_kv(self.layer_id)
# swa_loc 5 layer L% : backend #Kk forward it & —RIFEEE metadata
swa_loc = attn_backend.get_unified_swa_loc(forward_batch)
swa_page_size, bf16_store = 1, not fp8_2buff
if fp8_2buff:
# decode BIE /NS ANB#r: bf16 rope
swa_rope_cache = token_to_kv_pool.get_unified_kv_rope(self.layer_id)

if unified and (fuse_prefill or fuse_verify_fp8):
# ITEREH nope FATB kv fE3R[E, attention IBE Y attn_k,
# save_kv_cache {£#F3TF 1t backend B ring 5 ; rope ¥47x7
# caller 84 buffer, XERAE _/NREFE, prefill £ attention 255,
# verify EZ RIS, EFME X ZR—X buffer,
kv = k_nope_out
elif not (unified and fuse_verify):
kv = None

test/registered/unit/models/test_deepseek_v4_unified_fp8_qg_pair.py

CPU HELAMIR: pin FER XL backend B FTEITFE decode/prefill/verify/CP &P &
THBA, UKKRRE store 5§ CP BIFELIE X,

# test/registered/unit/models/test_deepseek_v4_unified_fp8_qg_pair.py

# XERF| pin B9Z K% backend HEFREZE—NMTEM, MAEAZKER:

# decode REZITHH Q (K BELE ring B) ; prefill BO®ME KV IR,

# EEE—XFTEE K; verify EEE—1F decode —#fi. 1& prefill — 5,

class _Harness(deepseek _v4.MQALayer):
def forward_prepare(
self, x, positions, forward_batch, attn_backend,
g_out=None, x_quant=None, g_rope_out=None,
k_nope_out=None, k_rope_out=None,



# 12T caller fE AR buffer, ATW = store A BE attention LAY
self.prepare_kwargs = dict(

g_out=qg_out, g_rope_out=qg_rope_out,

k_nope_out=k_nope_out, k_rope_out=k_rope_out,
)

g_out.zero_()

# 5 prefill 2% —3: FTREH nope FTF kv &R E,
# XIER AR A save_kv_cache FTHHIRE

return g_out, k_nope_out

class TestUnifiedFp8QPair(unittest.TestCase):
def test_fp8_decode_hands_the_backend_a_packed_pair(self):
layer, call = _run(fp8=True)

d, g_rope = call["g"], call["q_rope"]

self.assertEqual(qg.dtype, torch.float8_e4m3fn)

# 1T EE pool A& head_dim: fixture BFHEWZIZE IR FME,
# TN RIE self.head_dim B EFERBALRE R
self.assertEqual(tuple(q.shape), (TOKENS, N_LOCAL_HEADS, NOPE_ROW_BYTES))
self.assertEqual(g_rope.dtype, torch.bfloat16)

# asm reader FE YR-TF buffer £, RAEIEAT stride S5k
self.assertTrue(q.is_contiguous())
self.assertTrue(q_rope.is_contiguous())

# RE—3XF buffer W3R T store, TMRARA RABILENS HkK
self.assertls(layer.prepare_kwargs["q_out"], q)
self.assertls(layer.prepare_kwargs["q_rope_out'], g_rope)

def test_fp8_target_verify _gets_the_packed_pair(self):
"verify & decode —#$i% ring, X% prefill —#£"& ring"""
layer, call = _run(fp8=True, mode=ForwardMode . TARGET_VERIFY)

# 4T8 Q B¥F decode reader fiARZ Triton reader #9FF %
self.assertEqual(call["q"] .dtype, torch.float8_e4m3fn)

k, k_rope = call["k"], call["k_rope"]

self.assertEqual(k.dtype, torch.float8_e4m3fn)
self.assertEqual(tuple(k.shape), (TOKENS, NOPE_ROW_BYTES))
self.assertls(layer.prepare_kwargs["k_nope_out"], k)
self.assertls(layer.prepare_kwargs["k_rope_out"], k_rope)

# 5 prefill 7E, ring E& attention Z &I, BAREAE buffer &R —xt
self.assertTrue(call["save_kv_cache"])

6 KA
R PR BALITA review e, FHEETRAE—% APPROVED: LGTM (HaiShaw) § 4 %

issue &iFit; EEAREMENAR/LE2EHEESE PRbody B, BET1HEEEHK
review + —%& LGTM AT B F S



EREENITWES (8|8 PR body / i)
HaiShaw: /tag-and-rerun-ci; Fi/g @ispobock @Fridge003 @hnyls2002

@xiezhg-hermann @hzh0425 @hebiao064 @BBuf @ShangmingCai Please have a
review.

xiezhg-hermann: @DarkSharpness can you help take a look?
HaiShaw: PR Test Base & PR Test Extra all pass. (review £&i: LGTM)

VB iR ERKTF: “The cell to flag is 8192/1024 at c=8under TP=8: 7.6% less
throughput, ITL +1.18 ms. That is the worst of the 14 TP=8 cells ::* The leftover
gap is the decode reader, not anything this PR still owns.” Z5i8 & aiter B mla_a8w8
asm W% 64 g head AL, TP=8 RF 16 NAM head 3% 5 AEKRE|, “Closing
the TP=8 gap needs an mla_a8w8& variant for 16 g heads on the aiter side; that is a
separate PR.”

BEA R AR, “PD disaggregation and HiCache offload are refused for now
because both assume one pool per layer.” RE3 E3%52 8 get_buf_infos /
get_contiguous_buf_infos / get_unified_swa_ring_buf_infos # NotImplementedError
, % TODO(danli103) 5E4: PR 5,

WHKF B %2 “A Triton rewrite was measured and was slower at every shape, so it

was dropped.”

MIRZAE T —HEIE (commit f28857¢) : “#37436 rejects new files under
test/registered/amd/. These stay on the mi35x stage-b suite, so e2e/dsv4 is the kind
that keeps that registration.”

RETPRER. REEFEEL PR IKOW R TPS A KMMER, PD (#39166) .

HiCache (#37778) . DSpark MTP (#38901) . HiSparse 5 PCP,

« 1.50x FEUK®EE GSMBK LEVIKIIE DR (design): iIFHFMU—FK LGTM EZ1EH BIEH
BIE, SRR E A VAR B IR RO,

- TP8 HF L AR EER VIR 5 YIE (performance): FEA PR AEE, £ & Closing
the TP=8 gap needs an mla_a8w8& variant for 16 g heads on the aiter side; that is a
separate PR”, Xt B N IER LA IR

« PD/HiCache BEMfRIZE B RXIEH (correctness): LT RIIRSER R84 ERE rope” AR MK L
BE#, PD 5 HiCache %%l #39166. #37778 ¥

« AXFAARBTRE RMIERRIRER (testing): MR ARMR A 1Z1E X B, #BRAEE
BRIERRAERE R

« MR B FHNAE CI XL EEMEMBAN (testing): BT KERIA _unified_kv_fp8 = False
5 BFAAXNTF, KRMEFRPMRAEI gfx950 mfT# L EIR skip.

R 5 B
« QFe: FEEMESEY)T



« BRIAX1F] + gfx95 (1 (env_gate.is_unified_kv_fp8() X
SGLANG_DSV4_UNIFIED_KV_FP8 H gfx95) , bf16 BBREMAS N / B EEERE T
Ik, MIRMESE pin Tbf16 REME (A0 test_bf16_decode_still_gets_one_plai
n_tensor. test_the bfl16_arm_never_touches_the_rope_pool.
test_bf16_single_pool_unchanged) , EHEERF, RAEMK. NEEFEFBFXZEH
HE=EE,

« REX¥FAE (PD. HiCache offload. DSA prefill CP. HiSparse. PCP) %
NotImplementedError / AssertionError B NIE#, FSEEERRM; EXRBOAR G LE
is_unified_kv_fp8() 2 i——get_unified_kv_rope() NERZE assert self.fp8, [1ITEA—IK
RSN EH RANEARATRY, MIE4S B AHIE X R,

T RE

- fEEEMHEEKRT A TP8. ISL/OSL 8k/1k. concurrency=8: ttt tb{& 0.924 (bf16 4837
— fp8 4470) , ITL +1.18 ms; 14 /™ TP8 t&FH HARHEE 4.3% AN, concurrency
= 16 @& 3.2% UA, DP8 REARZEHERE, MEZ aiter mla_a8w8 asm A% 64
q head AL, TP=8 FTRF 16 NAM head, BTFIMERKREIEB, & PR TIEMEKR,

« A PR BIRFMT ZTAM®K (B masked_fill_. decode_go_indptr £/A. Xkt
kv.contiguous(). num_kv_splits EFR 4) , {EXLHEZIEHEBEIR, KIIMZ benchmark
£ %o

E RS HIEIERAME

c BEKFBLEIE dsvh_unified_row bytes() 5 RS froB—% =2 L ;
test_fp8_pool_bytes_match_the_sizing _row_width 7 & X &4E,
test_fp8_saves_exactly_three_eighths ¥T1¥ 640/1024 = 0.625, #* 3k head_dim 3%
tile R¥Z&Mk, ValueError (fidE assert) fRiE -O FWAEE(E,

o AATERS AR, row index FEMMFIEX —3K; check_two_pool_pair 53 B 89
“pool rows differ’ ¥ & &4t 7 B RIRIF.

. get_buf_infos ¥ fp8 T E#ZEHtE, #HAA ARSI LKA RIEET—XBITFH
#, B ERE PD HRE #39166 FHMAITLATH,

BE

» nope £ 1x64 tile B9 E8MO scale, ®ZE EFRAAIZ tile absmax B9 27-4 CNRA 0.07 *
tile_absmax A dequant ¥|#E) ; PR R4 H GSM8K 1319 FAyHAR N ER (
0.940/0.945/0.952/0.947 % 0.949/0.948/0.947/0.946) , ¥ L T XOE3ssEERHME
1N,

MiRE Cl B2

o B XCHEE A R FIEREMAE stage-b-test-1-gpu-small-amd-mi35x, & mi300 &3k
gfx950 T/TR FWEBIK skip, T B E @M EEMM,

« PR body B8 CI SRS E “Latest PR Test (AMD ROCm 10)” #rig A%k (:x:) , i issue ¥
R AR PR Test Base & PR Test Extra 3¥; &3 KIERAEEEZ AMD ROCm 10 X%



« 3594 fTHEE. 21 ANV, 13 /N commit, BERA—% LGTM %, ZITRHRIFE, TFER
ELRZERTEEBIL + ClI 4T,

« PR B checklist @ k43% (#&Nfb. BM. XA, benchmark) , 18 body BSZFrHMtT
TETEINLEP RS ELERE, RARERLS ZFREER—K.

- REBEBAFL TODO(danlil03) 5 ERIELKZ, BT BARRER, £E4L PR k%
SRAKIARD X

- o AP

« ¥E MI355X / gfx950 L DSv4 B9, FTH SGLANG_DSV4A_UNIFIED_KV_FP8 BR e[ 7
FRRMEEB CLI THRFA 1.50x 89 KV Z&E (TP8: 16,126,208 — 24,223,744
full_token; TP8+DP8+MTP H 13,612,288 — 20,424,448) , RN BRI LR 1%~
7.6% Frt; BRIAXR], HEHRBIER M,

cREKLETX / AR EAMUEZRMBEHRANE ISR (BlmKRIX 68k WIAN) UKz HA
B 1EEME 68k/200 BF 4 & ttt tbiE 0.980~1.002, EALH.

XEAG

« KV 4T5EM 1024 B TR 640 B, RETEHGEMEAR (bytes_per_full_token 8918.00 —
5945.00, SZPRELAE 0.6666 MIELTHEY 0.625, EX indexer A ARMAITRMER) , BN
" pool sizing. full_token R&ESZENX; BEITHES L ERREXEIRERILATETIR,

« row index B8 XM — AT BN AU ZNAT, FrAMESHEE (PD £3%. HiCache
offload. region buffer) ZRAMEH FEMEIR; K PR UERIELI KL LM, LITHF
B4 #39166 / #37778,

« SIANT Xt aiter (v4 nm asm decode. opus prefill, group-quant Ei& store) & gfxd50
BUREARH, JF gfx950 F & RAEEEEREERZ,

Xt BA

- HRERMIRROEMTEY S 45 # (DSpark #38901. HiCache #37778. PD #39166.
HiSparse 5§ PCP #F&) , EHAXIMNEAZXIE gfx950 B X F] PD/HiCache/CP BIRI#E
TEA

MIRFTE= (8 NI, BEBAN/ LR/ BE /LRI AGEEBNTRALT ER
HTHER, LHEHA sentinel AR K RE f' 57 0. ARENSERE FELEIR vs
fp8 &N HHUA.

« RFARIE: Bl KV AREE , BRAXFNESHT B , TPS RHLXEHER ,
PD/HiCache X3E4& & 3F , MIRIBLE mi35x (E gfx950 & skip) , ITHEBEHE (8%
LGTM)

KRR L&
« PR #37506 [unified-memory] PD disaggregation for every unified pool shape: E—%
unified_kv REMEE E—EF: Bik&FF unified pool TEAEREEM PD %), 4 PR E2HA

A fp8 M TIHT ‘—B— M BRI, AR get_contiguous_buf_infos/get_unified_
swa_ring_buf_infos £ 2 XFE4E PD,



« PR #37418 [unified-memory] Enable prefill cuda-graph capture: E— unified R&EMIh
BEZk, W X% pool allocator. attention backend 5 prefill BfEREHE; 4 PR By
decode MR E|IBE T cuda-graph pad T ERY ring FEBITA,

« PR #37382 [NPU] Support DSV4 host memory cache management: EA DSV4 A&,
¥ B (memory_pool_host / schedule_batch / unified_radix_cache) , 574 PR £ZE“i
BAENRIE K HiCache HIEEGAE BRES; A PR 8 HiCache R#EIEL, &
#37778 4k,

« PR #37436 MR B FMLAIRE (commit f28857c 3| F) : % PR {ELE
test/registered/amd/ T #IE X4, EESFEAKR PR BIXCH gfxd50 AFIKE|
test/registered/e2e/dsv4/ F7FM mi35x stage-b 4+,

« PR #39166 PD 3% (PR IEX Follow-up 3| HABEL PR) : A& PR £ mem_cache ¥
BRIEL PD £#FE T TODO(danli103), IEXF|H PD is now supported in #39166"
, BASFMERIRIREIE R S,

« PR #37778 HiCache ¥t % #F (PR IEX Follow-up 51 A#JE4: PR) : [I3E, HiCache
offload EHEMBRZMEIEL, EXE B ‘HiCache is further supported in #37778", ##E It
EURZEAR PR UEE R,



