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python/sglang/multimodal_gen/runtime/layers/attention/backends/subblock_
sparse_attn.py
AOZE XM, FET SM120 WFHEFVERE AEBRERE _sm120_sparse_attention Frig&
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def sm120_sparse_attention(

g: torch.Tensor,
k: torch.Tensor,



v: torch.Tensor,
g2k_block_index: torch.Tensor,
topk: int,
softmax_scale: float,
block_counts: torch.Tensor | None = None,
) -> torch.Tensor:
"""Run a SubBlock routing plan through FlashInfer's SM120 kernel."""
# —RMHEZE, #IA SM120 REHEE,
logger.info_once("SubBlock sparse attention kernel active: FlashInfer SM120 blké64")
#RAMMAYIERE REK, RE SM120 AZBIAL o
out = load_bsa_attn_sm120_blké4 fwd()(
a,
K,
v,
g2k_block_index,
topk,
block_sizes=_cached_block_sizes(k.shape[1], k.device),
g2k_block_nums=block_counts,
softmax_scale=softmax_scale,
)
# Flashinfer RAZTTAEIREITCA, XBH—EIHE,
return out[0] if isinstance(out, tuple) else out

@functools.lru_cache(maxsize=None)
def _get_subblock_sparse_attention_runner(device: torch.device):
"""Resolve the architecture-specific kernel once per CUDA device.
capability = torch.cuda.get_device_capability(device)
if capability == (9, 0):
return _sm90_sparse_attention
if capability == (10, 0):
return _sm100_sparse_attention
# FXE SM120 (IHEREA 12.0) B9IRE.
if capability == (12, 0):
return _sm120_sparse_attention
#HIRGEROEN, ARIIF=IEN,

raise RuntimeError(

"SubBlock sparse attention supports compute capability 9.0, 10.0, or 12.0; "
f"this tensor is on a {capability[0]}.{capability[1]} device."
)

python/sglang/multimodal_gen/runtime/layers/attention/backends/subblock_
sparse/router.py

Fr SM120 AAZBIBUINER REK load_bsa_attn sm120 blké4 fwd, 23] NFTEAREH X537
A,

@functools.lru_cache(maxsize=1)
def load_bsa_attn_sm120_blké64 fwd():
""FlashInfer's CuTe-DSL 64-block sparse attention entry point for SM120."""



try:
# ZRM FlashInfer £ H AN SM120 £ FHRAE B E A 81 & %K.
from flashinfer.cute_dsl.sparse.bsa_attn_sm120 import (
bsa_attn_sm120_blk64_fwd,
)
except Exception as exc:
# MBEALK AERBCREE) , BEFERHERSE R,
raise ImportError(
"SM120 SubBlock sparse attention requires Flashlnfer's "
"flashinfer.cute_dsl.sparse.bsa_attn_sm120 module"
) from exc

return bsa_attn_sm120_blké64 fwd
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