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SGLANG_DIFFUSION_MINIMAX_H3 ADALN_GPU_PLANS #a
SGLANG_DIFFUSION_MINIMAX_H3_ADALN_FP32 EAEFAMLIEH; MR XHT BE
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R

« python/sglang/multimodal_gen/runtime/models/dits/minimax_h3_adaln_cache.py (&
252 5| source; EM data-contract; &5 _plan_key,



native_adaln_weight_files, fp32_gemm_guard, MiniMaxH3AdalnCacheStats) : F3Ei%
RERFARR, LI B%&AF. LRU IXZE, H2D/D2H RFFGitikE,

« python/sglang/multimodal_gen/runtime/models/dits/minimax_h3.py (iR & F X 4F;
25| source; A data-contract: &5 plan_key, MiniMaxH3AdalnCache, init, load)
ERERB XY, BRAKREENE, RASATER, FRNEEEMEITEE,

« python/sglang/multimodal_gen/runtime/models/dits/base.py (#Etk FERIEIE; 57|
source; £ data-contract; 5 validate_weight_update_source,
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- python/sglang/multimodal_gen/runtime/server_args/server_args.py (3% BLE5¥k; £
%] source; & configuration; &% _validate_minimax_h3_adaln) : #&mm#Er CLI 3%k
FIEF R, BHIENEFRN,

« python/sglang/multimodal_gen/runtime/post_training/weights_updater.py (it RXEE
#7; 355l source; M dependency-wiring) : ERREEHE, ERRIEH T, FHREH
AR EFRAEM,

« python/sglang/multimodal_gen/test/unit/test_minimax_h3_adaln_cache.py (iR &7F
MR, KA test; £ A test-coverage; F5 _weights_fill, _reference_block,
test_host_tier_swap_in_restores_evicted_plans_bit_exactly) : MRAXGY B, BELEEF
fTA. LRU. R#fniE43% =,

XSS plan_key, MiniMaxH3AdalnHostTier.init,
MiniMaxH3AdalnHostTier.store_group, MiniMaxH3AdalnHostTier.copy _to_gpu,
MiniMaxH3AdalnCache.build, MiniMaxH3AdalnCache.resolve_slots,
MiniMaxH3DiTModel.prepare_adaln_plans, BaseDiT.validate_weight_update_source,
BaseDiT.validate_lora_layers, BaseDiT.refresh_weight_derived_caches
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python/sglang/multimodal_gen/runtime/models/dits/minimax_h3_adaln_cach
e.py

PO EAESR, LA EEA. LRU IRZR,. H2D/D2H EH fukitkE,

# MiniMaxH3AdalnHostTier: BZ EHN&HF R, FiEEMEN AdalN TR, %4 LRU K&
# RERIT: BTUAEM—MTRIEE (block + final &%k , FIHITEHERE, RPIERRIE rank
— 3t
class MiniMaxH3AdalnHostTier:
"""Bounded pinned-host store of built AdaLN plans, group-LRU evicted."""

def __init_ (self, *, num_layers: int, block_width: int, final_width: int, capacity_bytes: int,
device: torch.device) -> None:

#ITESTIRN (FHH) . ETEEK block_width o final_width

self.block_numel = num_layers * block_width

self.page_numel = self.block_numel + final_width

page_bytes = self.page_numel * 2 # bf16 7#fE

# HEEZIHNT, FEAN MIN(capacity_bytes, TTRWHE )



budget = _host_cache_budget_bytes()

num_pages = max(0, min(capacity_bytes, budget)) // page_bytes

self._slab, self.pinned, num_pages = _allocate_host_slab(num_pages=num_pages, page_
numel=self.page_numel)

# B rank R TEK, FRIEZ rank —3K

num_pages = _all_ranks_min(num_pages, device=device)

self.num_pages = num_pages

self._free_pages = list(range(num_pages))

# 1T %52 2] _HostPlan BYBRET, #H4% LRU A FIRZF

self._plans: dict[tuple[int, ...], _HostPlan] = {}

self._groups: OrderedDict[tuple[tuple[int, ...], ...], tuple] = OrderedDict()

# £ CUDA R#tfT H2D/D2H B £ #|

self._stream = torch.cuda.Stream(device=device) if device.type == "cuda" and self.pinned
else None

def store_group(self, *, group_key, entries: dict, block_params: torch.Tensor, final_params:
torch.Tensor) -> None:
"""D2H-copy a freshly built group into host pages and commit it.
# R IRR: EREREAEATIL, RIE rank RS E M

if self._stream is not None:

self._stream.wait_stream(torch.cuda.current_stream())
staged: dict[tuple[int, ...], _HostPlan] = {}
with self._stream_ctx():
for key, (slot, length) in new_plans.items():
pages = [self. free_pages.pop() for _ in range(length)]
for index, page in enumerate(pages):
row = self._slab[page]
# JEFRZE E #| block_params #u final_params F|EALTT
row[:self.block_numel].view(self.num_layers, self.block_width).copy_(block_
params[slot, index], non_blocking=True)
row[self.block_numel:].copy_(final_params|slot, index], non_blocking=True)
staged[key] = HostPlan(pages=pages, refcount=1)
self.synchronize() # S1FFrA £.%| 52/
self._plans.update(staged)
self._groups[group_key] = tuple(entries)

python/sglang/multimodal_gen/runtime/models/dits/minimax_h3.py

BRRERB M, BRABKREFND, BASRAFERR, FRNEFEAETEE,

# prepare_adaln_plans: ZE EN LTI RIAEAL, RENZEKEM forward £

def prepare_adaln_plans(self, step_timesteps: list[torch.Tensor]) -> torch.Tensor | None:
""Fill the AdaLN cache for this request before denoising starts.
Returns the per-step slab slots as a device tensor (None without a cache); forward
consumes one scalar view per step so it never has to match timesteps on device.
cache = self.adaln_cache
if cache is None:

return None

#ITEAITRIR, BREL D2H F¥



keys = [_adaln_plan_key(timesteps) for timesteps in step_timesteps]
if cache.weight_files is not None:
# EERAZ SRR HMEITX
def embed(timesteps: torch.Tensor) -> torch.Tensor:
return timesteps[:, None].expand(-1, self.arch.time_embed_dim)
cache.build(step_timesteps, embed=embed)
# MATREALIRRENE & KE, AT denoise f&3F
slots = cache.resolve_slots(step_timesteps)
# WS HRERAN: BAERRENRE, #BR CUDA BHRRENENRED
for step, slot in enumerate(slots):
assert slot.device.type == "cuda" or slot.dim() ==
return slots

# forward A EH: Fin adaln_cache_slot X F 5K
def forward(self, *, x, audio_x, adaln_cache_slot=None, ...):
if adaln_cache_slot is not None:
# ERAREEMRT, BRENER
adaln_block = self.adaln_cache.block_params[adaln_cache_slot]
else:
# ER B RipBE1Z
adaln_block = None

python/sglang/multimodal_gen/runtime/models/dits/base.py
EELXPRNREEFRIEHT, ARBREREZLEFED,
# BaseDiT FHLHHTF, ATREEFZLRIE

def validate_weight_update_source(self, *, weights_path: str | None) -> None:
"""Reject a weight update this model cannot stay coherent under.
Called before any weight is written, so a rejection leaves the served model untouched.

# BRAZ#AE; T (0 MiniMaxH3) B 2 UIEL LR RE B

return None

def validate_lora_layers(self, layer_names: list[str]) -> None:
"""Reject LoRA layers this model cannot apply.
Called before any LoRA weight is written.

return None

def refresh_weight_derived_caches(self, *, weights_path: str | None) -> None:
""Tnvalidate caches derived from weights after a weight update.

return None
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FHRRTFIE, RAEREE: AMD fo NPU FE&XKS A PR £, BE main L2,

 REEHEEHE KM (correctness): 3i¥ pre-mutation IIFFARR T, FAEYIN R,
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