PR #37134 BEIRLE

sgl-project/sglang
[ROCm] Fix EAGLE spec-decode verify silently sampling greedy on HIP
&3mtE: 2026-09-16 09:49
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PATHRE

- —4)iE: 88 ROCm Lt EAGLE verify 8BRS0 RAE, HIP A Triton Xtk

< EESE ESREIE. BOIMERRZIA _verify_uses_greedy 1138, MEEERIMTA
TE + BIEEITE + JKE kernel FTHEENMEE, BINE A XKIE: _verify_uses_greedy
A E|E HIP FEFEHEM. speculative_hook.py F cfg 5§ resolved_view ByiLE R4
EZ5. UK reject_sampling.py ¥ q SFEEIFRER (residual 5 accept test 2B nE)
— B EHE & review B IRFEHIFEARR S,

THRES B

PR body BA#AIEH : eagle_sample T _is_hip 5 is_all _greedy 3#%|, §3k HIP L&M4+E
torch.argmax, temperature 2 top p W 2RAEE, HIEFTHLLEMMETR, temp > 0 KRAL
AEEFER, RAEAR XL XRH tree_speculative_sampling_target_only.
top_k_renorm_prob. top_p_renorm_prob, iX%¥E sgl_kernel $IX % CUDA/MUSA, ¥
¥ F xiaobochen-amd AN : ZKAZ M BEIAE HIP EMRBESEN, FTUURE XA B RS, Fa
B bug RAEARBEREE L SME,

SCI AR AR
SEIA AV

1. B3 verify A1 (python/sglang/srt/speculative/eagle_utils.py) : {ERELRY if
sampling_info.is_all_greedy or _is_cpu or _is_hip or _is_xpu $#8X 4l 3k
_verify_uses_greedy, Hi&EXA is_all_greedy or is_cpu or is_xpu or (is_hip and not
use_rejection_sampling), 3 HIP F&ZL2FMT/RIBAE; HIP XH rejection sampling
FF R H batch EELRORFAREL X, XHFELZARRIE sampling_fn B =T0RERN +
eager import’ Bk A if/else 2% A import, &% HIP &4 CUDA-only By
tree_speculative_sampling_target_only; top_k/top_p_renorm_prob f£ HIP L&t
dflash_utils.py R#REIAIEZ A NE A renorm_triton.py B9 Triton 523,

2.HIP BshFF /2 rejectionsampling (python/sglang/srt/arg_groups/speculative_hook.py)
. F3  should_auto_enable_hip_rejection_sampling &%k, £ _handle_eagle_family
FORA; &R HIP. REXFFRB. EXH EAGLE. T token map. eagle_topk == 1.
accept BMEIA 1.0, JEraE IR, HEREN declare_resolution B
speculative_use_rejection_sampling=True #4347 logger.info, FEEREIRM cfg ELEEKA
resolved_view(server args), BEA declare_resolution B A& stash fmIE dataclass,



BiEa kI FrA B AR ELE ., EAGLE3 A hot-token /MAZE (32000 vs 128256)
M TIEE L rejection kernel, B XHEMK.

. &38R draft M| proposal #3F8E (python/sglang/srt/speculative/spec_utils.py.
eagle_draft_cuda_graph_runner.py. eagle _worker v2.py) : sample_draft_proposal
3 top ks B, X top_k <= 1 BIRFTIEE| argmax /EA proposal, #EHIE
temperature=0 (EF A T=1, top_k=1) BIIEKIRE/E T=1 X#E; CUDA graph
runner F3EiR &R top_ks LHFHAE replay R ; eagle worker v2.py ¥ graph H#U4T
Ja Xt draft_probs # clone(), FyiEEFEmEY graph faB RBEME eagle sample EZERBI#
=,

. hE Triton REFERBEEF T (python/sglang/kernels/ops/speculative/reject_sampling.
py) : 38 accept JMIAM coin * q < p BRA g_is_prob & (coin * q < p), H g_is_prob
=(q>0.0 &(q<=1.0), BfRIEX q (NaN. =inf, B, 7l) FoaLE{GFEZ; ALk
residual 11889 NaN P EHBAXMERXE [0, 1] B9RE, A g_val == gq_val To3xHk
MR inf,

MIRBLE: #FH test/registered/unit/spec/test_eagle gate_routing.py (CPU BEfE%k, BZ
gate YksEE HIP BahFFR &M, 4 ASMIRZE) | test/registered/spec/eagle/test_rocm_ea
gle_renorm.py (renorm 5X3L torch £ WEMEEM K top p == 1.0 AR, M3

CUDA/AMD XR3#) . MRS 4L commit H3% registered-test LA F|
test/registered/kernel/....

R

. test/registered/unit/spec/test_eagle_gate_routing.py (FE3R [T#MR; K5 test; KR
test-coverage; 45 _pre_patch_gate, TestEagleGateRouting, _gate,
test_non_hip_is_byte_identical_to_pre_patch) : Gate E{E%5 HIP BshF B3 RN,
it /REZEERE CPU CI 51T, FE3E HIP FEFFFNRA,
python/sglang/srt/arg_groups/speculative_hook.py (#3k S¥k#4r; 3% source; R
core-logic; 5 _should_auto_enable_hip_rejection_sampling, _handle_eagle_family)
: ¥ HIP B3hFF B rejection sampling BIHIE 55 NZ 5, HEIE cfg/resolved_view
B3y, HEYWTA ROCm EAGLE B&IE1Z,
python/sglang/srt/speculative/eagle_utils.py (3R IZHLEAE; X5 source; £
core-logic; F5 _verify_uses_greedy, eagle_sample) : /&1 _verify _uses_greedy
5 &48% FAE dispatch FrfE, RE HIP fAIBTMA argmax ¥]#3| Triton 8= RAE,
python/sglang/srt/speculative/spec_utils.py (13 ERXAE; £KA| source; £
core-logic; &5 sample_draft_proposal) : sample_draft_proposal ¥4 B 52
per-request top_k, EIEAOTEREUIE T=1 RENRRKREM, EHREHBENXRE IR,
python/sglang/srt/speculative/eagle_draft_cuda_graph_runner.py (#£3k EHITE; £
% source; EA dependency-wiring; 5 EagleDraftinputBuffers,
capture_one_shape, execute) : CUDA graph runner EE£5 temperatures —+iE5 1%
&3 top_ks LW, FHFE replay RIFEN, TNRWITMEIERIART draft proposal,
python/sglang/srt/speculative/eagle_worker_v2.py (#3k EfaH4T; 5| source; A
core-logic; &5 draft, draft_forward, _draft_extend_for_decode) : graph &= TIE
draft_probs M graph fAE W& clone B3R, HLAFHAS sample_draft_proposal & A &



fENESZ top_ks,

« python/sglang/kernels/ops/speculative/reject_sampling.py ({3 XAERNE; EH| infra
; EA infrastructure; 5 speculative_sampling_classic_kernel) : Triton RAFEUIKE

q BRERIRT: accept MIRFELIEME g, residual FEEREE inf/NaN/ 134,

XEFE: _verify_uses_greedy, eagle_sample, _should_auto_enable_hip_rejection_sampl
ing, _handle_eagle_family, sample_draft_proposal, draft, draft_forward,
_draft_extend_for_decode, speculative_sampling_classic_kernel

RERED F B

python/sglang/srt/arg_groups/speculative_hook.py

#Fr3g HIP B PR rejection sampling BRI ES 5 NZB#, HIEIE cfg/resolved_view 5 R
4y, HEPWFTA ROCm EAGLE B2,

def _should_auto_enable_hip_rejection_sampling(
*
is_hip: bool,
use_rejection_sampling: bool,
algorithm: Optional[str],
token_map: Optional[str],
eagle_topk: int,
accept_threshold_single: float,
accept_threshold_acc: float,
enable_deterministic_inference: bool,
) -> bool:
"W HIP 2 F 7 L3 rejection sampling BRIAFTFF

rejection sampling B RIRAEESE % hot-token /[NMA& (eagle_worker v2 B FIXME)
BaFF BRI Z RIS CECE A, B3 EAGLES3 stage-a MR
(draft 32000 vs target 128256) ., Bt EAGLE3 #aEH token map B9 EAGLE #AFF.

return (

is_hip

and not use_rejection_sampling

and algorithm == "EAGLE"

and token_map is None

and eagle_topk ==

and accept_threshold_single == 1.0

and accept_threshold_acc == 1.0

and not enable_deterministic_inference

def handle_eagle family(server_args: ServerArgs) -> None:
cfg = resolving_view(server_args)

# ... PEZEER ..

# ROCm && CUDA/MUSA X#t verify W4, &I rejection sampling BJi&



# EAGLE verify %2R E:R 3| argmax, ZB& temperature/top_p.

if _should_auto_enable_hip_rejection_sampling(
is_hip=get_platform().is_hip,
use_rejection_sampling=cfg.speculative_use_rejection_sampling,
algorithm=cfg.speculative_algorithm,
token_map=cfg.speculative_token_map,
eagle_topk=cfg.speculative_eagle_topk,
accept_threshold_single=cfg.speculative_accept_threshold_single,
accept_threshold_acc=cfg.speculative_accept_threshold_acc,
enable_deterministic_inference=cfg.enable_deterministic_inference,

declare_resolution(
server_args,
"_handle_eagle_family",
speculative_use_rejection_sampling=True,

)

logger.info(
"ROCm needs rejection sampling for EAGLE spec-decode to sample at all; "
"enabling speculative_use_rejection_sampling by default."

)

# A resolved_view A& cfg: L declare_resolution B(EE 3# stash,
# E8H cfg MEREARER, TN B RNEEEREEHRRBN,
if resolved_view(server_args).speculative_use_rejection_sampling:
if cfg.speculative_algorithm not in ("EAGLE", "EAGLE3"):
raise NotImplementedError(...)

python/sglang/srt/speculative/eagle_utils.py

o138 verify uses _greedy 5F &48% X4E dispatch FrfE, & HIP fAIBTM argmax #]
3| Triton 83 F 4%,

def _verify_uses_greedy(

*
i

is_all_greedy: bool,
is_cpu: bool,
is_hip: bool,
is_xpu: bool,
use_rejection_sampling: bool,
) -> bool:
"W EAGLE verify 2 FXHIER argmax AR 2ERFERERZ,

HIP 5% CUDA/MUSA BIRAE verify %, FAABRRWLRHAIIEITHRE,
rejection sampling &3 verify BB |45 Triton 885\ AL,

Eib RA “HIP BRFF rejection sampling” Bt A EZ &% £ greedy,
EHATFezixANERIBATELE K.

return is_all_greedy or is_cpu or is_xpu or (is_hip and not use_rejection_sampling)

def eagle_sample(



verify_input: EagleVerifylnput,

batch: ScheduleBatch,

logits_output: LogitsProcessorOutput,
grammar_mask: Optional[GrammarMask] = None,
uno_target_max_top_k: Optional[int] = None,

# ... BIE logits INTHEE ...
use_rejection_sampling = get_spec().speculative_use_rejection_sampling
if _verify_uses_greedy(

is_all_greedy=sampling_info.is_all_greedy,

is_cpu=_is_cpu,

is_hip=_is_hip,

is_Xpu=_is_xpu,

use_rejection_sampling=use_rejection_sampling,

# greedy 2% : argmax + # verify, HIP T3i&XE broadcast {7 TP —3X

target_predict = torch.argmax(next_token_logits, dim=-1)

target_predict = target_predict.reshape(bs, verify_input.draft_token_num)

predict, accept_index, num_correct_drafts = verify_tree_greedy_func(...)
else:

# XML X 3E NPU FE%—E Triton g\ sampler

from sglang.kernels.ops.speculative.reject_sampling import (

chain_speculative_sampling_triton,

# if/else AR =70: CUDA-only B8 FHERLET B X B RERRHT,
# M HIP RA rejection sampling AR SF|3AXE,
if use_rejection_sampling:
sampling_fn = chain_speculative_sampling_triton
else:
if not _is_npu:
from sgl_kernel import tree_speculative_sampling_target_only
sampling_fn = tree_speculative_sampling_target_only

if _is_hip:
# 5 dflash_utils.py #RMEE AN : HIP L&A Triton renorm,
from sglang.kernels.ops.sampling.renorm_triton import (
top_k_renorm_probs_triton as top_k_renorm_prob,
)
from sglang.kernels.ops.sampling.renorm_triton import (
top_p_renorm_probs_triton as top_p_renorm_prob,
)
elif not _is_npu:
from sgl_kernel import top_k_renorm_prob, top_p_renorm_prob

target_probs = F.softmax(next_token_logits / expanded_temperature, dim=-1)
if sampling_info.need_top_k_sampling:

target_probs = top_k_renorm_prob(target_probs, ...)
if sampling_info.need_top_p_sampling:



target_probs = top_p_renorm_prob(target_probs, ...)

python/sglang/srt/speculative/spec_utils.py

sample_draft_proposal ¥4 H5Z per-request top_k, BHEEOIEREUE T=1 RAEEHFERK
R, EFHIFEEGSENRE—IF,

def sample_draft_proposal(
next_token_logits: torch.Tensor,
temperatures: torch.Tensor,
top_ks: Optional[torch.Tensor] = None,

Leviathan draft proposal: g = softmax(logits / T), X ~ ge

RE (g, q(X), X)o verify 89 accept MR coin*q(X) < p(X) RAAE
q BT RE X RSN A TR, FreGRR A R AIEX BIRER q
f&45 verify, ReEBCEH,

R T (top_k == 1) E#FERINBE O argmax, SamplingParams &8
temperature 0 EE B temperature=1.0 + top_k=1, FIUEE T T3EX 4L
FoWIER AL T=1 FK; MRPUEIRRME A RESIMER Y
3k argmax token, BE#ik accept K&,
probs = torch.softmax(next_token_logits / temperatures, dim=-1)
topk_p, topk_index = fast_sample(probs, num_samples=1)
if top_ks is not None:
#IRERNLE AR E MAZERN: host 3% top_ks SIHEIEXLRK,
# BAERE draft accept KEHEMELA 20%, BRHHE IR AER =,
assert top_ks.device == probs.device, (
f"top_ks must be on {probs.device} to reach the draft proposal, "
f'got {top_ks.device}; the caller has to carry the real per-request "
"top_k, not a host placeholder"
)
greedy = (top_ks <= 1).view(-1, 1)
topk_index = torch.where(greedy, probs.argmax(dim=-1, keepdim=True), topk_index)
topk_p = probs.gather(1, topk_index)
return probs, topk_p, topk_index

e X FE4E

1. RE RIA Triton renorm fIEF S5 WA%: TamJtrash & CHANGES_REQUESTED i
H renorm_triton.py B4t HIP AR top_k_renorm_prob / top_p_renorm_prob, H
dflash_utils.py BEAFEEMH import Bl EBEFEEA], EINE A, xiaobochen-amd X5
IFAE kernel FaxdRONER MR, renorm EF| 8B —RADERAZ,

2. EAGLE3 Bt RS KM% jiejingzhangamd BR#t &I HIP LA EAGLE3 BEahFF /=

rejection sampling &7 stage-a test_basic_sanity_eagle3 A% (draft vocab 32000
vs target 128256) , RE/E1RR commit ¥ EAGLE3 HFR#E auto-enable Z4h,



3. BRI ATE RN, FART EANKIEEMAM bug: JohnQInAMD X @A commit ¥
BULEA——RMEE N “ships the corruption in row 2”: draft_probs #m CUDA graph #A
AREN, WEWE 2-4% token ZER K% padding T (GPQA 3| 0.4646) ; top_k
REHBSHEVTEREY T=1 4%, residual ¥ g == g AT inf; accept MR coin *
a < p Wik g THRBGER,

4. EBEIRIE: Xiaobochen-amd EIR At1a8 By benchmark iERKE %Y GLM-5.2-FP8 #kiE

(GPQA 0.7071—0.8889., 1EXERE 62.1%—>94.4%. wall clock 60—24min) ;
At1a8 BEEH4IA DeepSeek-V4 MTP By GSMBK/AA-LCR/GPQA F 23R & HiFTF,

« EEERAMA renorm_triton MIEFEFALAE renorm kernel (design): xiaobochen-amd %
2. BIFRFAAR kernel. _is_hip 22X 5HMR, kA5 dflash_utils.py #REEIB|4 import
, LIE R B —RAGERIZ,

« HIP L Bah7F 2 EAGLE3 rejection sampling & 8875t (correctness): #3% algorithm == "
EAGLE" FR#l, EAGLE3 5% token map 8 EAGLE REFFF R, FEFEAVKR; E4H
A d2t scatter Z3F,

- BIRBUEE BB/ NKEEMME bug (correctness): A commit £3REA:
draft_probs.clone(). top_ks R&ZE . g SEESF T [0,1]. accept MRk qg_is_prob
A&,

- ERIFS BERERULE A (question): ZAMERIINEILES: GPQA 0.7071—0.88849, AKX
SERE 62.1%—>94.4%, GSM8K 92.6—96.44 (DSV4 MTP)

R 5 B

- RS

1. BRIMTHZE: HIP ERFEELHH EAGLE RESXBEF /B rejection sampling, AP
EAHBEXEHESE (n3E 1.0 B9 accept threshold) FA&W BB, BEXFREN

ZRTRIEE/, EAGLE3 54 token map By EAGLE RIFRG, FLEAR PR KEAT
Ao

2. CUDA graph WX : draft_probs.clone() £ 7 NEEIK R, (B3 7T &K
graph BUTENEFENFFHE, TEREMPMEM; % N RE rejection sampling B
REE,

3. BETFEWKE: reject_sampling.py & q AZKRABMERXE [0,1], EibEEIXKERMR
B9 g (AMa4FA 0 EER) SN EZTREL", FAXRAREFRELM, FTRAER
£ (B4 residual £ BFDM) o

4. 3¢ HIP FEEVIARFAE: 1EMEBAEREE B REERNRITRSRIBEFTEMN, N
X% CPU/CUDA/NPU/XPU &4 &,

5. MRERDO : EAGLE3 89 sampling BBZRE HIP BE (WERHR) , KKREXFF
hot-token scattered proposal TxMNR, - Bma: AFM: AMD ROCm EFTA
EAGLE / DeepSeek-V4 MTP 2 ALARED A 7 6950 H BL BEAUE S5 B RR B KBt
temperature/top_p M WEFR AR T NEEARR; EEM/AREE L, RSN Kt
B4 kernel. spec E. CUDA graph runner. S TEANER, 4 300 T
+ MR, & speculation FA%; resolved_view BIEEMMBE T —NEHREL 3
JRo HIFAMI: % PR BRT “1BE — dead-code gate J& b HOE R — 3k IBaEE L



FiABE bug BIHEEER, X4 AMD spec-decode £ ATRFE X, - MFEFRID:
RGBSR EE , RIMTHEE | CUDA graph RAEBRG , EAGLE3 RE# . #EM(E
I, MHEERR clone $# I

K ERAK L

« PR #39253 DeepSeek-V4 MTP accuracy issue benchmark (38 H312%) : At1a8 Fg
A PR EEE T #39253 ##3R 8y DeepSeek-V4 MTP F&E 5], S GSM8K ZEFEHRA
BRTEFIER / FFEH,

« PR #26358 ROCm argmax tie-break corrupts MTP draft selection on FP8 logits:
eagle_worker_v2.py ¥ self.topk == 1 and not _is_hip B)E%%35| A #26358, 54 PR 1y
HIP S IR EHAE X,



