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PATHRE

« —4)iE: fused KDA verify WA % $F ReplaySSM ring B, fEPIHEMRA

- EEME: EEER. ROEZ A —EBEAR KNI R— R4 0 0F
pre-mutation B93IEER. N{t4 ring (E (elementwise, (L TFTA tl.sum %) REARIE
bit-exact M#IHARE; —EMRRIT—HFIIRBERML K ELLRUFHRBRE, Uk
3 snapshot oracle FFIEFA ring A X £ ZFRA—%1%; =& dispatch TR BIRIREHRE
——H sweep SEMFHFRERAEE, MAERERKF. XFEELEM batch-aware
dispatch s E 8 KDA_VERIFY_BLOCK_V B9FF 4%, X{p PR 24t 7 & T BHiE,

THHES BAL

PR body BARA3E H WETFALE B EILR: "The fused KDA chain-verify kernel
(fused_kda_conv_gating_verify ...) and ReplaySSM spec-verify
(—enable-linear-replayssm + spec ring) were mutually exclusive:
_can_run_fused_chain_verify returned False whenever replayssm_rawv was set", ZE=Z
"We could have the ~1.3x fused verify kernel or the ReplaySSM memory win (no
intermediate_ssm snapshot buffer, the dominant spec scratch), but not both", 4k
ring B RIFREFL PR fused WAZEY dominant store: "the per-step [K, V] fp32 state
snapshot (64 KB per head-step) is replaced by the ring records (raw v + raw k + gate +
beta, ~1 KB per head-step), on a kernel that is latency-bound", Blackwell £ CuTe DSL
dspark MTP WA BE & ring-write + fused verify 84, {B{XFR SM100 BEFRBARE A
Kimi-K3, A~ PR 3B[E—H &% % Hopper ¥ A Triton fused chain-verify,

TR

1. AZB#E CACHE_RING B AR42 (python/sglang/kernels/ops/attention/fla/fused_kd
a_conv_recurrent_verify.py) : fused_kda_conv_gating_verify_kernel #3¢ %3415 &
CACHE_RING 5 replayssm_rawv/rawk/g/beta $85t5%%. stride_* slot [E]FE¥ EX
MAX_CACHE_LEN, BABRZIEEE b_beta BRRZE. 12norm 2% b_k 5§ delta-rule &
b v ZHI, 5 unfused fused_sigmoid_gating_recurrent.py 8 CACHE RING R E
—3K, 1RiIE commit B fold EikEEB 2| bit-identical B91E; rawk A is_gk owner £& (
# k-head (X—NBAN%F) , g/beta % i_v == 0 B4 v-head 5—>X, h0_idx £FA ring
slot, t < MAX_CACHE_LEN B33 absorb-overflow #E# R, CACHE RING=False BfiX
oA 2 iR A NS, REELE,



2. wrapper 2¥GEE S5/ fused_kda_conv_gating verify (A4S unfused RAZT LA
B cache_ring/replayssm_* &%, £ backend BEF—A ring_kwargs dict REZ#EEL
B8 12; wrapper AXTTEZE ring B shape. dtype. packed inner stride s, i
stride(0) /£ slot [EBEE AR,

3. backend dispatch 2&3& (python/sglang/srt/layers/attention/linear/kda_backend.py)

. ring_kwargs #3EM unfused 2 X EIR| forward target verify 73k, fused 5
unfused MEBRHE, BHSIHAR—K, can_run_fused _chain_verify &
replayssm_rawv #£#%; ReplaySSM # =R FTBkit intermediate_state_cache & (ZEH+
EXMPENT AN None) , BRAHER _replayssm_ring_ok BSAIERE
ndim/shape/dtype/packed stride/L >= draft_token_num/device, ARIEBEN|E% unfused
B2, [ERHREN M BEIEET BRAR IR E batch size == 1 B is_sm90 or is_sm100,

4. MRBLE: test/registered/kernels/test_fused_kda_conv_recurrent_verify.py #r3g
test_replayssm_ring_matches_unfused, Z#MtAR 8 MNABII 3 A~ GQA (HV = H)
Rl Al ring ME—3nk =R e, . conv state. conv window 5P/ ring &
KEZRAMLER, WIRVMERER BIHIEBRRE 5 R slot 5, #3G test/registered/kernel/atte
ntion/test_kda_fused_verify_backend.py, #£4%7 backend 5 GPU kernel f§ verify ->
commit -> verify @Rf2: o / 2EFEZ. ZE. GQA. ML snapshot oracle GE%RH
N ring A XA EZREMEIMEN) , HFWE conv rollback 5T —#%H,

5. MEEHETE (benchmark/kernels/bench_kda_verify_sweep.py #38) : Xt {unfused,
fused} x {snapshots, ring} M dispatch Z&f CUDA-graph itE (4 10 us BIRE
, & launch R&ME| launch FF48) ; RE fused-vs-unfused ring (L RF I (
check_ring_bitwise) . --sweep-b&E&KDA_VERIFY_BLOCK_V. --hv-head4& ZQA.
--lower-bound &% safe/std gate, B R import sglang.kernels.*, "1 srt SAEERT
A BILEE EEAT,

REEF:

« python/sglang/kernels/ops/attention/fla/fused_kda_conv_recurrent_verify.py (1%
verify WA%; 223 source; EA core-logic; 5 fused_kda_conv_gating_verify_kernel,
fused_kda_conv_gating_verify) : PR B9 A& Triton AAZHTHE CACHE_RING %RiF
£ 5 replayssm_* £3k, & pre-mutation #FEEE N per-slot ring 3HRIES
unfused RAZNLK—3K: CACHE_RING=False RH{TARELRE,

- python/sglang/srt/layers/attention/linear/kda_backend.py (#i3k KDA JE3; 5
source; EM core-logic; 5 _forward_target verify, can_run_fused_chain_verify,
_replayssm_ring_ok) : backend dispatch 2&i&: ring_kwargs A ARAELKREE;
_can_run_fused_chain_verify &3t replayssm_rawv BYFE8FHI250N k321732 B=1 B
SMYA0/SM100; #3E replayssm_ring_ok ff ring fLEIREE,

* test/registered/kernels/test_fused_kda_conv_recurrent_verify.py (3 WAZMR; 5|
test; M test-coverage; 5 _make_ring_buffers, run_reference, _run_fused,
_compare_case) : BOIERMNIR: RING_CASES ERA 8 Al L& 3 /N GQA ¥
R, AEFIRERMESKEMRK LR, TRRHEBRRS. M slot 55 GQA head &3l

BIRo



. test/registered/kernel/attention/test_kda_fused_verify_backend.py (#3k E3gmlia; 2%
7 test; KA test-coverage; &5 TestKDAFusedVerifyBackend, _make_case,
_make_backend, _verify) : backend %& verify -> commit -> verify @#RAENX: o /
LIEZ. ZE. GQA. F£& override, 3L snapshot oracle FFlEFAA ring @ X HZEF
—ERMREN,

« benchmark/kernels/bench_kda_verify sweep.py (3R MREZEE; 35| source; H£H
dependency-wiring; %5 make_inputs, _ring_kwargs, make_runner, bench_graph) :
TR sweep £ {unfused, fused} x {snapshots, ring} 8 CUDA-graph 118t ring
IR FIE. BY EHHE5 GQA BZ, 2 PR &5 58 AMNMNEIERIR,

XEEFS: fused_kda_conv_gating verify kernel, fused_kda_conv_gating_verify,
_forward_target_verify, _can_run_fused_chain_verify, _replayssm_ring_ok,
test_replayssm_ring_matches_unfused, test_verify_commit_verify,
test_ring_dispatch_falls_back, _make_ring_buffers, bench_graph, check_ring_bitwise

RERED F B

python/sglang/srt/layers/attention/linear/kda_backend.py

backend dispatch B&3&: ring_kwargs 1A NFEEKEAZEZE; _can_run_fused_chain_verify
FBRXE replayssm_rawv BIFZAGFHE SN $IE 12 B=1 B SMI0/SM100; #1388
_replayssm_ring_ok f# ring MLERL,

# ReplaySSM # R T fused+ring R#&FF 3| B=1 B SMJ0/SM100,
# EE: BTRIA BV=4 (#% snapshot EREBIAKNFL) , =N
# fused+ring £ B=1 fEH (H20-3e 1.27x. B300 1.49x) , {BM B=2 (T=8)
# 3 B=4 (T=4) F#45% 5T unfused+ring; sweep BR&k BV £ ring
#HERIEKR (16-32) , ZEREKRBEAZT, FARTFIIE, snapshot
# 125 CuTe BIRARZHH,
if replayssm_on and (
batch_size |= 1 or not (get_platform().is_sm90 or get_platform().is_sm100)

return False

# ... BHFAR /dtype BB G, ReplaySSM 4% KA ring AERLE,
if replayssm_on:
if not self._replayssm_ring_ok(

layer=layer,

draft_token_num=draft_token_num,

mixed_gkv=mixed_gkv,

replayssm_rawv=replayssm_rawv,

replayssm_rawk=replayssm_rawk,

replayssm_g=replayssm_g,

replayssm_beta=replayssm_beta,

return False
elif intermediate_state_cache is None or intermediate_state_cache.dtype != torch.float32:
return False



@staticmethod
def _replayssm_ring_ok(*, layer, draft_token_num, mixed_gkv,
replayssm_rawv, replayssm_rawk,
replayssm_g, replayssm_beta) -> bool:
"""1RIS per-layer ReplaySSM ring Z2%&# & fused ring-write B9 B & K,

memory_pool.py 89 KDA spec ring #f: rawv [slots, HV, L, V] 5§
rawk [slots, H, L, K] £/ activation dtype, g [slots, HV, L, K]
fp32 (per-K KDA gate) , beta [slots, HV, L] fp32, WAL stride(0)
YEA slot BIEEFHMRE inner dim %E4:; R ERER% unfused K12,
if replayssm_rawk is None or replayssm_g is None or replayssm_beta is None:
return False
if (replayssm_rawv.ndim != 4 or replayssm_rawk.ndim != 4
or replayssm_g.ndim != 4 or replayssm_beta.ndim != 3):
return False
H, HV = layer.num_g_heads, layer.num_v_heads
K, V = layer.head_k_dim, layer.head_v_dim
ring_len = replayssm_rawv.shape[-2]
if ring_len < draft_token_num:
return False
# & ring 8 head/dim £E M5 layer BBE—3K
if (tuple(replayssm_rawv.shape[1:]) |= (HV, ring_len, V)
or tuple(replayssm_rawk.shape[1:]) I= (H, ring_len, K)
or tuple(replayssm_g.shape[1:]) != (HV, ring_len, K)
or tuple(replayssm_beta.shape[1:]) |= (HV, ring_len)):
return False
# dtype M5 RNZE ANELHR—3K: raw £ activation dtype, gate/beta &£ fp32
if (replayssm_rawv.dtype |= mixed_gkv.dtype
or replayssm_rawk.dtype != mixed_gkv.dtype
or replayssm_g.dtype != torch.float32
or replayssm_beta.dtype != torch.float32):
return False
# inner dims AIELITH, ARRELSHUEERPE
if (replayssm_rawv.stride()[1:] != (ring_len * V, V, 1)
or replayssm_rawk.stride()[1:] != (ring_len * K, K, 1)
or replayssm_g.stride()[1:] != (ring_len * K, K, 1)
or replayssm_beta.stride()[1:] != (ring_len, 1)):
return False
return True

test/registered/kernels/test_fused_kda_conv_recurrent_verify.py

S IERMENIR: _RING_CASES Z£RA 8 A L& 3 4 GQA IR, AR FIRERME
RKEMRLE, WRNFHERBFRS. f slot 55 GQA head Rl R.

# BIRAMEREAR . BN ring ME—12 randn Tf&, EHNLIKE bitwise tbE
# BRREIEPAS ALE —3K, WAL EARMEE A BRRAE KA slot E—Ef
# BIMREER S IR B BDRIE~ £ £ 7,

def _make_ring_buffers(H, HV, K, V):



slots = 8
return {
"rawv": torch.randn(slots, HV, RING_LEN, V,
device=_DEVICE, dtype=torch.bfloat16),
"rawk": torch.randn(slots, H, RING_LEN, K,
device=_DEVICE, dtype=torch.bfloat16),
"g": torch.randn(slots, HV, RING_LEN, K,
device=_DEVICE, dtype=torch.float32),
"beta": torch.randn(slots, HV, RING_LEN,
device=_DEVICE, dtype=torch.float32),

def compare_case(case, num_warps, use_ring=False):
# .. MEERA, ring R EEFDIIRER ...
if use_ring:
template = _make_ring_buffers(H, HV, K, V)
rings_ref = {name: buf.clone() for name, buf in template.items()}
rings_fus = {name: buf.clone() for name, buf in template.items()}
else:
rings_ref = rings_fus = None
o_ref, conv_ref, win_ref, ic_ref = _run_reference(
inp, B, T, H, HV, K, V, lower_bound, rings=rings_ref)
o_fus, conv_fus, win_fus, ic_fus = _run_fused(
inp, B, T, H, HV, K, V, lower_bound, num_warps, rings=rings_fus)

if use_ring:
# AKERMELIR: ring EZ elementwise it&E (conv FMA %, gate.
# sigmoid) , ALFFTA tl.sum L5, BEBER num_warps FTERR bit-exact,
# HELORVERIERR / 7 slot EAHREEEHK mismatch,
for name in ("rawv", "rawk", "g", "beta"):
assert torch.equal(rings_ref[name], rings_fus[name]), name
else:
# snapshot #5: intermediate_ssm & fp32 &7, AFVAA)IRF
# EREHH ~1 ulp/step B E,
torch.testing.assert_close(
ic_ref[valid_rows], ic_fus[valid_rows], atol=4e-3, rtol=0)

TSR AL
B % dispatch 1B HRANE: BBuf $8H "This enables fused+ring for all eligible
batches, but the runtime still uses BV=4. In the H20 results above, B=4/16/64 go from
10.18/14.99/51.46 us to 19.06/67.38/290.05 us. Can we keep the unfused path for
the batch/architecture combinations that regress?", yuan-luo %cE R "I've restricted
the new fused+ring path to SM90 with B=1", R&/E EH# 34 Hopper/Blackwell 3B EE1T
A "The B=1 restriction stays; the SM30-only restriction had no measurement behind it"
BRAIIEEA SMI0/SM100 B B=1, BBuf @ INANFE backend FMiR: "Could we add
a backend test that runs verify -> commit -> verify with both partial and full



acceptance? ... Please compare the committed SSM state, conv state, and next verify
output against the unfused path", yuan-luo %52 R #3E
test_kda_fused_verify_backend.py.

« fused+ring #EX batch EY3, dispatch 2{a[74% (performance): yuan-luo S&FRE|A
SMA0 B=1, R/EE# 134 Hopper 5 Blackwell ¥k, HIAFNEMEE B=1 BEH.
B>=2 (T=8) =k B>=4 (T=4) WGR, HAIIFHAN SMI0/SM100 B B=1, snapshot 5
CuTe BB12ARE,

« backend %& verify -> commit -> verify & &£ (testing): yuan-luo #r3g
test_kda_fused_verify_backend.py, BEI% / €8EZ. ZEE5 GQA, FAM
snapshot oracle #ig committed RA, BRFA ring 2 X H£ZFF—H1ZE,

. fused § reference #itE £ 1 bf16 ulp FFH CI &K (correctness): #itH LbERM
torch.equal B&A torch.testing.assert_close(rtol=2**-7, atol=1e-7); ring {E{RIFES 5T
=, BABAMMLTFFTAE th.sum L35, 2 elementwise &,

A 5 B9
o RS

1. LR —FMERAMEE: ring ERIERMERE fold A (
kda_replayssm_spec_decode.py) 5 unfused recurrence 8 bit-clone *%, 7 PR
RAESNMRIEF T —3K, % fold 3k recurrence 4K EEEINFEERT AR
committed state, backend JMRH AL snapshot oracle & EIEEME, (EREEXN
fold % H AL RIS .

2. 2B dispatch [148: B=1 + SMJ0/SM100 BFRHIRE H20-3e 5 B300 A5,
B200 (&= B#r) #¥HFAEN,; PBV=4 12 snapshot S RERMLEIFEEK, ring EANT
=it BV BEWME] 16-32, KRERAZRD batch HRUKEITH.

3. 35K ERY)IE: Cl £ H100 £ H I test_replayssm_ring_matches_unfused[case
10] —NTEZE 1 bf16 ulp LK, REZ fused BV=4 tile 5 reference BV=32 tile
VALRF AR ; W AR B rtol=2**-7 5#, 1B conv state 5§ ring 73 H
torch.equal 2%K¥ s (GXE(HRZ elementwise, B LZS) ,

4. GQA BEAELHFRE: rawk # k-head 5. g/beta # v-head B, # head &R3|H#i%
KERIRTFRHEA head By ring, XEMRAE B ZNF R,

5. BRIABE12 &2 CACHE RING=False A#mEHAFLNRAS, snapshot § CuTe BEZT
A%, BEIEEREEE XA ReplaySSM B3R, - Bw: XA, : BH
—enable-linear-replayssm 89 KDA #&AVLISIE R 7 7 | B 3X4F fused verify i35 ring
NrElkzE, B=1 3R IERIEHA 1.27x-1.49x, B interaction (REBERETHRYA 64 1,
A% ring Z4KEH memory _pool.py BBERZE (KEXN 2 WEAER/NF 2 2
draft token #k) , LHIIEHEEERMBZE; ReplaySSM T intermediate_ssm &A@ A
None, & PR REil fused BEF BN ZIRIT. XHEF: #ALT KDA verify B952IE
TRRRIE (sweep FE -> BRI R > WA —REMNRERN) , AEE
batch-aware dispatch 5§ BV EERHE T TEFMNREE, - REARIE: B verify B
2TE , B=1 REBAH (BRI , A MK fold Wi , MBS E 1 bf16
ulp, BV REiE (B200 £FM)



PRINeZS

« PR #39405 [misc] Revert #38346, #33426, #39061 and #39219: Mt EEIR P &
test_fused_kda_conv_recurrent_verify.py Z3EE M XN, WAL PR FrER fused
verify AAZ KSR AR EVIRIT; AR PR 8 ring ALFK—EMEMAR =T 4079 X% X 3584 4o
Bl

« PR #39446 Reland fix(gsa): clamp the compress gather to the rows (#38346): E A
spec-verify WAZEE 200 ' ERGEHZM ' R, 5 gsa_indexer.py 184RH KDA verify
R EZ AR EHREREE,

« PR #38409 [Fix] Wait for PDL before reading DeepSeek V4 K cache locations: A& PR
WA ERARE PDL (prologue 5 producer gkv-projection GEMM EERESE) , RERE
verify PERAZ YR IE R M SE RS,

« PR #38554 [Spec] Allow speculative workers to stage prefill shared reads: [E/J&
speculative-decode verify BERAZBIMERESRH 2%, 54 PR —#2HIEk KDA/spec verify BYFF4E
A Ra S,



