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# 7£ USPAttention.forward ¥, #EIBEEEKMH A TFE7AM masked replicated-prefix 8 H
if (

num_replicated_prefix

or num_replicated_suffix

or num_replicated_kv_prefix
) and not effective_skip_sp and get_sequence_parallel_world_size() > 1:

# HIRT 2T R X IFH masked replicated-prefix &

masked_prefix_supported = (



num_replicated_prefix > 0
and not num_replicated_suffix # {X X IFRIZRE #|
and not num_replicated_kv_prefix
and attn_mask is not None # A #55
and attn_mask.dim() == 2 # % 3F [B, S] IR 2D #&hL
and not gkv_pre_all_to_all # Ulysses-only
and get_ring_parallel_world_size() == 1 # A% % Ring #4T
)
if not masked_prefix_supported:
# RIFRANIELIZX, FibiEREE
raise NotImplementedError("USPAttention's masked path does not support replicated ...")
# ¥ RARBEY BEMN replicated-prefix &3 %
return self._forward_with_replicated_prefix(
q, k, v, ctx_attn_metadata, num_replicated_prefix,
attn_mask=attn_mask,
drop_masked_query_rows=attn_mask_meta is not None,
joint_mask_memo_host=joint_mask_memo_host,

)
KPR B forward with replicated prefix H8y#RE Ik E 512121k

def forward_with_replicated_prefix(
self, g, k, v, ctx_attn_metadata, num_rep: int,
attn_mask: torch.Tensor | None = None, # #3854k KA FHHN [B, num_rep + S_local] #&55
drop_masked_query_rows: bool = False, # ¥3E 5% T varlen FA P EFHIEL AT
joint_mask_memo_host=None, # #1350 LI EEEENTER
) -> torch.Tensor:
# ... (L22F g/k/v A replicate fo shard &2 )
# 3t shard L #HAT all-to-all
g_shard = _usp_input_all_to_all(g_shard, head_dim=2)
k_shard = _usp_input_all_to_all(k_shard, head_dim=2)
v_shard = _usp_input_all_to_all(v_shard, head_dim=2)

joint_mask = joint_mask_meta = None
if atth_mask is not None:
# MEET BCG ERSMNERRE, RERERRIEREAN S ERNETEH
cache_key = (num_rep, sp_size, tuple(attn_mask.shape), get_current_replay_token())
host = joint_mask_memo_host if joint_mask_memo_host is not None else attn_mask
cached = getattr(host, "_sglang_usp_joint_mask_cache", None)
if cached is not None and cached[0] == cache_key:
_, joint_mask, joint_mask_meta = cached # L%
else:
# UK suffix 51|, WILE suffix FFIE all-to-all tkE
mask_suffix = sequence_model_parallel_all_gather(
attn_mask[:, num_rep:].contiguous(), dim=1
)
# Pk prefix 5] (EEA rank LAER) falkEEH suffix 5], FB|&F 5Bk &G
joint_mask = torch.cat([attn_mask[:, :num_rep], mask_suffix], dim=1)
if drop_masked_query_rows:
joint_mask_meta = build_varlen_mask_meta(joint_mask) # & varlen FA JE& T35



# G ERELES host HZE L
host._sglang_usp_joint_mask_cache = (cache_key, joint_mask, joint_mask_meta)
# ... (FEEH joint_mask fo joint_mask_meta #iTEEAITH )
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