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MTHE

- —AE: BRE SWA Rt A ZFZHIEHF EME AT

 WEEDE: BEEKEIR. EAFEIZMRITREK: —& create_prefill_budget T £ A\iBhk
TINB|AECE, HRRIAE B MERY if/lelse 2% ; =& can_reserve/reclaim_plan Bx&
HEREFENREBMNR, REHHEEZFHIEKEEINAICERN; =20 HXEMER
T Mamba =3R4 AF N RBE A £ ] &, BRI (rationale 7.
PrefillDelayer 7Kk, ahADRXRIML) REEL PR FHFK,

THRES B

PR body BARI%ER: a—H&FTRE M EREMEEZR —FYH arena, 1BELS per-pool BEI]
KERIRERTERANTEZRNTTNLE, FERESTIRMEFNHSDEIRS, &N PR 2
#36403 &3 /51 follow-up &RE—I, BArZE1L hybrid-SWA unified memory B EANS EIK
HETELTHNEZFFER, MAERANELLARANERSD X,

SCEL AR

1. #3¥¢ allocator-owned EATE 0% : #7E python/sglang/srt/mem_cache/prefill_budge
t.py, EX PrefillBudget / SWAPrefillBudget / SharedSWAPrefillBudget = &WHE, &
check_prefill. reserve. fit_chunk. available_chunk_tokens Z#ANiChK; [ERE
allocator/base.py. allocator/swa.py. allocator/hisparse.py 3&An
create_prefill_budget TJ” A%, it BMHARFZREEBCEEDRLENTMENSE, RAE
BRI EARMAER,

2. M unified hybrid-SWA % Btgs: unified_hybrid_swa.py #FH
UnifiedSWAAllocatorBase #35 (RZFEM ID/ £ 4R / R3I#F)
UnifiedSWATokenToKVPoolAllocator 5§ UnifiedMambaSWATokenToKVPoolAllocator 2%
A EE, #HR Mamba =R B EKFBHNEBESFE AR ZE; 3 can_reserve /
reclaim_plan / _fits_page_demand / current_full_capacity / current_swa_capacity,
evict_from_tree_cache (mem_cache/common.py) BXA3% reclaim_plan {8t & EUK,

3. MRTERFFWE: model_executor/pool_configurator.py #3E unified_pool_bytes
5 _make_pool_config, MemoryPoolConfig 30 unified_memory_pool_bytes FE%,
kv_cache_configurator.py Bt B34 arena EFHWE; draft worker ERXFEZIZFE
, WEHRMK target TE; unified_memory_pool.py TJ YRS N B — total_bytes 53k, #
M4 unified_total _bytes MHMAS B FRE,



4. BEESZITEE: schedule_policy.py By PrefillAdder 25938 memory_budget 3 &t

AWMETE, MBRA 246 ITF5 rem_*_token_offset B#&; scheduler.py By enqueue
#HETIFHE _clip_unified_swa_max_new_tokens, %—FULL ERREE— XK. &
can_reserve TS B9 ; pool_stats_observer.py RANSEEORIRSE
kv_index_translator.py #3¥¢ capture_token_capacity &£ capturer &3 84,
MR G ETE: #3E test_prefill_memory_budget.py.
test_unified_byte_budget_sizing.py & 13+ AR, ¥ E test_prefill_adder.py.
test_pool_configurator.py. test_multi_ended_allocator.py, &Z KX final chunk.
ignore-EOS N2, reclaim_plan %%, draft MERSE. IREBMAR,; BREAE
recover_swa_with_locked_full, ¥ HiSparse fixture :&& Python 3.10 8 with &%,

R

python/sglang/srt/mem_cache/prefill_budget.py (#3k EANTE; EF| source; £H
core-logic; 5 estimate_swa_kv_tokens, PrefillBudget, SWAPrefillBudget,
SharedSWAPrefillBudget) : F3EHEANTRE R ZAZ XM E X PrefillBudget /
SWAPrefillBudget / SharedSWAPrefillBudget =& E 5 estimate_swa_kv_tokens & &
% ABREZFVHTETH check_prefill. reserve. fit_chunk 2221, B PR ZEMit
THEAND,

python/sglang/srt/mem_cache/allocator/unified_hybrid_swa.py (3R H£E4; 25|
source; A core-logic; &% UnifiedSWAAIllocatorBase,
UnifiedSWATokenToKVPoolAllocator, UnifiedMambaSWATokenToKVPoolAllocator,
can_reserve) : HEEBEMZS: HH UnifiedSWAAllocatorBase, M5 Mamba =3
T HEE; ¥ can_reserve / reclaim_plan / current_*_capacity BREH|ES ST ER
&, EEEFIIENEMIR,

python/sglang/srt/managers/schedule_policy.py (3% JAEKEE; 2K5%| source; KR
core-logic; 55 PrefillAdder, memory_budget, rem_total_tokens, cur_rem_tokens) :
PrefillAdder M\F 5 rem_*_token_offset 2R AHFA allocator €72 memory_budget, #l
MRA 246 TR XIEKEE, BAEANBANEZRAILA.
python/sglang/srt/model_executor/pool_configurator.py (#3k SWECE ; 25| source;
A data-contract; &5 MemoryPoolConfig, _unified_pool_bytes,
_make_pool_config, _max_unified_full_tokens) : #3& unified_memory_pool_bytes ¥3&
249 _unified_pool_bytes WHEEAXZFFME, _make_pool_config Gi—Hi&
MemoryPoolConfig, draft 5 target BITE FaE AMX B T4,
python/sglang/srt/mem_cache/allocator/base.py (3R HSELE; 5| source; FEH
core-logic; 5 create_prefill_budget, max_new_tokens_for_memory,
evict_to_free_tokens) : EX create_prefill_budget I 245
max_new_tokens_for_memory. evict_to_free_tokens ¥1iEX, EFIALEZENEATE
WMEHEAR,

test/registered/unit/mem_cache/test_prefill_memory_budget.py ({3 BEpMR; 5]
test; A test-coverage; 5 TestSharedPrefillMemoryBudget,
TestSharedPrefillAdmission, test_pending_batch_cannot_spend_shared_bytes_twice,
test_unaligned_final_chunk_makes_progress) : #3¥¢ 300 TR ET: £EWMEHN



pending IEXFEEEEREZFH. JBE decode FMINE. BIRBETFEAN. KI5
final chunk 5 ignore-EOS N&=t%, & P1 BEHNEERE,

. test/registered/unit/managers/test_prefill_adder.py ({3 B MR; K7 test; LKA
test-coverage; 5 create_shared_adder, create_shared_req,
test_shared_admission_reserves_all_pending_requests,
test_shared_admission_rechecks_after_prefix_lock) : ¥ /& 172 /T: BEHEREAMHE
23 pending ER. MRV EFHHZE. decode JH#E chunk TRE R continuation &R,
% memory_budget fRiZ¥ =,

« python/sglang/srt/mem_cache/kv_cache_configurator.py (183t ZFBEE; 25| source

; A core-logic; 5 hybrid_swa_token_capacity, _init_unified_swa_pools) : 7&Kz
hybrid_swa_token_capacity 5 draft TMEAMRZFLE: effective_max_total_num_tokens
KB EREEM model_runner 3T E M, draft worker RE4X target By

unified_memory_pool_bytes,

XEFE: estimate_swa_kv_tokens, PrefillBudget, SWAPrefillBudget,
SharedSWAPrefillBudget, create_prefill_budget, can_reserve, reclaim_plan,
current_full_capacity, current_swa_capacity, _clip_unified_swa_max_new_tokens,
hybrid_swa_token_capacity, _unified_pool_bytes, _make_pool_config,
evict_to_free_tokens, max_new_tokens_for_memory

KBRAL B EX
python/sglang/srt/mem_cache/allocator/unified_hybrid_swa.py

AEBEMZL: HE UnifiedSWAAllocatorBase, HtS Mamba =t W63 #3k
can_reserve / reclaim_plan / current_* capacity BBE R ZEEHAEZERE, EHZFHM

B 895 AR,

class UnifiedSWAAllocatorBase(SWATokenToKVPoolAllocator):
""HF FULL/SWA EL ID. REAEGERE RIIFFHNAEER

FANEAEFE (M / Mamba =) 2B EXFERE, BE
Mamba+SWA Stk iz 4k A F BB S F H TME H E

#HSEEDR: YATH + B8, MYMERTT ERZF
# XEAR T IBEERS per-layer LIRIEAZIT B
@property
def current_full_capacity(self) -> int:
return self.full_available_size() + self.full_attn_allocator.allocated_count()

@property
def current_swa_capacity(self) -> int:
return self.swa_available_size() + self.swa_attn_allocator.allocated_count()

# EMEENE: BSTELERARMER A, schedulable AL R
# mEZFRMIEKA—M, FE BN R AT

def full_available_size(self) -> int:



return min(
self._conserve_full_available_size(),
self.schedulable_full_available_size(),

)

python/sglang/srt/managers/schedule_policy.py

PrefillAdder M\FE rem_*_token_offset BRNHFHA allocator 8|32 H] memory_budget, kR
4 246 TR XIEKEE, BEARZHNEZMEMNM S,

# PrefillAdder A B ©24F rem_total_token_offset / rem_swa_token_offset E

# FERE, mMEEENCKEARZILS alocator BIENTEXN L

self.memory_budget = token_to_kv_pool_allocator.create_prefill_budget(
tree_cache, num_mixed_decode_tokens=num_mixed_decode_tokens

if running_batch is not None:
# BATPIERWEE token HSAFATEN total 1RF5
self.memory_budget.total_offset += sum(
self._get_running_request_total_token_offset(r)
for r in running_batch.regs

@property
def rem_total_tokens(self):
return self.memory_budget.remaining_total

@property
def cur_rem_tokens(self):
return self.memory_budget.remaining_current

def _check_prefill_budget(self, req, *, extend_input_len, total_tokens, swa_host_hit_length):

#OEANZ—ETEXNLE check _prefill: fixed / shared / ring =##

# HEBLEZANEZEOR, AESFABERMAEARMER

return self.memory_budget.check_prefill(
extend_input_len=extend_input_len,
total_tokens=total_tokens,
max_new_tokens=self._swa_new_tokens(req),
input_tokens=len(reqg.full_untruncated_fill_ids),
swa_host_hit_length=swa_host_hit_length,
chunk_limit=self.rem_chunk_tokens,

)
AR
PF#EH ch-wan 5 merrymercy Z#FE R, ZOREWT:

« ch-wan BIE—®HEL%E: " ZOIEKEBEBH - EZARNKESHIEE ' WHERTIT ', AW
PR RFEILEEAEREINR o " EERMERFENR T, BE c41b06843c #NFIRERE
MEEMFRARES,



« merrymercy $Zi7]: "do we have a e2e unified hybrid swa memory pool test with an
engine launch?" fEE#4IA test_gemma4_unified_swa_virtual_ids.py 2B &1E 52
gemma-4-E2B-it 5| %3, 200 £ GSMS8K, {EtBAHE "I have not rerun this
engine-launch test for the newly pushed fixes", FE/F3#3T /rerun-test #ME— k@3,

« merrymercy 38 : "class UnifiedMambaSWATokenToKVPoolAllocator(UnifiedSWAToke
nToKVPoolAllocator) is wrong abstraction", E&E f20860697232 FiEA N BELE K
A UnifiedSWAAllocatorBase T L%,

« ch-wan &% P2: enqueue FHE %X prompt BREE . can_reserve BRE—X, &K
page_size=4 Bf FULL &k 13 mmdE 10 B0k, =T4TAERMEBTE| O token; EEHBE RN
B —EUE I test_unified_budget_rounds_prompt_and_decode_together,

« merrymercy REFHEAN P1: RMA5F final chunk 5 ignore-EOS N MWAERXZME T KA
B4 (fit_chunk £3t—T1 FULL) , V&7 1f3b496c23 &8 HH73E
TestSharedPrefillAdmission IANEASZ Req/PrefillAdder 32 5 E=Y3,

« REFFFM: ch-wan ERAE min(extend+decode, window) & chunk U4z rationale &
B estimate_swa_kv_tokens, fEZEAIALEFL; RO BEANSEERE,
PrefillDelayer K& 2 & HEEZEIRMALIE, EEFREANESIRH,

s RERESHRITTERBEIITA 0 token (correctness): EE A
_clip_unified_swa_max_new_tokens B=—E¥. can_reserve 4—& X\, i
test_unified_budget_rounds_prompt_and_decode_together E3,

« £3F5% final chunk 5 ignore-EOS NZE MR K AFEL (correctness): 1f3b496¢23 48 :
HEWME TR —RBREKE, #E TestSharedPrefillAdmission EANE S
Req/PrefillAdder 3 F B3, page_size BE 4/64,

. estimate_swa_kv_tokens 8 allocation_limit=0 iZX E# (design): &in
include_allocated_tail #r&, &AL ab2ea29 MIRiZirEE swa_reserved_tokens, %
—4 allocation_limit —%%K,

« reclaim_plan X SWASFULL EXE#3RE None SEXPBAKFEZE (correctness): 4d1fa0ff
R SWASFULL B9REFEZE, M EAIE; test restore_swa_without_allocating_more_ful
| 5525 reclaim MABZ,

« draft worker %7 target IEZEFHME (correctness): ab2ea29 % draft config ERNAE
F& unified_memory_pool_bytes, Ftin test_draft_does_not_inherit_target_shared_byte
budget E/3,

« UnifiedMamba SthZk A th 20 BE 28 A9 3 2. 589% (design): f208606 #H
UnifiedSWAAllocatorBase fEAAEEE, FME= 0T HE, R
supports_asymmetric_reservation ¥r&MLEIEE KR,

 JRERBMEMRED . _max_unified_full_tokens. can_reserve. reclaim_plan (testing):
c41b068 *h derived-property B % (&K page-aligned full Z&. 2 packed-byte 3
&) ; test_multi_ended_allocator 340 reclaim_plan %5485t 8,

« NSBE ORI token usage 3EIRS capturer B9 (question): FIAORRE,
capturer R3|M& & ; PrefillDelayer BRE R, KEKERIE B LRI,

« estimate_swa_kv_tokens %k rationale % (documentation): fE& R EH AKX E
, AERSTRE BRI AR



R 5 B

« RS FHARARFREFEUTILA:

1. BREIEXEYT: & PR AEEAFA P1/P2 BRIEEGR T FULL ERRERE", BEE%
— A can_reserve E—& AN0O12, {EZBARBARAAEANARREKE; BLFERAA
& (W0 HiCache/PD BSIRFE #37496 A 3X) #EEFAIBH paged_input 5 AR, |E
¥ & “enqueue #EZ(E PrefillAdder KB4 HIFAKFEE,

2. IRE B O RNTEIRS ZF N pool_stats_observer B MERZ per-layer LR
A available + allocated, E—1 %% token usage M 0.38 A 0.21;

PrefillDelayer B waterwall 5 capturer RtER T8 EEE R, capturer R3|ZA B8
kv_index_translator.capture_token_capacity 162, 18 GPU ¥R THKAXRIEL TS
303,

3. BohEAfT AR E . server_args._handle_unified_memory_pool & 3E
—-enable-unified-memory 5 PP/mixed-chunk A&—Z¥ 21, EKEANX PD %5
R PP; Mt f2 & AP B ESITFRE, SERIMEEERK,

4. Cl RELZEIE&XN: PR body F=4 CI ERHA/NIX; EAEZBREAM 331
passed/722 subtests 5H#X gemma-4 E2E, ®&&Z multi-node PD. HiCache A&,
BTEEEX,

5. REE XM A model_runner.py By effective_max_total_num_tokens —E H ¥
MEBL unified ZEEE, S5 ZE kv_cache_configurator.hybrid_swa_token_capacity()
D RARERE, B RAFTIEES frozen-core ¥R, - B": HMEREEFTE
—enable-unified-memory 89 hybrid-SWA 2RZ: RAEEAN. TEREIkK. %t 043,
capturer &X&. draft worker R THMEZFHMERE; UMP-off HEESH KR
RFEF AT A, MHEE4ME, token usage EIERE X EA,
—-prefill-delayer-token-usage-low-watermark 43Tt EE &/, MNEANRTE, &
PR #43L T allocator-owned budget B4, JRABMMIR RIS 8L Y%AKER, A
o4 UMP A (#36730/#36731/#37496) FTTEM, - XNREArid: NEREYEIK
P1/P2 Ekf& , SISEBUREFERKEL , Cl REZHEAN , AEXHANBREEE
XY PR I ] FR

PRINISZS

« PR #36403 Unified memory pool groundwork (Ri/F, B4&3) : PR body PAHELEA A
PR #gz2#EH 2 t ("Builds on #36403, which is now merged") , & unified memory &
TIELNEERT

« PR #36730 Follow-up stack PR (iti8F %K) : review iFLHIAKN PR &5 B3R
#36730 153, BTR— UMP {EMEREH,

« PR #36731 Follow-up stack PR (iTi8H$&K) : review FIWHIAAN PR BYEE Bt
#36731 f&4E, BTHE— UMP XEMER# %,

« PR #37496 HiCache allow-list #8% PR (i+i£ %3 %) : ch-wan g8 #37496
HiCache allow-list /£ reclaim_plan 89 SWA>FULL tfaZ/E3X, #tH% PR 54 PR 1y
BRERIKZEBEERE,



