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PATHRE

- —AJiE: A Qwen3.8-Next #MF PD 3 KV R&EH

- BEME: EB/EIR, BWIBNEKRE=L: (a) should_send_replicated_state 895 #H 3%
Z250%, WibEBES CommonKVManager._resolve_rank_mapping X FI1E, 254 AE M
B FISERMBIENR; (b) _iter_transfer_state_entries B layer-major Ef5
_slot_siblings %36, B PLE RETBAMIFNEEA RDMA SEAE: (c) GPUDirect flush
MBS SR B BE, AL T A F R RIS, TR EZDG—K
ik x REKR x BE LM TP/ PP>1" M A 4ER, FHZE/RA Qwen3.8 PD K4 E
% Mooncake + PP=1; #FtXIA NIXL/MORI ARiZEH, FEHLIT peer
state_layer_ids R#BEIFAEIRA T Lo

THRES B

PR body BAF$E H: Qwen 3.8 Flash Next F& KV cache #MEH “non-KV recurrent and
sparse-attention state that must move from prefill to decode together with the normal
KV cache. Without an explicit state protocol, PD disaggregation cannot preserve
aggregate-mode outputs.” X R EZAIEWERK: TFL#E Leslie360 £ 8xA800 (SM80) TPS8.
Mooncake RDMA, 1P1D M ESZFB B E I T #%i— during decode CUDA-graph
capture at startup: ple_state_pool.py line 183 in get_context / assert self.context is not
None / AssertionError”, #REZ decode Ml HybridMambaDecodeReqToTokenPool k&
Qwen4 PLE 8 n-gram kwargs, RE PR body ##BAX 2 #37500 (Qwen 3.8 Flash Next %
FEXFF, B #36497) 89 follow-up, ZIEIE diff REE PD 2 EEE A,

TR

TORSHMIE = RS TERAEM,. ATFARERTE (python/sglang/srt/mem_cache/gsa
_kv_pool.py. ple_state_pool.py) : ¥ QSA_ROPE_STATE_LAYER_ID = (1 << 32) -
2 5 PLE_NGRAM_STATE_LAYER_ID = (1 << 32) - 1 BMMEKREK sentinel (WX H
uint32 FFAL layer id, dMEARAHE) , FH*FF _get paged state_buf infos.
get_gsa_pending_state_buf _infos. get _gsa_pending_state_layer_ids.
get_gsa_compressed_state_layer_ids. get_gsa_compressed_state_buf _infos AT
H: QSA # pending ring / RoPE position / compressed-K FL7E 05 587 R,
full_kv_pool ] memory-saver region 5 torch.cuda.use_mem _pool(...) N, &N
MNNVL T &gAriXRIER CUDA HBC. get gsa_pending state buf_infos %



full_attention_layer_id_mapping AZEEEREZ triplet, #{RAE QSA B PP stage 5
A QSA B stage %% E#ZF RoPE ring,

2. HBMERSRRBEN, ik PLE JRSHELE Mamba slot A& (
python/sglang/srt/mem_cache/memory_pool.py) : _iter_transfer_state_tensors EX4&
ANIEXARFEB iter transfer state _entries, B tensor-major B&A layer-major, &5
entry ## 28K mamba_layer_ids; get_contiguous_buf_infos. get_state_layer_ids.
get_state_slice_outer_counts. get state_conv_shard _groups 28K A append & X (
ARE * num_mamba_layers) , FHHFH for sibling in self._slot_siblings: yield from
sibling.iter_transfer_state_entries() & PLE # ShortConvPool / NGramPool R&HF AR
—1» RDMA SEMt3kiE, XERNELZT Leslie360 By 5]: decode Ml n-gram history &
B prefill RSB %, fidE EOS Miatk.

3. &iXE &S| E (python/sglang/srt/disaggregation/utils.py. base/conn.py) : ¥r¥g
StateType.QSA_PENDING / QSA_COMPRESSED, setup_state_kv_args ¥E
QSATokenToKVPool 4 X 3B XA component #4#r layer ids; #73¥
get_gsa_pending_state_indices(reg) M req.kv.req_pool idx BRIERMEFT (JREZIIR LT
ERM, SEMEZE state_indices BAER) ; 38 should_send_replicated_state, scatter

(R TP < B#x TP) 3R[E True &) #&, aggregation R TP > BAx TP) Rit#& src
/] dst LAY — rank B ; compute_mamba_state_slice_byte blocks 3¥&#n dim == 0 &
¥, BEIARSEMAEEINA [(0, 0, src_item_len)], FEEASTRIREIZHR,

4. ZAMEREmAER SRR (disaggregation/mooncake/conn.py. nixl/conn.py.
mori/conn.py) : Mooncake & QSA FAMRAAIIA _is_generic_kvcache_state_type 5
_requires_exact_state_index_match (page/ BRI EAMA BER, ZHiIL#EREBK) , &
maybe_send_extra Xt QSA #IFIE MLA BH attention TP FR#&|, 2&A layer-id BCXT
+ item_len RIS + BEEES, FH UL force flat=True 5 src_layer_ids/dst_layer _ids
£ generic #12; NIXL 8§ send_kvcache_generic #r3¢
src_layer_ids/dst_layer ids/dst_item _lens, A layer-id BE2Xt B LR item_len YEB AR
stride, KEAR—XEEMSE, = layers_params 3R[E None {5 PP 2 E/H no-op, 3F
Xt 0 in src_dims BIBIARZS Mamba ER3REE; MORI X QSA #RE& PP > 1 EBfTHF T (
H wire MMXA K peer state_layer_ids) , FFE arg_groups/model_overrides/qwen4.
exp.py $&HI fail-fast. prefill.py / decode.py B ¥ gsa_pending payload() £
Z helper,

5. MREEERE: I test/registered/unit/mem_cache/test_gsa_kv_pool.py CEAtHE
base-a-test-cpu, monkeypatch & memory-saver 5 custom-pool AN scope R4
. L 4 RHEL) ; test disaggregation wire.py F3E TestQwen4StateWire B E#HE
reg.kv.req_pool_idx. pending/compressed B M (state_item_lens[1:] == [[32,
48], [32]]. state_layer_ ids[1:] == [[24, QSA_ROPE_STATE_LAYER_ID], [24]]) . &
QSA B stage 7 RoPE ring. compact 5| &#E2F layer id BRET, BIAS TP KREE
{E%; test_nixl_backend_basic.py 3 TestNixIEmptyStateTransfer;
test_mamba_state_transfer_buffers.py B & sibling & BB AL;
test_model_overrides.py E# Qwen4 PD % #F5 MORI PP=1 [R#l,

REEX M



python/sglang/srt/mem_cache/qsa_kv_pool.py (3R #ER&5|M; 5| source; £R
core-logic; &5 QSA_ROPE_STATE_LAYER_ID, _get paged_state_buf _infos,
get_gsa_pending_state_buf_infos, get_gsa_pending_state_layer_ids) : QSA RASEH
BHEEA AT EXIEKE RoPE sentinel. # pending/compressed &AMt A W& Xt £
, FBIERELFELE M memory-saver 5 Mooncake custom pool REIAR (BN
MNNVL &4 QSA state page X £MK) .

python/sglang/srt/disaggregation/utils.py (&3 Fi%maE; 35| source; £H
dependency-wiring; 5 get_gsa_pending_state_indices,
should_send_replicated_state, compute_mamba_state_slice_byte blocks,
setup_state_kv_args) : &thX5E RIIITEPMR: F3E QSA pending &3l helper. E&K
SEHHEE, HE mamba YA BEFEIAN dim == 0 EFIFE, FERHE QSA AfFEAN
setup_state_kv_args.,

python/sglang/srt/mem_cache/memory_pool.py (13 R&EM; 25| source; R
core-logic; 45 _iter_transfer_state_entries, get_contiguous_buf_infos,
get_state_dim_per_tensor, get_state_layer_ids) : J84& Mamba/PLE JRAEMEM: %
B H tensor-major XA layer-major ##E# 2K layer id, BZE¥E slot sibling = H
PLE RS, ZFIAELKM / B)PIRS PD BN EEE,
python/sglang/srt/disaggregation/mooncake/conn.py (#3k {E#E3%; 2£5] source; 3£
A core-logic; &5 _is_generic_kvcache_state_type,
_requires_exact_state_index_match, maybe_send_extra) : 543 attention TP ByE— %
&2 QSA RASKAE generic 2 TUER, #3E layer-id EEXt. item_len ARREEE#H
WA, HERRIIKERHTE,
python/sglang/srt/mem_cache/kv_cache_configurator.py (#£3k Z&FEE; 255 source
; BA core-logic; 5 _get ple_req_pool_kwargs,
_build_hybrid_mamba_decode_req_pool, _build_hybrid_req_pool) : BESZAHREE =
. ¥  get ple_req_pool_kwargs HEBEZ prefill 5§ decode ByiEK ML, (&
decode MIA~H% % PLE n-gram kwargs.
python/sglang/srt/disaggregation/nixl/conn.py (#3k fE#/E3; 35 source; ER
core-logic; &% _send_kvcache_generic, maybe_send_extra) : NIXL Mgy AUk %
_send_kvcache_generic &40 layer-id B2Xt5 BAr item_len R, ELEKA no-op, FF
MEIARS Mamba F# TP B fail-fast,
python/sglang/srt/mem_cache/ple_state_pool.py (FEk &MRASM; 25| source; KR
core-logic; &5 PLE_NGRAM_STATE_LAYER_ID,
SlotlndexedState.iter_transfer_state_entries,
ShortConvPool.iter_transfer_state_entries, NGramPool.iter_transfer_state_entries) :
PLE SRASEfEHEIR: ShortConvPool 5§ NGramPool 52, iter_transfer_state_entries,
FHEXFEKREZ n-gram sentinel, EIZ T FERDMFH £ MAT MK
test/registered/unit/disaggregation/test_disaggregation_wire.py (F3R 1M ; 25|
test; £A test-coverage; 5 TestQwen4StateWire,
test_gsa_pending_payload_uses_nested_request_pool_row,
test_gsa_registers_request_ring_and_page_state_separately,
test_gsa_stage_without_gsa_layers_does_not_register_rope_ring) : #3¢



TestQwen4StateWire ¥ Z| B & IMIXEA: payload 175 . pending/compressed 4 &5+
M. = stage RIEM RoPE ring. layer-id Bigt 5 8l A% TP E(E K,
python/sglang/srt/disaggregation/mori/conn.py (3R {E#E3; 25| source; LR
core-logic; &% send_swa_dsa_state) : WRFHAME: Xt
gsa_pending/gsa_compressed f*& PP>1 5, BA# MORI E#&R > peer
state_layer_ids AR XIFZAE.

python/sglang/srt/disaggregation/decode.py (13 f#FLRA%]; LB source; KA
core-logic; 5 _gsa_pending_payload, DecodeTransferQueue.init) : decode
payload ¥i&E & #3E  gsa_pending_payload £FA+E helper, HETHFEFET
flush 3mE B token_to_kv_pool FE&,
python/sglang/srt/arg_groups/model_overrides/qwen4_exp.py (HE3k R FF%£; 5]
source; £ data-contract) : EEMAX: FE Qwen3.8 PD X, REX MORI
QSA #ein PP=1 12T fail-fast, E/53RFR&E B2 B 5HEA,
test/registered/unit/mem_cache/test_gsa_kv_pool.py (#3k REEM; K5 test; LA
test-coverage; % test_gsa_allocations_follow_parent_mooncake_scope) : ¥73&
CPU BN E QSA LM ERLF memory-saver 5§ custom-pool FAMER K, Frib
MNNVL AT &%= )3,

(85 get_gsa_pending_state_buf_infos, get_gsa_pending_state_layer_ids,
get_gsa_compressed_state_layer_ids, get _gsa_compressed_state_buf _infos,
_get_paged_state_buf_infos, get_qgsa_pending_state_indices,
should_send_replicated_state, compute_mamba_state_slice_byte blocks,
_iter_transfer_state_entries, iter_transfer_state_entries, _get ple_req_pool_kwargs,
_send_kvcache_generic, maybe_send_extra, _gsa_pending_payload

RPERAD B

python/sglang/srt/mem_cache/qsa_kv_pool.py

QSA IRAEHMBEEAAND . EXIERK RoPE sentinel. £ pending/compressed &5
AEMIXN R, IS IEN B MTEIE M memory-saver 5 Mooncake custom pool REYAIER (
ZM MNNVL B4 QSA state page K% %&M) o

# disaggregation X3 state layer id FAMLA uint32: PLE & RAZAEEN
# request-wide n-gram sentinel, QSA #3#£ZE RoPE ring & AE T —/NBUE,
QSA_ROPE_STATE_LAYER ID = (1 << 32) -2

class QSATokenToKVPool(HybridLinearKVPool):
def __init_ (self, *, size, dtype, page_size, full_attention_layer_ids, device, ...):

# QSA B pending ring. RoPE position. compressed-K 5 & KV. Mamba pool —#f

# 25 Mooncake PD &4, @A EXMWE) memory-saver region 5§ custom mem pool A,
# &N MNNVL EXZEEAN QSA state page BT IEMEHTX3REE CUDA HE.o
allocation_pool = self.full_kv_pool

with (



allocation_pool.memory_saver_adapter.region(GPU_MEMORY_TYPE_KV_CACHE),
(

torch.cuda.use_mem_pool(allocation_pool.custom_mem_pool)

if allocation_pool.enable_custom_mem_pool

else nullcontext()

self.qsa_key_state_buffer_pool = |
torch.zeros(
(ring_slots, self.gsa_index_kv_heads, self.gqsa_index_head_dim),
dtype=self.index_state_dtype, device=device,

)

for _ in full_attention_layer_ids
]
self.gsa_rope_position_buffer = torch.zeros(
(ring_slots, 3), dtype=torch.intb64, device=device
)
self.gsa_compressed_flat = torch.zeros(
(len(full_attention_layer_ids),
self.gsa_compressed_capacity * self.gqsa_index_kv_heads * self.gsa_index_head_dim)

i

dtype=self.index_state_dtype, device=device,
)
# BENEETER —RELEHE LN view, FrARTE—NEAF b,
self.qsa_compressed_k_buffer_pool = |
self.gqsa_compressed_flat[i].view(
self.qsa_compressed_capacity, self.qsa_index_kv_heads, self.qsa_index_head_dim

)

for i in range(len(full_attention_layer_ids))

@staticmethod
def _get paged_state_buf_infos(tensors, page_size: int):
# B tensor —FIEMIM: item_len & —4T" (—/ request slot HR—PEHE) HF T,
# B3’ page_size BRI TUEMEY stride, /53#3E RDMA #3RF,
return (
[tensor.data_ptr() for tensor in tensors],
[tensor.nbytes for tensor in tensors],
[tensor[0].nbytes * page_size for tensor in tensors],

def get_gsa_pending_state_buf_infos(self):
"""Per-request pending key-state and RoPE ring transfer buffers."""
# REAM QSA EH) PP stage MAREXRIEE RoPE ring: ZHEEEM AERIR,
# MR EFFA QSA B stage &%, ASVENRIRIBASEZA K position,
if not self.full_attention_layer_id_mapping:
return ], [], []
tensors = [*self.gsa_key_state_buffer_pool, self.qsa_rope_position_buffer]

return self._get_paged_state_buf_infos(tensors, self.qsa_compress_ratio)



def get_gsa_pending_state_layer_ids(self):
"""Global layer metadata for the compact QSA pending-state list.
if not self.full_attention_layer_id_mapping:

return []
# 2/ layer id iL &KX IRE prefill PP stage RIFA B FENIZ id MIEAL BB ;
# RoPE ring BFTA full-attention B#FE, 24 H—AMEKEK sentinel,
return [*self.full_attention_layer_id_mapping.keys(), QSA_ROPE_STATE_LAYER_ID]

def get_gsa_compressed_state_buf_infos(self):
"""Per-full-page compressed-K transfer buffers: full page &E4ELLHYEIAE,
FrbA—AN full KV page ¥R —NELE T, """
return self. _get paged_state_buf_infos(
self.qsa_compressed_k_buffer_pool, self.qsa_compressed_page_size

)
python/sglang/srt/disaggregation/utils.py

LWINEG RINTHEN PR H QSA pending K3l helper, BIASEEEE, HE mamba
WA EBEFF N dim == 0 £4IFr1C, FERIE QSA AN setup_state_kv_args.

def get_gsa_pending_state_indices(req: Req) -> np.ndarray:

"""Return the request-pool row that owns a QSA pending-state ring.
# Req #EERFEALIRE req.kv.reg_pool_idx F; BHASZMEERKIAE req.req_pool_idx,
# #92 QSA_PENDING &) state_indices Bt REMK (BFLMHFBE) .
reqg_pool_idx = req.kv.req_pool_idx
if req_pool_idx is None:

raise ValueError("QSA pending-state transfer requires an allocated request row")
return np.array([int(req_pool_idx)], dtype=np.int32)

def should_send_replicated_state(
*, src_attn_tp_size: int, dst_attn_tp_size: int, local_tp_rank_in_group: int
) -> bool:
"""Flect writers for state replicated within an attention-TP group.
if src_attn_tp_size <= 0 or dst_attn_tp_size <= 0:
raise ValueError("Attention TP sizes must be positive for replicated-state transfer")
larger_tp_size = max(src_attn_tp_size, dst_attn_tp_size)
smaller_tp_size = min(src_attn_tp_size, dst_attn_tp_size)
if larger_tp_size % smaller_tp_size |= 0:
raise ValueError("One attention TP size must divide the other ...")
if not 0 <= local_tp_rank_in_group < src_attn_tp_size:
raise ValueError("Source attention TP rank is out of range ...")
if src_attn_tp_size <= dst_attn_tp_size:
# Scatter (1 A prefill rank = 24N decode rank) EMTI 1% R XA NEREMIT,
return True

writers_per_decode = src_attn_tp_size // dst_attn_tp_size
# Aggregation (ZANEMIREBIA — 1 /N decode rank) RAFEHE—NIR rank A,
# TNNEA—RBASEWEEN rank EEEANHFEHEE,

return local_tp_rank_in_group % writers_per_decode ==



def compute_mamba_state_slice_byte_blocks(
*, src_item_len, dst_item_len, src_dim, dst_dim, outer_count,
src_attn_tp_size, dst_attn_tp_size, dst_tp_rank_in_group,
local_tp_rank_in_group, conv_shard_groups=None,

# dim == 0 &4 PR 3| AMIHIARIT: 3% item & attention TP AR EEIA, K TP ¥1 5,
# B HEIR rank BRI, PLE short-conv / n-gram 5§ QSA pending / compressed
HAEXE,
if (src_dim == 0) |= (dst_dim == 0):
raise ValueError("Mamba state replication metadata differs between prefill and decode")
if src_dim ==
if src_item_len != dst_item_len:
raise ValueError("Replicated Mamba state item lengths differ between prefill and
decode ...")
if not should_send_replicated_state(
src_attn_tp_size=src_attn_tp_size,
dst_attn_tp_size=dst_attn_tp_size,
local_tp_rank_in_group=local_tp_rank_in_group,

return [] # dEEAIR rank RF=ELA1EHBR

return [(0, 0, src_item_len)]

# HARSESFRANE TP 415328 (GDN conv_state 3% g/k/v FHEABEE) -

python/sglang/srt/mem_cache/memory_pool.py

B4 Mamba/PLE JRASEMEM . R EH tensor-major BA layer-major HFiEHE4LH
layer id, HZ&E¥E slot sibling = PLE JRA, BFIAKME / 3RS PD EHa A E,

def _iter_transfer_state_entries(self):
""Yield ~"[slot, ...] " state entries and their transfer metadata.
for field, value in vars(self.mamba_cache).items():
if field in self._NON_TRANSFER_STATE_FIELDS or value is None:

continue
tensors = value if isinstance(value, list) else [value]
slice_axis = self.conv_slice_axis if field == "conv" else 0

for state_tensor in tensors:
# ShortConv BJ&A temporal state, % buffer it BT MEK, EHIEBk,
if state_tensor.numel() ==
continue
# B tensor-major BXA layer-major: &4 (tensor, layer) A& BB A—Z entry,
# H#EH LR layer id, PP T sender A&t id MIELEEXT src/dst,
for layer_index, layer_id in enumerate(self.mamba_layer_ids):
yield field, state_tensor[layer_index], slice_axis, layer_id

# PLE 89 short-conv / n-gram JRZASFRFE mamba_cache ¥, H slot sibling 324,
# EAR—F slot £ A5 R —1 RDMA SEMTEE,
for sibling in self._slot_siblings:

yield from sibling.iter_transfer_state_entries()



def get_state_dim_per_tensor(self):

"""Get the sliceable dimension size for each state tensor.
dim_per_tensor = ]
for _, state_tensor, slice_axis, _ in self._iter_transfer_state_entries():
# slice_axis A None B3 dim == 0 ¥hi¥AFRIT: %% B attention TP AEEIXK,
# 5/ PD BB H AR rank BRI, MAZIZ TP Y1k,
if slice_axis is None:
dim_per_tensor.append(0)
continue
# state_tensor IR A [size+1, sliceable_dim, ...]; Kimi conv state FEF
# per-slot B B [K-1, dim], EREHEHE 1 + slice_axis.
axis = 1 + slice_axis
dim_per_tensor.append(state_tensor.shapelaxis])
return dim_per_tensor

def get_state_layer_ids(self):
"B layer id 5 get_contiguous_buf_infos() &M,
& prefill PP stage R#ZFH mamba BFERIEEIR id BEAELEH, "

return [layer_id for _, _, _, layer_id in self._iter_transfer_state_entries()]

TSR A

1) BEINEESZBE S 1EEE prefill.py B review B3t Req RA req.kv.reg pool idx,
“there is no top-level req_pool idx, so QSA_PENDING crashes while building
state_indices”, EXREHFEE decode MFAN—NEIEMAT payload HEERIENINIR; FLELIA
#*E helper + RegKvinfo BAEMRE a03daleab &#, 2) GPUDirect flush ByEREZ A
PR A MERIRE: Leslie360 18 MORI 1£51 QSA RSHWHERE flush 25, 1EEAIA
“the flush is a memory-ordering contract of the transport backend, not a property of a
state type” B PR MKRNUME| stale read, A TE 58581bfc BAMIFRIZ flush, FEHE main
L+ KV/Mamba/DSA/SWA EAMK, L no-flush &= parity (12/12 AFl. &K logprob £
0.00047) fEAIEHE. 3) MORI PP>1 #EMEAMRS: Leslie360 ZIX"Removing this
guard alone is unsafe: MORI needs peer state_layer_ids and global-layer descriptor
pairing, as Mooncake does”, {EERET/THR4F D331 B E &R override fail-fast, FR
5 X2 Mooncake-only, 4) ShangmingCai #8365 : ¢
DecodeTransferQueue. init_ #H self.token_to_kv_pool #&[a]“Couldn't find
anywhere use it except the test”, EEIAXE EMIFR flush BRAZHFREHE d3eba2fb95
%K, ME%H APPROVED: “LGTM, logic is clean and correct’s 5) &3 /a8 58
Leslie360 £ 16xA800 SM80. TP8-per-side. Mooncake 0.3.9 over mix5 IB _E#aIA
decode W B BEIT assert, 6/6 FBiIERS 3/3 KETXGERAR, FNREBERETEHDE
SE By 5k a]—— iter_transfer_state_entries (memory_pool.py:1117) &3¥/% sibling,
ple_state_pool.py:129/239 45|/ ple_short_conv 5 ple_ngram, B n-gram history
RESfEHmIE EOS Mk,

« QSA payload EER T REENTE req.req_pool_idx (correctness): £ a03daleab F 3t
H£F helper get_gsa_pending_state_indices, RO EIER/THRE XML, MRAESL



RegKvinfo $4T payload #3&, |BEZIS% K,

* QSA L& GPUDirect flush Z& NAFFE (design): %67 a03dalea5 KF |
Mooncake/NIXL + NVIDIA CUDA #1in fallback, EFZ&AE 58581bfc BAARFEIKR; A main
L+ KV/Mamba/DSA/SWA 3340% flush & no-flush &= parity (12/12 Bfl. &K
logprob £ 0.00047) A{KIE,

« MORI 9 QSA & X 3# PP>1 (design): 2 ¥ _send_swa_dsa_state 8y PP>1 5¢ 2, ¥
T arg_groups/model_overrides/gwen4_exp.py ¥ E B8y fail-fast; ¥ /PP TkIEX
¥EAH A Mooncake-only,

« DecodeTransferQueue FIEFERETWER (style): EEHIAX Z EMIFREY QSA flush B
127% ¥, 7 d3eba2f695 REBMRBES MR FHOLHEERE,; FE ShangmingCai %
H APPROVED (“LGTM, logic is clean and correct”) »

« 549 attention TP THEIASE ZHEEE5MBRE (correctness): 3| A
should_send_replicated_state (scatter ©%. aggregation RitHFAHEA rank 5)
Mooncake & item_len fAERES requires_exact_state_index_match, NIXL fEA
dst_item_lens 7 ICEC A b4

« decode Ml PLE n-gram A £ 8RR (testing): BAIAAM prefill ‘LB R A £ ;
16xA800 SM80. TP8-per-side. Mooncake RDMA ¥3E T 6/6 58iEKE 3/3 K LT XiE
KE assert, WEMERZELNEESERA,

R 5 B

 NES: 1) B MR SRKBUERETKIEX: QSA T8 GPUDirect flush ## KR )E,
decode 3R{XFE poll == KVPoll.Success GEE RS, EENEHAZRERAIEES T L
M, pop_transferred T REIREIMRIBAT, 7EE L IA KV/Mamba/DSA/SWA A%
flush”f8 no-flush &£ 7= parity A%&#E, BTERENEZHN, 2) RSIMFRALTE
. _iter_transfer_state_entries B tensor-major BXA layer-major #3E sibling (PLE) Ik
B HIE mamba state ZJ5; PP=1 B build_transfer_entry_pairs 173 214
allow_positional_fallback, # prefill/decode FMBEERNAF R —KSEEREERS, layer-id
BoXT RAEW layer_ids BYERIZ AR, 3) PP>1 GRIRBSRIGIE: EE BRYAERAE PP>1
T RSN serving (ESZ checkpoint f54p s PLE PP REMAF, dummy RE &+
support_pp=False ¥ ) , EH“E QSA E8y PP stage”’ RHENEZ, TME5 NIXL
no-op B2 A&M E2E JEBR., 4) EiRBEARY: 5 attention TP {XZE Mooncake A&
parity; NIXL X&|AZS Mamba BEE#E. X QSA RMIKERL: MORI B QSA HEFRH|
¥ PP=1, ROCm CI ABEHF.IMK (test_umbp_store.py B89 MagicMock.numel()
TypeError) , 5K PR TXRESTHHK, 5) NELESEEREEIARFE: QSA buffer 2440
$& 7 M memory-saver / custom-pool N, custom pool % F]EHM&F: nullcontext 2% ;
CPU #EM A monkeypatch B2 TR scope, [BEXREZ MNNVL ESZRZ, 6) RETHK
1 RE4T R ZAL: Mooncake X QSA &£ requires_exact_state_index_match 5.
NIXL ¢ item_len RIUECHIEE, SILLUERERTEZBERSAZNBEREKIK, X L index
AR —RMEREESER,

« B AFPM: Qwen3.8-Flash-Next BLIEBEFE PD 4 & T H&FF aggregate & X (
TP4—TP4 3& token ¥#a—3; TP1<TP4., MTP. PLE-offload W& parity ¥#E) , [



H&R4& GDN A Qwen3.5-27B 8§ PD RZRE R L EYA, Triton/ LKA ERIAA
BEhEA assert, ZZM: PD RAEHMKY + Mamba + DSA/SWA'Y R B R 3| EMHHR
FEERARS + BEREBVDRA, WMIXEHE 2 4 StateType. 2 A layer-id sentinel 5
1 /N dim == 0 £#I#518, Mooncake/NIXL/MORI =ANEiwAMEF £, TSNS HI
RAEFRSER FREBENER. HRM: Kah&EFE mem_cache 5§ disaggregation #
&%, THEERNIEM QSA WA, PP layer-id BistS RDMA SEMHE X ; & 4/EfT
FRASLALRIULEEE R TP 2 H X2 attention-TP REIA,

« RFEFRIE: BEmMINRATE |, 5 LHERBERTRIEX , PP>1 8D IRZ5RIIE ,
5HM TP 1X Mooncake B & , RATMINF EA
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« PR #37500 Qwen 3.8 Flash Next ZE X #F (PR body H5|HEREIE PR) : & PR body B
HitBEHE follow-up, FEHEAN main BB diff EFFEML. KKFEER| PD 2 B6E,

« PR #36497 Qwen 3.8 Flash Next PD X#F (# #37500 BRIRB9IHA %) : & PR EHR
superseding #36497; Leslie360 BI/MRIGIERM W EE TiZ0 %X head tn b4 PR 894 T
S ILA R,
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« PR #38935 [PD] Do not admit intake-rejected requests to a PD handoff: Bk&h R —#t

# (disaggregation/utils.py. prefill.py. decode.py) , 4~ PR #1389 payload helper IE
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