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HATHREZE

« —A]1E: sampler RAHBKREZIFE, 1B E sampling mask &8 X 1w £

- EME: BEEBIR. E)ﬁ?&ii_:_ki&ﬁ?kﬁ‘ —R capture 5REXEHEE
cutoff/tie/joint-support IBEXHAZERA R, XEAR PR EAMENZS;, —&2
select_capture_rows BI4TZk opt-in #FH BT WAEHE batch & any() & X B3 KR AU ERE| 52

FRIERATE; =2 Jrﬂ‘,f FlashInfer BM{ER T IES PyTorch LB &R R E SR NEENAE
B, BEEERESERERYE A,

THRES B

PR body BAHA3E 1 IH LI AYERfE: "Sampling-mask replay must return the exact final
support S_t = {i | w_t[i] > 0} and the sampled token logprob under that filtered
distribution", TIBSCIEMRAEE B RIEBREZ top-k/top-p/min-p X#F&E, BRAMIRAF
token A REE FELRE, 538 cutoff. tie 5 filter-order BEXWER AL ERER S XM
BELFERNEIFEL 3K 4 token REERIE action BEREW, TIEREHRK token 4|
MRZ & token, T replay TEHIREY action space EKIT—1k,

SRR

1. NBEHM (python/sglang/srt/layers/sampler.py B9 Sampler.forward) : ¥
_attach_sampling_mask_to_output B8 M FAEE SLEIHAIT #5503 token B (
_sync_token_ids_across_tp) ZJ&, greedy A% mask MiinthZ—3xmt S %
SYNC_TOKEN_IDS_ACROSS_TP 3% grammar 4R 7] fE B 4 = H ¥ P i token K, A
_replace(selected_weight=None) &#H %31 selected_weight, #HRETHEM token
it & logprob,

2. HREIRLEM: ¥ SamplingMaskCapture(NamedTuple), #FH weights (EiJEIE)
. token_ids (PyTorch B{2894EF token ID, FlashInfer A None) . selected_weight (
XAt token ERIEAA THARE) 5 batch_rows (JB#a batch TS o XIFETKRE X
A weights > 0, Iog(w[y] / sum(w)) ME— capture it+&,

3. FlashInfer B&432 & X# top_k_top_p_sampling_from_probs(...
filter_apply_ order— Jomt") RFAREN, capture BB top_k _renorm_prob /
top_p_renorm_prob 4 B)I—L H B R ERE I joint 18X ——R{ELFHFFH token &
ERRE, ZIFETHEH top_k; min-p MI% top-k — top-p — min-p FHK, R TEF
EE%TIE%’I&T 2. MAEXMRSETRIBAHMEE cutoff, tie. joint-support &



Xo

4. fT9R opt-in 5 AFUSER: 3N select_capture_rows H &, capture R4k
return_sampling_masks F 4 True 8947 (Flashlnfer # AUk [R, V] mdE [B, V]) ;
21T opt-in MEHEE ARKE, BAEH index_select #F L,
_attach_sampling_mask_to_output # support_mass 2&A weights.sum(dim=-1,
dtype=torch.float32) i+&, #%H 4 K masked JFAIGRIKE,

5. BEFEEMIR: python/sglang/srt/sampling/sampling_batch_info.py MR BE R B
sampling_mask_max_top_k FEXHEMIE /merge 1BJK;
test/registered/sampling/test_sampling_mask.py #3% TestSamplingMaskCapture &
B (Flashlnfer joint tie M H. 4TH&M1b. PyTorch &%) , HiEHEERMENE
% top_k + "SR AR IFELLN (FlashInfer $#ZBIME tie B3, PyTorch i B &k Z3%)

o

R

« python/sglang/srt/layers/sampler.py (123 X#£88; 5| source; £ core-logic; &5
_SamplingMaskCapture, select_capture_rows, _sample_from_probs,
_attach_sampling_mask_to_output) : B, F3E _SamplingMaskCapture.
select_capture_rows, EHM sample_from probs EHEAER EEERES RFELREX —
KBV IREIE, F-9 mask MBI E| token RF 2 /E; RRMMRIBNEEERZE
_compute_sampling_mask_from_probs 5 X#¥ token 42 1E,

- test/registered/sampling/test_sampling_mask.py (1R RAEMR; K7 test; KA
test-coverage; 5 TestSamplingMaskCapture,
test_flashinfer_joint_cutoff_ties_match_capture,
test_flashinfer_capture_only_materializes_requested_rows,
test_pytorch_capture_compacts_requested_rows) : MIREEZ L, HiE
TestSamplingMaskCapture B E & Flashlnfer joint tie &, HHFITEMILE
PyTorch fTE4E, FHIEmERMTE MREKE top_k+1 BAKARRIIFEEZLN, B
FTIEAR PR WIEFAMEREE,

- python/sglang/srt/sampling/sampling_batch_info.py (A XA£2; 3% source; £
refactor; &5 SamplingBatchlnfo) : BBEREIE, MIRREMERKN
sampling_mask_max_top_k FEZEAE from_schedule_batch 5 merge_batch F#Hy3E
/ &K, EAFHREELAEEEZLERRS.

*PEES:  sample_from_probs, _attach_sampling_mask_to_output,
_attach_greedy_sampling_mask_to_output, select_capture_rows,
_compute_sampling_mask_from_probs (2H#IFR)

RERED R B

python/sglang/srt/layers/sampler.py

B XM, $F¥  SamplingMaskCapture. select_capture_rows, E
_sample_from_probs £ & RS EHERE S KAF BB X —KANBREE, F9% mask Fiin
AL E| token RF 2 /E; EBMKRIBEIEEERZE _compute_sampling_mask_from_probs &



XAE token BN B R,

class _SamplingMaskCapture(NamedTuple):
"REIURE IR E RS R4S batch [THIBRET, ff mask FIHER, "

weights: torch.Tensor # EXIENE; XIFETHEEXA weights > 0

token_ids: Optional[torch.Tensor] # PyTorch E&42893HEF token ID, FlashInfer A None
selected_weight: Optional[torch.Tensor] # 4% token ELIROA T HRE

batch_rows: torch.Tensor # J&4% batch 17&5|, A TR REKER AL

# _sample_from_probs W : {XEIER mask R BHEIK, B RIEIK opt-in B94T,
sampling_mask_capture = None
capture_rows = None
capture_all_rows = False
if return_sampling_mask:
# return_sampling_mask & batch & any() X ; ZARE,RE, BAES
# FF B mask BREIEEA batch M1t [B, V] RE, FFE55 opt-in /TEALH,
capture_rows_list = [
i for i, should_return in enumerate(sampling_info.return_sampling_masks or [])
if should_return
]
if not capture_rows_list:
raise RuntimeError(
"Sampling-mask capture requested without any opted-in batch rows."

)
capture_rows = torch.tensor(capture_rows_list, device=probs.device, dtype=torch.long)
capture_all_rows = capture_rows_list == list(range(probs.shape[0]))

def select_capture_rows(tensor: torch.Tensor) -> torch.Tensor:
# 217 opt-in NEZEERRIKE, HE—KEH index_select # L,
assert capture_rows is not None
return tensor if capture_all_rows else tensor.index_select(0, capture_rows)

# Flashlnfer joint B&42: Fh&RAHREFEAE, capture Al BV F— (L RIBEE,
batch_next_token_ids = top_k_top_p_sampling_from_probs(
probs.contiguous(),
sampling_info.top_ks,
sampling_info.top_ps,
filter_apply_order="joint",
)
if return_sampling_mask:
# ERMERTE: MEW joint RERS TEAIRIL top-k/top-p
# EVA—LRIEDMNEE cutoff. tie 5 joint-support B X,
# 75ﬂU?ﬁ%’EE’\JES‘iﬁ%ﬁ&ﬁ%ﬁL*#%E’\J action spaces
capture_probs = select_capture_rows(probs)
capture_top_ks = select_capture_rows(sampling_info.top_ks)
capture_top_ps = select_capture_rows(sampling_info.top_ps)
capture_tokens = select_capture_rows(batch_next_token_ids)
filtered_probs = capture_probs
if sampling_info.need_top_k_sampling:



filtered_probs = top_k_renorm_prob(capture_probs, capture_top_ks)
if sampling_info.need_top_p_sampling:
top_p_probs = top_p_renorm_prob(capture_probs, capture_top_ps)
if filtered_probs is capture_probs:
filtered_probs = top_p_probs
else:
#5 joint BX—3K: FAMNDREBENREERRE,
filtered_probs.masked_fill_(top_p_probs <= 0, 0)
selected_weight = torch.gather(
filtered_probs, 1, capture_tokens.long().view(-1, 1)
).squeeze(1)
sampling_mask_capture = _SamplingMaskCapture(
weights=filtered_probs,
token_ids=None,
selected_weight=selected_weight,
batch_rows=capture_rows,

)
# forward IN: mask MR token R 2Z/E, EARD TREERAE=HEFH token,

if return_sampling_mask:
if sampling_info.is_all_greedy:
self._attach_greedy_sampling_mask_to_output(
logits_output, sampling_info, batch_next_token_ids
)
else:
assert sampling_mask_capture is not None
if SYNC_TOKEN_IDS_ACROSS_TP or sampling_info.grammars:
# token RIFHIBEAR AT AL R4~ E LY token,
# IR selected_weight BE%k3%X, E None it EEE#HITH,
sampling_mask_capture = sampling_mask_capture._replace(
selected_weight=None
)
self._attach_sampling_mask_to_output(
logits_output,
sampling_info,
batch_next_token_ids,
sampling_mask_capture,

)

test/registered/sampling/test_sampling_mask.py

MIRBE B, 3 TestSamplingMaskCapture B 7oA E % FlashInfer joint tie ¥R,
FITHEME PyTorch TEYE, HERBISHET S MRERH top_k+1 BRKAEHIIFETE
Ebxt, BEHEESTEAR PR WIEMMEARZTE,

@uinittest.skipIf(is_hip(), "FlashInfer is not available on ROCm")
def test_flashinfer_joint_cutoff_ties_match_capture(self):
batch_size = 256
top_k = 2
top_p = 0.45



# AN IRBERE 0.2 &#BT, tie B token XM EERIRHE,

# BME XSt X FFEL B N top_ko

base_probs = torch.tensor([[0.4, 0.2, 0.2, 0.1, 0.1]], device="cuda")
probs = base_probs.repeat(batch_size, 1)

# M ESFFEER joint XIFE, HRRERILR,

sorted_probs = base_probs[0].sort(descending=True).values

top_k_cutoff = sorted_probs[top_k - 1]

mass_before = sorted_probs.cumsum(dim=-1) - sorted_probs

top_p_cutoff = sorted_probs[mass_before <= top_p][-1]

expected_support = (base_probs[0] >= top_k_cutoff) & (
base_probs[0] >= top_p_cutoff

)

expected_ids = expected_support.nonzero(as_tuple=True)[0].tolist()

self.assertEqual(expected_ids, [0, 1, 2])

sampling_info = SimpleNamespace(
sampling_seed=None,
need_top_k_sampling=True,
need_top_p_sampling=True,
need_min_p_sampling=False,
top_ks=torch.full((batch_size,), top_k, dtype=torch.int32, device="cuda"),
top_ps=torch.full((batch_size,), top_p, device="cuda"),
min_ps=torch.zeros(batch_size, device="cuda"),
return_sampling_masks=[True] * batch_size,

)
with patch(
"sglang.srt.layers.sampler.get_exec",
return_value=SimpleNamespace(
kernel=SimpleNamespace(sampling_backend="flashinfer")
),
):

sampled, capture = self.sampler._sample_from_probs(
probs,
sampling_info,
positions=torch.zeros(batch_size, dtype=torch.inté64, device="cuda"),
simple_sampling_case=False,
return_sampling_mask=True,

self.assertIsNotNone(capture)
self.assertEqual(capture.batch_rows.cpu().tolist(), list(range(batch_size)))
actual_support = capture.weights > 0
self.assertTrue(

torch.equal(actual_support, expected_support.expand_as(actual_support))

)

# RBEWTE: tie FXFELBEHREN top_k, BXAH token DRAZBEXIFEN,
self.assertGreater(int(actual_support[0].sum().item()), top_k)
self.assertTrue(



bool(actual_support.gather(1, sampled.view(-1, 1)).all().item())
)
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Reviewer nanjiangwill 32 4 &< 8N, & ByronHsu F—ENH &5

« FHIRFF B RFATERET: return_sampling_mask & batch %& any() 38X, —A opt-in IEX&

S 3K FlashIinfer AEA batch #11t [B, V] &XE, ByronHsu ¥ 1849430406 F35| A
batch_rows Bi&tS select_capture_rows, Flashinfer #IRZIERILE| [R, V], &4T
opt-in B % T LR index_select,

c AEEFEXHMAIAMIRETE: nanjiangwill FEH “fused joint sampling 5%
top-k/top-p EVI—LJRIEHZFE cutoff. tie. joint-filter & X B AN EMRMEL R,
ByronHsu 7 51b3c59f9e FBIZATEGHNRLIRE, HRIMWEK tie MR,

 RBEK tie BFIMR: nanjiangwill AN EZER B JLFERE= £ cutoff tie, XE
live-model MIRTCAH EMEE %, ByronHsu FAMEER [0.4, 0.2, 0.2, 0.1, 0.1]. top_k=2.
top_p=0.45 i tie A XFE {0, 1, 2},

« support_mass ITEMA: nanjiangwill ZIXAE weights.sum(dim=-1,
dtype=torch.float32) BREI masked iF A lgE5KE, ByronHsu 7 f22763062a N A
, FHIRE weights > 0 ATHRRAIIFETE,

« BIFRKRARA: nanjiangwill 8B R EERN BTREBEZFKE,
sampling_mask_max_top_k FEEE, ByronHsu EEHRRIZFEE KL merge iBMK,

« Flashinfer XA T EF XA E K tie MIRFT{E (design): ByronHsu &
51b3c59f9e KA R ES ANRAERE, FHRMERK tie BVIMIARIE [0.4, 0.2, 0.2,
0.1, 0.1] + top_k=2 + top_p=0.45 TEHEHN {0, 1, 2}.

. capture FARNIZ opt-in TH N MIEE batch M1k (performance): ByronHsu &
1849430406 3|\ batch_rows BETS select _capture_rows, FlashInfer kA& R &
¥ [R, V], _attach_sampling_mask_to_output E¥EE 5 E4E capture, TER{R Uk
%7 TUREE N,

c REEEK tie WREINMIR, B R live-model it (testing): ByronHsu ¥n
test_flashinfer_joint_cutoff_ties_match_capture, FAEREEHEMEE tie WFHR, FF
Bkid ROCm L8y FlashInfer A,

. support_mass it EEALIN dense IEETIKE (performance): ByronHsu &
f22763062a RAZE %, weights > 0 iBAMA THREBRXFEITE, CUDA BRENIRS
attachment/logprob &REE I,

- BMRARERB sampling_mask_max_top_k JRZ (design): ByronHsu #iIAAR PR 5| A
EEZEEEH, WA disaggregation THIEZHTEEAREKE, FHk

sampling_mask_max_top_k FE& X% merge ik,

R 5 B
o A



1. E3IEXCEB NS : Flashinfer & XA£5 top_k_renorm_prob /
top_p_renorm_prob f 37 JRiEZ 8] 9 —EMEARBURE kernel B cutoff 5 tie 18 X4RFF
faE; # Flashlnfer BT IRITH, capture @B RS RMHER—K, & PR AE&KN
RETET YRNEX, BKRM kernel FRAFEFMIRIL,

2. fTAZEN: X token BHEEXIFEZINEMNNA internal invariant failure (B
assert EiR) , MARIBEZIMABEIMT A, FELLERIELF I AR SN K,
AREREERERE,

3. selected_weight %£%&42: SYNC_TOKEN_IDS_ACROSS_TP = grammar 7&K
selected_weight # & None, & EEBETRF /G token EFiTHE logprob; FiZEEIZ
KRIEFSZI, SHI logprob Rk,

4. PyTorch B84k 8E: PyTorch REARFNESL batch #F / IR, fTREGHLREERME
2ZJa, opt-in fTORFRBETERMEITE, RETNET capture LA,

5. FERBBRIEEM: sampling_mask_max_top_k kR, &8 Hithk & IR ZF
BAWrE, PR AKRIRESIA, - ¥"W: XA return_sampling_mask B#IH FE&
FRIFFHRE, 1B mask REERFH—tie SWHRE. FBHE +1 15140 token; BRIAIEIZEL
RREEARZIHM, X RLINAEKEL: REFHIITFEENIRSH T logprob, EIK
JI— B IERM, SA%: capture ITERE opt-in &R A BIRITHIE AN [R, V], #iF
KIFE =T, XHEPA: 3L T “sampler & action space ME—ZE S RKIRBZITREN, I
HNES async D2H &5 overlap BE PR FE T IRS. - KRARD: REZROKRET
E, EimiEg X —BMERE , A XA BRBHRAELIK |, token R BEIZ logprob &4 ,
BRRAHEFE sampling_mask_max_top_k

R EXRK L
« PR #39164 Generalize auxiliary outputs: §3%F%: iZ PR EM T AN S HehiaH B4

(sampling_observer.py. auxiliary_output.py) , 54 PR EEXHaHELREH#HTE;
A PR 89 sampling mask IR A aux output BAKK—I %



