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replay batch,

. test/registered/unit/server_args/test_server_args.py (13t BTMR; %3] test; LKA
test-coverage; 5 TestCudaGraphPrefillMaxContextResolution, _make_args,
test_rejects_invalid_values_during_resolution) : BEZS MR : FEEIKSABIER
T XKENESRRZ,

- test/registered/unit/model_executor/runner/test_prefill_cuda_graph_padding.py (#£k
BMER; K5 test; A test-coverage; FE test_rejects_context_above_fixed_manxi
mum, test_unsupported_path_ignores_max_context_size) : B EZ#HBIRE% eager 5%
IR ARSI AEITEIAT A,

XS _validate_max_context_capacity, _ignore_max_context_size,
_batch_max_context_len, can_replay_locally, can_run_graph, capture_prepare,
_resolve_max_context_size, finalize_cuda_graph_prefill_max_context,
_build_forward_metadata, init_forward_metadata_for_breakable_cuda_graph_capture,
prepare_forward_metadata_for_breakable_cuda_graph_replay,
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python/sglang/srt/model_executor/runner/prefill_cuda_graph_runner.py

BB 5] max_context_size BB, FEARLE. TC_PIECEWISE/CP B8 RABE,
IR eager EIZH| E MUK ShapeKey W oHIREEE, ZEZE LT SUHHERZANE K,

# EE LT HEIERNNZOTFE: BRAZES eager B%,

# max_context_size kB --cuda-graph-prefill-max-context, EI3EZ|

# cuda_graph_config[prefill].max_context_size; A None BHMEIFIHITA,
# C4 RI| BIIRER R R ET XA B logits,

def batch_max_context_len(forward_batch: ForwardBatch) -> Optional[int]:
# thoeik CPU Il seq_lens_cpu, BREFERKZME GPU RF;
# FIAHMIER batch "TREGR CPU KE, B EERE| GPU KEFHR D,
seq_lens_cpu = forward_batch.seq_lens_cpu



if seg_lens_cpu is not None:
if torch.is_tensor(seq_lens_cpu):
return int(seq_lens_cpu.max().item()) if seq_lens_cpu.numel() > 0 else 0
return max((int(value) for value in seq_lens_cpu), default=0)
seq_lens = forward_batch.seq_lens
if seq_lens is None or seqg_lens.numel() ==
return None
# ZERRBRAKEXNRD, THTIEBWLEN bucket,
return int(seq_lens.max().item())

# can_run_graph W: REBZE EREXNSIHE batch RALETX, BRTLIBFH.
batch_max_context_len = (

self._batch_max_context_len(forward_batch)

if self.max_context_size is not None

else None

# can_replay_locally N: £—1&FK ETF B E iR LFREVEZ EE,
# HIAEBETE eager — FIRHATLEIETR max_context_size BER,
# BREASSFFBARBIERRI,
if self.max_context_size is not None:
if batch_max_context_len is None or batch_max_context_len > self.max_context_size:
return False

python/sglang/srt/layers/attention/deepseek_v4_backend.py

PRz BN EUR S BI% A C4 REI B logits B max_seq_len BEE LRRE; FIEEEHIRD
5 live context FF4t 57 H,

# DSV4 AR A EW: EE LT XuiiERAN LI &,

# B BR supports_prefill_cuda_graph_max_context_size = True, prefill runner
# A& —-cuda-graph-prefill-max-context £3%; C4 &3] & logits BIEIK

# B max_seq_len RE, HEAWEEIHAFIEE LRMIFERHZERET X,

class DeepseekV4AttnBackend(AttentionBackend, C4lndexerBackendMixin, ...):
use_captured_forward_metadata_for_breakable_cuda_graph: bool = True
supports_prefill_cuda_graph_max_context_size: bool = True

def build_forward_metadata(self, forward_batch, *, max_seq_len_override=None, ...):
# max_seq_len_override ERARANENERFE, FHEE getattr,
if max_seq_len_override is None:
max_seq_len_override = forward_batch.max_seq_len_override
if max_seq_len_override is not None:
max_seq_len = max_seq_len_override
if seq_lens_cpu is not None and len(seq_lens_cpu) > 0:
actual_max_seq_len = int(seq_lens_cpu.max().item())
if actual_max_seq_len > max_seqg_len:
# 5 runner Ml can_run_graph FLE&: (55 IR
# MREXBRKRB R, MARBREHBRRI,

raise ValueError(



"Prefill CUDA graph max context size is smaller than the "
f'live context: {max_seq_len=} < {actual_max_seq_len=}"
)
elif seqg_lens_cpu is not None:
max_seq_len = int(seq_lens_cpu.max().item())
else:
max_seq_len = self. MAX_SEQ_LEN_FOR_CAPTURE

python/sglang/srt/arg_groups/cuda_graph_hook.py

SRR EBRIZ . review ERIBBHTIZEM runner BEXE, i3 page XF. #EE FTX
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def _resolve_max_context_size(
* requested_size: Any, page_size: int, model_context_len: Optional[int]
) -> int:
# REhERRRAT: SEIELIEIEL, BIZ page_size M EXF (5IA KV ML T
#IBEX—3K) , ZRESHER context_len b, BHRIBRMIRBIER LR,
if requested_size <= 0:
raise ValueError("--cuda-graph-prefill-max-context must be a positive integer")
aligned_size = int((requested_size + page_size - 1) // page_size * page_size)
if (
model_context_len is not None
and model_context_len > 0
and aligned_size > model_context_len

raise ValueError(
"—-cuda-graph-prefill-max-context exceeds the model context length: "
f'aligned size {aligned_size} > {model_context_len}"

)

if requested_size |= aligned_size:

logger.info(
"Page-aligning prefill CUDA graph max context size %d -> %d "
"(page_size=%d).",
requested_size, alignhed_size, page_size,

)

return aligned_size

def finalize_cuda_graph_prefill_max_context(server_args: Any) -> None:
# PARHEAE page_size fRTZ )G ; MENTEE R B B Phase.PREFILL.max_context_size,
# HARIEE key 3% token-only, 3| ANEASMY shape B,
cfg = resolving_view(server_args)
requested_size = cfg.cuda_graph_config.prefill.max_context_size
if requested_size is None:
return
page_size = cfg.page_size
assert page_size is not None and page_size > 0, (
"page_size must be resolved before prefill CUDA graph max context size"



max_context_size = _resolve_max_context_size(
requested_size=requested_size,
page_size=page_size,
model_context_len=model_config_of(server_args).context_len,

)

logger.info(
"Prefill CUDA graph max context size: %d; graph keys remain token-only.",
max_context_size,

)
declare_resolution(
server_args,
" finalize_cuda_graph_prefill_max_context",
cuda_graph_config=with_phase(
cfg.cuda_graph_config, Phase.PREFILL, max_context_size=max_context_size

)
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% %1718 "Do not use getattr" / "pls be careful about the use of getattr. refer: .
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finalize_cuda_graph_prefill_max_context, 33t declare_resolution EBARAESE,
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BT 23 L3 APPROVED,
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o BHPENTIZ BRI server args B (design): #@#riT#4 3| cuda_graph_hook.py By
finalize_cuda_graph_prefill_max_context, &3t declare_resolution EBHRNEE,

. context bucket £&FBE NS (correctness): FARR B E— max_context_size, %
% bucket HR/RMFIK, B key fRFF token-only; ZERIEREIRITURSR T H R,

- ¥ E&%—A cuda_graph_prefill_max_context (design): FEE £ R E
--context-bucket B4, PR body [ & #,
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- ¥EDERR (style): SYChen123 E £ "Done!" 34501,
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TTFT M 1075.57ms F&%E| 830.93ms, #IAGHM 278k ##FAZF| 306k token/s; UkzZAX
EERNREZSIKITERR, BRIMTARE, THREMRVET, RAAEEAGEM: g
supports_prefill_cuda_graph_max_context_size ZAFER, HEBLERIA False, XEX¥ 5
SEOAFE H LM, MNEL4EM: ForwardBatch.max_seq_len_override fX 4% FRA#KIEE
B, AEMERNEE LT XEBFEET TEANG, - Rt B ERZHIER
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INTRA_NODE_NVLINK path: ElJ8 DSV4 K batch %R aEeES EG ML, BERN X
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