PR #36278 BEIRLE

sgl-project/sglang
[XPU] Add xpu forward in Gemma3RMSNorm & Add test and benchmark for Gemma3RMSNorm
&3mtE: 2026-09-11 10:32

JRSCEERE: http://prhub.com.cn/sgl-project/sglang/pull/36278

MRS

- —A3E: Gemma3RMSNorm #3 XPU forward, ##NF 2D/3D/4D MRAE £

- EDME: EEHEIER, ERT/ASEEFE4ST, TREXNR, BWNEAXE=A: (1)
forward_xpu =4 % HERE——H1+4 3D/4D RIE residual is None Bt #E kernel,
U R 3X A5 CUDA X =AEX A X; (2) _run_gemma3_rms_norm_test B
non_contiguous A%, TEIEM Gemma3 g_norm/k_norm ESZME R FEND ;
(3) review & B HIRAR B RI——RE B FMIRIKIE test/manual TSEFEK CL 118, EE4
EZERAXERG, NBH#E #32093 WHURIEA XPU nightly, HAMNERFEIE B LKA "
other dim == 1" J8, 3 BAH sgl-kernel-xpu BITRIRAR AL E,

TN EES BAL

PR body FABAULEASHHL: AHF 5| AES Gemma3RMSNorm BT FEMR, EH
sglang-kernel-xpu BJJF#68:% 4D IR ("since the 4d shape is accepted in
sglang-kernel-xpu") . BRI Gemma3RMSNorm RA&
forward_native/forward_cuda/forward_cpu/forward_hip/forward_npu &4 %, XPU F&&k
MDEIIELI; REIA forward_cuda {3 x.dim() == 2 EAMEHE T, f1 Gemma3 By
g_norm/k_norm SZFRPEANBIZME T gkv IKE WL H unflatten HREY 3D/4D JEE LA,
AEZL XY BAEE ZFHFHFRAMREMX—IT A, issue I8 F CaoE $5H 1% PR "Depends
on sgl-project/sgl-kernel-xpu#367", 1EE#HIAKE PR 28& 3,

SCEL AR

1. 9% ANB5%%: python/sglang/srt/layers/layernorm.py F#) Gemma3RMSNorm #k&
BaseFusedOp, mfTHEAFZIR&3%$F forward_native / forward_cuda / forward_xpu &7
7%, forward_native 4 PyTorch 2253, (4% x + residual, B FP32 V3—1t, &
output * (1.0 + self.weight.float()) 3% x By dtype #E) , LWEAFEL X HEKEE
12,

2. BB (+13 4T7) : #¥E forward_xpu, D=f1ENR——residual is not None and
x.dim() == 2 @A gemma_fused_add_rmsnorm RHME I x 5§ residual HRE_F, 5
CUDA &% iEX —3X; residual is None and x.dim() in (2, 3, 4) @A gemma_rmsnorm
, JERFULEA XPU kernel AR BB FRISHEE, KF Python Ml reshape, XZAAX
forward_cuda R & #F dim == 2 (9XBY &, HRKRASE (7F residual B3k 2D, #EFRE
2/3/4 ) [E% forward_native, fRiEIEFAME,



3. MEREEE: test/manual/layers/test_layernorm.py ¥ TestGemma3RMSNorm (
+173/-1) , setUpClass B4 CUDA sk XPU {£— T HEIHAT, FHE default device $13|
MRFE; _run_gemma3_rms_norm_test VL forward_native AEE, H
torch.allclose(atol=1e-2, rtol=1e-2) R / R4 residual BIHIH ;
non_contiguous=True 2% A .unflatten(-1, (num_heads, head_dim)) £ Gemma3
g_norm/k_norm M1 HB9IEZELME, BBl A test_gemma3_rms_norm_2d/3d/4d 5
test_gemma3_rms_norm_3d_unflatten/4d_unflatten F4H,

4. 1% review WSK: commit 3 B RVEZ SBMSZINGMR (f9c6db2) , BMZEEMNRS
benchmark (ad1801a) , BEEMIFR bench_gemma3_rmsnorm.py (e8dfd3c) , &E&
CaoE BIRN4E/ NURSHAEMRE (002e307) o & PR 2 benchmark A, PR body
B Speed Tests WARIEHN N/A,

5. BHEISIE: PR body 41 test/registered/kernels/test_fused_op_dispatch.py 56 passed.

test/manual/layers/test_layernorm.py 5 passed / 3 skipped / 194 subtests passed; 1E
FEEE mingfeima BRHIAKRSIREIE pytest R, TERIKIMN,

R

« python/sglang/srt/layers/layernorm.py ({3 J3—{LE; 2K 5| source; £ core-logic;
5 Gemma3RMSNorm.forward_xpu, Gemma3RMSNorm.forward_cuda,
Gemma3RMSNorm.forward_native) : #Z R KsN: A Gemma3RMSNorm #r3g
forward_xpu, EX XPU Lt 2D/3D/4D I NBTH
gemma_rmsnorm/gemma_fused_add_rmsnorm MR TEE% forward_native, EARIh
BEBY E 1K,

« test/manual/layers/test_layernorm.py (#3& )3—1LMR; K5 test; FEA test-coverage
;. {55 TestGemma3RMSNorm, TestGemma3RMSNorm.setUpClass,
TestGemma3RMSNorm._run_gemma3_rms_norm_test,
TestGemma3RMSNorm.test_gemma3_rms_norm_2d) : # 3% TestGemma3RMSNorm (
+173/-1) , W forward_native AEEEZE 2D/3D/4D. residual A& 53IEEL:
unflatten FLE, EAR XPU SZIHHE—IIEF B ; RHZ XA T test/manual, &&5
Cl,

XS Gemma3RMSNorm.forward_xpu, Gemma3RMSNorm.forward_native,
Gemma3RMSNorm.forward_cuda, TestGemma3RMSNorm.setUpClass,
TestGemma3RMSNorm._run_gemma3_rms_norm_test,
TestGemma3RMSNorm.test_gemma3_rms_norm_2d,
TestGemma3RMSNorm.test_ gemma3_rms_norm_4d_unflatten

R A B

python/sglang/srt/layers/layernorm.py

ARG ER SN . A Gemma3RMSNorm #3¢ forward_xpu, EX XPU Lt 2D/3D/4D #AZT
£ gemma_rmsnorm/gemma_fused_add_rmsnorm WL KA EI% forward_native, ZAKIh

ey F1K,
Gemma3RMSNorm B &L &5 #H3E XPU 4%



class Gemma3RMSNorm(BaseFusedOp):
# __init__ TR%E self.weight / self.eps, # £ self._norm f FP32 V3—1k

def forward_native(self, x, residual: Optional[torch.Tensor] = None):
# 4 PyTorch 2% 523, FiAFENEREZR, WEMRENMREEL
if residual is not None:
residual = x + residual # FERM: FERKE, FLTFXARATAS
x = residual
output = self._norm(x.float())
# Llama & x.to(float16) * w, Gemma3 & (x * w).to(float16)
# W https://github.com/huggingface/transformers/pull/29402
output = output * (1.0 + self.weight.float())
output = output.type_as(x)
return output if residual is None else (output, residual)

def forward_cuda(self, x, residual: Optional[torch.Tensor] = None):

if residual is not None:
# decoder 9 residual & token-major B3£4:H8; & kernel R B IR NKE:
# x ZRIT—1LEH, residual T x + residual T~ —E#EH
gemma_fused_add_rmsnorm(x, residual, self.weight.data, self.eps)
return x, residual

if x.dim() == 2:
return gemma_rmsnorm(x, self.weight.data, self.eps)

#3728 : CUDA MlFE 2D MIAIEE R native, IX2E5 XPU XWX @RER

return self.forward_native(x)

def forward_xpu(self, x, residual: Optional[torch.Tensor] = None):
if residual is not None and x.dim() ==
# 5 CUDA &2 XIEX—3: RHMEE x 5 residual, BRLFIPDE
gemma_fused_add_rmsnorm(x, residual, self.weight.data, self.eps)
return x, residual
# XPU kernel RIS BITHFERISHEE, Eib 2D/3D/4D #RaEE TS kernel,
# REE Python Il reshape (3R sgl-kernel-xpu#367 #&KE 89 4D Fok X )
elif residual is None and x.dim() in (2, 3, 4):
return gemma_rmsnorm(x, self.weight.data, self.eps)
# HRAE (7 residual B93E 2D, £E AR 2/3/4 W) E%E|4 PyTorch, fRIEIEHME
return self.forward_native(x, residual)

def forward_musa(self, x, residual: Optional[torch.Tensor] = None):

# sgl_kernel By gemma norm EF& MUSA tBEWZE, SEA CUDA KZ
return self.forward_cuda(x, residual)

XPU 4% 483 CUDA 2% Z#&FF 3D/4D, KM= residual + 3F 2D H-EKRERMELESREA
=% native, X—EREENEIRENMRAEE SLFEPEHEE IR,
test/manual/layers/test_layernorm.py

13 TestGemma3RMSNorm (+173/-1) , VA forward_native AEEEZ 2D/3D/4D.
residual &5 3EE4L unflatten LA, EBAR XPU SZIAIrE—IEFEL,; REHZ XA T



test/manual, %5 CIl,

TestGemma3RMSNorm: FIREMS AL ARABSEN

class TestGemma3RMSNorm(CustomTestCase):
""BE 2D/3D/4D BN, B Gemma3 B g_norm/k_norm SZFRREHEREY
EEL ("unflatten") FAR: A .split() + .unflatten() AEFEH) gkv
KEEVHOK A, MSEETEEFR 2D, "

ADD_RESIDUAL = [False, True]
SEEDS = [0]

# 2D 3= (batch_size, hidden_size, dtype) A&
SHAPE_DTYPE_2D = [

(batch_size, hidden_size, torch.float16)

for batch_size in [1, 19]

for hidden_size in [1152, 2560, 3840, 5376]
1+

(19, 1024, torch.bfloat16),

(19, 1024, torch.float32),

(2, 32768, torch.float16),

BATCH_SIZES_3D = [1, 4]
SEQ_LENS_3D = [1, 74]
HIDDEN_SIZES_3D = [512, 1024]
DTYPES_3D = [torch.float16]

NUM_TOKENS_4D = [1, 7]

NUM_HEADS_4D = [1, 4, 8]
HEAD_DIMS_4D = [64, 128]
DTYPES_4D = [torch.float16]

@classmethod

def setUpClass(cls):
# CUDA / XPU A£— I FBIZAT, default device FEF & 41#,
# kR — 1t ABIREES CUDA 5§ XPU R SZILERZ
if not (torch.cuda.is_available() or torch.xpu.is_available()):

raise unittest.SkipTest("Neither CUDA nor XPU is available")

device = "cuda" if torch.cuda.is_available() else "xpu"
torch.set_default_device(device)

def run_gemma3_rms_norm_test(
self, shape, add_residual, dtype, seed, non_contiguous=False

torch.manual_seed(seed)

hidden_size = shape[-1]

layer = Gemma3RMSNorm(hidden_size).to(dtype=dtype)
layer.weight.data.normal_(mean=0.0, std=0.1)

scale =1/ (2 * hidden_size)



if non_contiguous:

# EIMESAATAS: M total_heads NREFTKE BV H num_heads 43k,

# B unflatten &R (..., num_heads, head_dim), £REE2FT#HFHIEELNE

*lead, num_heads, head_dim = shape

total_heads = num_heads + 3

full = torch.randn(*lead, total_heads * head_dim, dtype=dtype) * scale

x = full..., : num_heads * head_dim].unflatten(-1, (num_heads, head_dim))
else:

x = torch.randn(*shape, dtype=dtype) * scale

residual = torch.randn_like(x) * scale if add_residual else None

with torch.inference_mode():
ref_out = layer.forward_native(x, residual) # 4 PyTorch %523,
out = layer(x, residual) # FE&0 %052, (CUDA = XPU)

# AN XERMKE x / residual, EAHEE ref_out B kernel JRA
if add_residual:

self.assertTrue(torch.allclose(out[0], ref_out[0], atol=1e-2, rtol=1e-2))

self.assertTrue(torch.allclose(out[1], ref_out[1], atol=1e-2, rtol=1e-2))
else:

self.assertTrue(torch.allclose(out, ref out, atol=1e-2, rtol=1e-2))

JE&: 3D/4D 5 ADD RESIDUAL=True B4B-& & XPU L £ ES% forward native, iXib
subTest SZfrHF KRB E XPU BEERD Ko

i B
A5 review F 3 ZRELIFLBXA, TWEPENMNRTCEEMRZE L, KX forward_xpu 523
AFEHRFEN:

1. MERAE: CaoE £ TestGemma3RMSNorm 2K E X &t 1E "Can we reduce the size
and choose only the smallest set to shorten the test time ?", &L [UPDATE]
smaller test cases for gemma3 #&#XREMN, #%4/NT 2D/3D/4D 95 %k4EME (40
NUM_TOKENS. HIDDEN_SIZES. HEAD_DIMS B{EZ’)) .

2. MREZEZ Cl: mingfeima EEANTREE "this file is manual test, which will not be
launched in CI. Do you check locally?", BEfg XPU 4 &&r CI [1£; EEEE "Yes.
The pytest results before and after are aligned and there are no failed items.", {4
HISUFERIRYE, CaoE 5 mingfeima )52 5] APPROVED,

3. IKFATE : issue P8 F CaoE T3k sgl-project/sgl-kernel-xpu#367 k&% %, 1EEHIA
&%t PR 6354 E& 4D RaEA.

MRSFEER K, FERNREF/NEEUEENIRAE A (testing): /FE X commit
[UPDATE] smaller test cases for gemma3 (002e307) #4&/NS3k4EME, reviewer REiR
H &I 1B4/NG HIDDEN_SIZES 3D/NUM_HEADS 4D EA# "other dim == 1" 338
KEDEE,

o MEIRXHALTF test/manual, A& CI #]AT (testing): reviewer 2 AMIRIEFHF
APPROVED, {8 XPU %237 CI 11%; ZFERKIATIFFR #32093 BHUREAN



registered/XPU nightly,

« Xt sgl-kernel-xpu#367 HESERK (other): R ESF, 18 python MY
pyproject_xpu KB RUKE sgl-kernel-xpu FRIRIRA, BITIRIER AR — AT RE B 5L

RS B
o NS

1

6.

SR RHCI (REENFE) : mingfeimabBA#ats Htest/manual/layers/test_layernorm.

py A& Cl fike, Et forward_xpu BYEFME R EEHE ARMEIE, FEE XPU
kernel 7T A BaseFusedOp 24 Z AT, Cl Tx4ANE)I; BEFBEAILLEE
AB MR XPU nightly 8946 (Zm #32093 12 dumper MiR#EEAN XPU nightly) .

. Xt sgl-kernel-xpu FRAEIEFRRNIKEL: forward_xpu ¥ 3D/4D L EH#E AR

gemma_rmsnorm, RIIZEFFE wheel By kernel XEFHBIRFLEE R
sgl-kernel-xpu#367) , RS EZABENIFMRRATIRAR, HBITIREEZEIBR
kernel, T8EHIBITHAREE AT AR —EK, M python/pyproject_xpu.toml 3K [
K EAR R

EHIE XA X forward_cuda AR x.dim() == 2 & kernel, XPU &% (2, 3, 4),
F—#ERE CUDA 5§ XPU EEXRRRBERZ, BREIMEEFZRAELE—FEEN, B
& =3 A B E AL,

. residual + 3 2D £ XPU £ FRE LRSS : CUDA # residual 2 X F X404 E R4 A

gemma_fused_add_rmsnorm, i XPU R dim == 2 @&, 3D/4D 4 residual &E
% forward_native HHIMIELIKE, GEMEEERSEX (RBEH vs FTEKE) £

=]
Fto

CMRSERS S BEARRD . B/NAFIFERT hidden_size=1 SEB1E, 1B

HIDDEN_SIZES 3D kA% ¥ "hidden_size=1 exercises the ... 'other dim == 1"
shape" B97F8, NUM_HEADS_4D/HEAD_DIMS 4D MRIZEITBFMILL LK, BH=2F
JE GBI, AN RRIRE &SSP 5.

MRBEEX: 3D/4D 5 ADD_RESIDUAL=True BI4B4&7& XPU LRA&E
forward_native, BRiX% subTest TLIEFIE XPU Bb&4 % ; XPU kernel BOARRE & 52
FrR%TE residual is None B 2D/3D/4D £, - ®": X XPU AF: Gemma3 A %|#
& (BHE g_norm/k_norm B89 3D/4D JesEL1H) 7 XPU EM Python =% B2
3| sgl-kernel-xpu RE&HF, M Python Ml reshape 5Z TRITHFAH, &
Gemma3 ¥ XPU LT AMS AN, X CUDA/NPU SHMF G : BLELHH, B
F#EFE 5%, W BaseFusedOp WREQLIZFEHEF, WNRIAER: FEH
TestGemma3RMSNorm &R test/manual TAREE CI, {EH setUpClass R X
CUDA/XPU, HJE43t# 3| registered/XPU nightly $## T THEZ ARG5S
forward_native XTEEFE A, XHEAMME: X sgl-kernel-xpu MRAEE A 89 X — K&\
K&, EE XPU fIPEE kernel A% / BRNFEND XE, - REARIT: MRAFE CI B
=, RBIMRSE kernel RA , BFELZMIBEX A X , MREFRESHARN |, JE 2D
WIRERAZMREER  MIREEFEEX

KRR EE



« PR #32093 [XPU] Adapt device agnostic API usage: B4 XPU &L X ekiE, F57%E
T 1 test/manual T BYIREHEFZMIRZEAN XPU nightly BIfs%, EEA PR MR % & REAK
SR E,

« PR #37394 [xpu] install xpu-kernel by released wheel: XPU kernel SR ALZEEH X
wheel, 7 PR 8 forward_xpu EIZFEKFEIIZ wheel F gemma_rmsnorm Xt 4D FSIRE X 3%
, ZHFRERE XPU BITHERE 1L R,

« PR #32798 DFLASH support added for XPU: 2 XPU F& AN THE LR /
HBIUMERE PR, (A3 XPU ThEEAME FRIER BIF4LT BIKE.



