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MTRE

. —AJiE: XPU IR FP8 &Mk A torch scaled_mm, HFHEA scale HiE

 BEME: EERIR BEEAREETAE, MEZLAIBRRAR: —BRABRSEE (B
F e Xkt dispatch_auto_backend MIETNE, HRIEER backend [ EZE) , XE
REWEE B HEERRAPEENAY; —2A AT API torch.nn.functional.scaled_mm
+ ScalingType B R %3k activation 5§ weight BE block scale B2 A, Bifhh
torch._scaled_mm XBFEHE%, TiXMEESRIRREMERELT; =2 scale 9
transpose-contiguous #1tLiRRIZE| process_weights_after_loading_block_quant, &8
ey TRABEARRMEE b, BIEEANE: XPU L Triton vs scaled_mm 89ZERITEL
FAE. EIRZLIEH torch AR / BB R, UKFIARR w8a8_block_fp8_linear Z4M%
A HAMIRER weight_scale_inv B9H B FIRFATIELA R,

Th RES EAL

PR body BA#E H5h#L: "Enable the native Torch scaled_mm path for block-wise FP8
linear on Intel XPU. The existing XPU path relies on the Triton block-FP&
implementation which is slower than scaled_mm." BRZE Intel XPU L3R4k FP8 (
DeepSeek 2£ [128, 128] REEA) &ME BHIE Triton LI, MHEEFRL torch R4
scaled_mm, BE#e kernel 4b, body FAFE T F Lol L&
process_weights_after_loading_block_quant MMEE—>X M1t transpose-contiguous By
block scale %, "avoids repeated forward-time contiguous/copy_ operations inside

torch scaled_mm", &4 BRMMAAEEZIRB N EHA,

TR

1. FrER O EF 523, (python/sglang/srt/layers/quantization/fp8_utils.py, g
torch_w8a8_block_fp8_linear, +56 1T) . RELEMAESHRE: block_size AMEK
EA 2 8 list/tuple, B block_k #ZA 128, block_.n REEE 1 5% 128 (EMTERNIEL
MXFP8 8 [1, 32]. [64, 64] 4 E) . FEEMHRIE block_n EFEREME S (
BlockWise1x128 / BlockWise128x128) , & input reshape & 2D, input_scale A
None B per_token_group_quant_fp8 Mz &N, TN EHIZEERMEMNER,; Xt
g_input 5 weight R stride(-1) |= 1 Bt>4 contiguous, &/&EIAA
torch.nn.functional.scaled_mm (activation 188 BlockWise1x128) , #iBig/gia
batch £JE view Bk, X—3FRET XPU L3k FP8 MY FrEEAT A S MEBE,



2. BNRLE (RX dispatch_w8a8_block fp8_ linear / _dispatch_auto_backend) . *
BUEEBNLE . BAMRAIE if _is_xpu: return torch_w8a8_block fp8_linear #&XIE
dispatch_w8a8_block_fp8_linear R {ATs, <1k --fp8-gemm-backend=triton %K ;
AN _dispatch_auto_backend() B npu_w8a8_mxfp8_linear 2% Z 5.
triton_w8a8_block_fp8_linear JEZ HIFEA elif _is_xpu, FFEP EHRBATBEAMLL
FEH|k (FE "6. XPU (Intel GPU, PyTorch torch._scaled_mm)", Triton &R 7) . Xt
B R backend #%1FRIBMLE, BERT XPU A% B F G, HMWFeE0XINFZLARE,

3. REmBEAR R KE (python/sglang/srt/layers/quantization/fp8.py,
process_weights_after_loading_block_quant, +24 1T) . #FEFIELHF is_xpu() B
self.w8a8 block fp8_linear is torch_w8a8_block fp8 linear B self.weight_block_size
in ([1, 128], [128, 128]) A layer.weight_scale_inv.ndim == 2; 4% EH
torch.empty_strided(scale.shape, (1, scale.shape[0])) ¥3&% BE 4L buffer. copy_ N
RJIGHEN layer.weight_scale_inv.set_ B#J&E storage, AKX [128, 128] &2
wrapper &1 weight_scale.t(). [1, 128] B&12 scaled_mm HNERXIEE scale_b, FFES
HEE N AR A P ARES N, FTERA dispatch R MHIBTERE A B
triton REARIREKMA R

4. MRELE (test/registered/e2e/xpu/test_xpu_fp8_linear.py, 3 336 1T) . XHH
register_xpu_ci(est_time=20, suite="stage-b-test-1-gpu-xpu") ST Mt; 3=t
reference_block_fp8 matmul R ELSESH, HEE
test w8a8_block_fp8_dispatch_on_xpu (KiE B sy SR E
torch_w8a8_block_fp&_linear ik Triton) . IR / £E (M=1/8/17. 2D/3D. FEiELE
3D) . MEfEA. FEEL strided LA, FEX block_size 34, IEH S weight_scale (
N I=K) . #ERE. [1, 128] BF 5 load EREFMN (rtol=0, atol=0) ,

5. SEEWKSE R EBRE, commit "just keep block fp8 changes" B HI—FF kzh 8y
use_rowwise_torch_scaled_mm XPU 4% (return torch_release >= (2, 13)) M PR &
B, Ek5H RBAE block FP8; fp8.py B9 import 51| &A48 & #7 3%
torch_w8a8_block_fp8_linear, BXahREMIXPU, RisKAL(TE BN schema KIRBH A,

R

« python/sglang/srt/layers/quantization/fp8_utils.py (#3k &LMERE; 5| source; 2%
i core-logic; &5 torch_w8a8_block fp8_linear, dispatch_w8a8 block_fp8_linear,
_dispatch_auto_backend) : #3% torch_w8a8 block fp8 linear EF5H, FHiE
_dispatch_auto_backend R XPU EANRA D X ; BEARMEEBRENZOSSTFEHXRAR
XA,

« python/sglang/srt/layers/quantization/fp8.py (#ik REEML; 25| source; £
core-logic; 5 process_weights_after_loading_block_quant) : &
process_weights_after_loading_block_quant 33 XPU B8 weight_scale_inv # &
LA, EEPREIM contiguous/copy BYXEEBLEKE.

. test/registered/e2e/xpu/test_xpu_fp8_linear.py (iR &MEMR; K7 test; KA
test-coverage; 45 reference_block_fp8_matmul, TestXPUFP8Linear, setUp,
test_ w8a8_block_fp8&_dispatch_on_xpu) : 38 336 4T XPU E3UNX, BEIRAXKH.
AR/ . TEM. EELEME. E% block_size 5 load BERBEEM, B4 PR HIRIE



HE&%,
XS torch_w8a8_block fp8_linear, dispatch_w8a8_block_fp8_linear,
_dispatch_auto_backend, process_weights_after_loading_block_quant,
reference_block_fp&_matmul, test_w8a8&_block_fp8_dispatch_on_xpu,
test_torch_w8a8_block_fp8_linear_numerical_accuracy

RPERRD B

python/sglang/srt/layers/quantization/fp8_utils.py

3 torch_w8a8_block_fp8_linear EF52, 7 _dispatch_auto_backend # k4 XPU #&
NRE S X BARMEREBRENZ S 2F 6 AR,

# python/sglang/srt/layers/quantization/fp8_utils.py
# XPU E3RIR FP8 &R MBIFSZH: A torch JRAE scaled_mm B Triton block-FP8 kernel,
def torch_w8a8_block_fp8_linear(
input: torch.Tensor,
weight: torch.Tensor,
block_size: List[int],
weight_scale: torch.Tensor,
input_scale: Optional[torch.Tensor] = None,
bias: Optional[torch.Tensor] = None,
) -> torch.Tensor:
"""Run block-FP8 linear with Torch's scaled_mm implementation."""
# block_size MR TTEX, EN/EHEAAER block_n, block_k &£&#2RH $8
if not isinstance(block_size, (list, tuple)) or len(block_size) = 2:
raise ValueError(
f"XPU block-FP8 scaled_mm expects a two-dimensional weight_block_size, "
f'but got {block_size}"
)
block_n, block_k = block_size
# block_k #41A 128 (MXFP8 8y [1, 32] EMARERIEL) , block_n RI&F 15 128
if block_k != 128 or block_n not in (1, 128):
raise ValueError(
"XPU block-FP8 scaled_mm supports weight_block_size [1, 128] or "

f'[128, 128], but got {block_size}"

# REMB AR block_n ¥1#e: [1, 128] A BlockWise1x128, [128, 128] A BlockWise128x128
scale_b_recipe = (
torch.nn.functional.ScalingType.BlockWise1x128
if block_n == 1
else torch.nn.functional.ScalingType.BlockWise128x128
)
# scaled_mm RAE 2D R, LEEZMBREERF, &HEHE view HE
input_2d = input.reshape(-1, input.shape[-1])
if input_scale is None:
# KWEM: WA per-token-group EfL; activation 18X 1 x block_k B4
g_input, activation_scale = per_token_group_quant_fp8(input_2d, block_k)



else:
g_input = input_2d
activation_scale = input_scale.reshape(-1, input_scale.shape[-1])

# A stride(-1) H¥fa A<= is_contiguous(), BELMNKEREWSHE R
if g_input.stride(-1) 1= 1:
g_input = g_input.contiguous()
if weight.stride(-1) = 1:
weight = weight.contiguous()
weight_t = weight.t() # BEME, TFEN
#1128, 128] HXBEER#EE scale_b; [1, 128] Bte scaled_mm RILZHRIEE,
# BEAMBATHA N EELEAME, ARERASRAE~LRREN

scale_b = weight_scale if block_n == 1 else weight_scale.t()
output = torch.nn.functional.scaled_mm(

q_input,

weight_t,

activation_scale,

torch.nn.functional.ScalingType.BlockWise1x128,

scale_b,

scale_b_recipe,

bias=Dbias,

# MEMLBMAL input BEE fp8, XMERIEZEHME dtype

output_dtype=torch.bfloat16 if input_scale is not None else input.dtype,
)
# ERIAA AR batch #E

return output.view(*input.shape[:-1], weight.shape[0])

# python/sglang/srt/layers/quantization/fp8_utils.py
# BahR&: XPU 9 XWZIEHRAE NPU Z /5. Triton ¥R Z A,
# REFF L FE fp8-gemm-backend BB R3ik+F, AMAF ERIEE triton B
# MALREIXE, XPU BRVMES AP BEZRERREMEITER,
def _dispatch_auto_backend() -> Callable:
"""Auto-select the best backend based on hardware capabilities."""
# Priority order for auto selection:
# 1. DeepGEMM (if enabled and available)
# 2. FlashInfer TRTLLM (if Blackwell GPU and Flashlnfer available)
# 3. CUTLASS (if SM120 GPU and CUDA 12.8+)
# 4. AITER (if AMD GPU with AITER enabled)
# 5. NPU (Ascend)
# 6. XPU (Intel GPU, PyTorch torch._scaled_mm)
# 7. Triton (fallback)

if deep_gemm_wrapper.ENABLE_JIT_DEEPGEMM:
return deepgemm_w8a8_block_fp8_linear_with_fallback
elif get_platform().is_blackwell and is_flashinfer_available():
return flashinfer_gemm_w&8a&_block_fp&_linear_with_fallback
elif get_platform().is_sm120:
return cutlass_w8a8_block_fp8_linear_with_fallback
elif _use_aiter:



return aiter_w8a8_block_fp8_linear
elif is_npu_arch35():
from sglang.srt.hardware_backend.npu.quantization.linear_method_npu import (
npu_w8a8_mxfp8_linear,

return npu_w8a8_mxfp8_linear
elif _is_xpu:
# ¥ H X Intel GPU BRIAZE torch scaled_mm, FREEZ| Triton
return torch_w8a8_block_fp8_linear
else:
return triton_w8a8_block_fp8_linear

python/sglang/srt/layers/quantization/fp8.py

¥E process_weights_after_loading_block_quant F#3¥¢ XPU £EH# weight_scale_inv ¥ &
ESEMEML, EEMREIA contiguous/copy BIXEEELEKS,

# python/sglang/srt/layers/quantization/fp8.py
# LT Fp8LinearMethod.process_weights_after_loading_block_quant BJE2E,
# RIR AITER preshuffle %2 /&, RXt XPU + torch scaled_mm Ja3m4 3K,
if (

is_xpu()

and self.w8a8_block_fp8_linear is torch_w8a8_block_fp&_linear

and self.weight_block_size in ([1, 128], [128, 128])

and layer.weight_scale_inv.ndim ==

# 1R3¥F checkpoint B3B3 IR [N-blocks, K-blocks] RZ, RIBAEAERRREE B4
# (stride = (1, N)) : [1, 128] F scaled_mm SR E scale_b,
# [128, 128] T wrapper £ NBIZ scale_b.t(), FAPEH ZRE A EERATAMH
# contiguous/copy_. EA w8a8_block_fp8_linear B dispatch RE, AFPEXNIEZE
# —fp8&-gemm-backend=triton B}t H X R&dd, REIEXFFRE,
scale = layer.weight_scale_inv.data
scale_b_is_contiguous = scale.t().is_contiguous()
if not scale_b_is_contiguous:
scale_reordered = torch.empty_strided(
scale.shape,
(1, scale.shape[0]), # FtL B, SMT transpose-contiguous
dtype=scale.dtype,
device=scale.device,
)
scale_reordered.copy_(scale)
# set_ BEEBMIEE storage: IR, dtype. EKEHARE, KA stride Tt
with torch.no_grad():
layer.weight_scale_inv.set_(scale_reordered)

test/registered/e2e/xpu/test_xpu_fp8_linear.py

¥ 336 4T XPU £IUNR, BERLEH., B/ LE. mEh, EEEO0B. B%
block_size 5 load B RSN, ZA PR BIIEELK,



# test/registered/e2e/xpu/test_xpu_fp8_linear.py
register_xpu_ci(est_time=20, suite="stage-b-test-1-gpu-xpu")

class TestXPUFP8Linear(CustomTestCase):
def setUp(self):
# 5% A XPU BUIFEE# skip, #% CPU-only CI LR &M
if not torch.xpu.is_available():
self.skipTest("XPU is not available")
self.device = "xpu"

def test_ w8a8 block_fp8_ dispatch_on_xpu(self):
"""Verify dispatch_w8a8_block_fp8_linear routes to torch_w8a8_block_fp8_linear on XPU.
dispatched_fn = dispatch_w8a8_block_fp8_linear()
# W BRIERALE R scaled_mm 3%, AR Triton BJK;
#IXEMERNSET _dispatch_auto_backend F XPU /X8 E
self.assertls(dispatched_fn, torch_w8a& block_fp8_linear)

def test_torch_w8a8 block_fp8_linear_numerical_accuracy(self):
"""Compare torch_w8a8_block_fp8_linear with dequantized baseline on XPU."""
M, K, N = 16, 256, 256
block_size = [128, 128]

x = torch.randn(M, K, dtype=torch.bfloat16, device=self.device)

weight = torch.randn(N, K, dtype=torch.bfloat16, device=self.device).to(
torch.float8_e4m3fn

)

weight_scale = (
torch.rand(N // 128, K // 128, dtype=torch.float32, device=self.device)
+ 0.1

)
bias = torch.randn(N, dtype=torch.bfloat16, device=self.device)

out_torch = torch_w8a8_block_fp8_linear(
x, weight, block_size, weight_scale, bias=bias
)
# FIME load Z/EWHEEES: layout, M fp8.py B set HIBEMTES
weight_scale_post_load = torch.empty_strided(
weight_scale.shape,
(1, weight_scale.shape[0]),
dtype=weight_scale.dtype,
device=weight_scale.device,
)
weight_scale_post_load.copy_(weight_scale)
out_post_load = torch_w8a8_block_fp8_linear(
X, weight, block_size, weight_scale_post_load, bias=bias
)
# rtol=0/atol=0: HFKELHERZETETELE K FAATEMBREZRS



torch.testing.assert_close(out_post_load, out_torch, rtol=0, atol=0)

# B REMNSELZILY, BAETAE NBEEHRME
g_input, input_scale = per_token_group_quant_fp8&8(x, block_size[1])
out_ref = reference_block_fp8_matmul(

g_input, input_scale, weight, block_size, weight_scale, bias=bias
).to(torch.bfloat16)

torch.testing.assert_close(out_torch, out_ref, rtol=0.05, atol=0.1)

PR AL

FEHE 5 XILRTW, EELE DREIF] [THAM4 APLL Tblock scale 38X =%, @
rahulvijayaraghavan # CHANGES_REQUESTED ##8H "To support
—-fp8-gemm-backend=triton, check need to be below line 573", {EZKE/ZIE XPU H| kA
dispatch_w8a8_block_fp8_linear &R AN _dispatch_auto_backend(), #E £ "dispatch
for torch_w8a8_block_fp8_linear is moved to _dispatch_auto_backend()'s @ REl—
reviewer XA PyTorch AFX#4 API, /EEEE "Updated.", AW BEZMH
torch._scaled_mm(scale_a=..., scale_b=..., out_dtype=...) B&A
torch.nn.functional.scaled_mm L & %%k + ScalingType B4, FIRFMET if
isinstance(output, tuple) 2% (FRIEE "Check may not be required, since out is
always Tensor") , @ polisettyvarma 3&8] "can we use 128x128 directly?", 1EEAERZF
activation MIAE4&E A SGLang B9 1 x block_k per-token-group AE (scale Ik [M,
K/128]) . BlockWise128x128 R{ERT#H E/EH weight operand, MXFP8 %#& 1 x 32 B
B4 block_k B 4, @ polisettyvarma B REI KL BMG XM ("what happens on
unsupported devices like bmg ?". "will this work on bmg ?") , EE&E#IAZIFHF L BMG
e2e #REZE, ® mingfeima EEEFHRIANTHIRT: block_n == 1 BRE
weight_block_size=[1, 128], "In SGLang that is not what current checkpoints use"——
®H /DeepSeek 2K [128, 128], MXFP8 X [1, 32] B34, channel-wise FP8 &
apply_fp8_linear, EMiZn %X R & torch MEIFE#ME guard, = RE K,

« MEAME: XPU X REERAEE R backend Z AT (design): /EE¥ XPU HIBTFE A
_dispatch_auto_backend(), fZF npu %X ZJa. triton BJEZ R, FEE "dispatch for
torch_w8a8_block_fp8_linear is moved to _dispatch_auto_backend()"; ik A
assertls 915t B shiE N #93R E1E,

- ERAFAE torch._scaled_mm &EZAF API torch.nn.functional.scaled_mm (design): Bk
AT API torch.nn.functional.scaled_mm + ScalingType L& %%k (activation A
BlockWise1x128. weight B BlockWise1x128/128x128) , Mk tuple 2% ; 1EE
JREE "Updated.",

« activation Ml block scale BeZEEHIER 128x128 (performance): &3 activation EZE
BlockWise1x128. weight [ block_n ¥¥BIRESH M, FEKELKED.

« block_n == 1 X ELFr checkpoint 2 & =3 (design): "So leaving block_ n =1 is a
guard from torch, but won't be called from sglang. you can keep this PR

unchanged."— R B2 X EA torch MIFGAHEARLE, RFIMIKR, WAREREERRZ,



« BMG S&&X T /ainm X3 (question): /EEE £ "It is supported on BMG." 314
Intel BMG E£#) e2e SERFNRYE, REMRE B L B KA,

. torch BRAITHEE use_rowwise_torch_scaled_mm 8 XPU 4% (question): {EEHIAE
13, RBER torch ARG ZEIBTTHRKR; BE commit "just keep block fp8 changes"
B rowwise BRI EARKIF B A PR, RAKSRIRE block FP8, (B E MR A A /a 5 &
TAEAT torch FRAFEJE.

R 5 B

« RF&: 1) &R torch FRAYIE: _dispatch_auto_backend() 7 XPU &R E
torch_w8a8_block_fp8_linear, iR use_rowwise_torch_scaled_mm H 8
torch_release >= (2, 13) XPU ["J#Z B "just keep block fp8 changes" —¥## &k, #&in
TR torch IH. AX3FH ScalingType B scaled_mm, $#iR4% 4 AR AT @ M BT
FEMHEERE] Triton, BINERKZEINRA / BEAKE (R4 H SGlang XPU Il
torch JRATFIR, BERHEME) . 2) MRS S5%E0%: p8.py A
layer.weight_scale_inv.set_(scale_reordered) & stride MATIEZLEREX (1, N), 3THRT T
weight_scale_inv %42 W&, BERTFIESEERFIE XPU + torch &3k + Fft
block R~ + 2D scale, {BEf4iE self.w8a8_block_fp8_linear E#EILEIZ S EKHIH B
F (BEX kernel. REEE / BEM) EBEEHHFIA. 3) M dtype 1B XHEEIRED:
output_dtype=torch.bfloat16 if input_scale is not None else input.dtype, TE{to X
LBS bf16 i, REKEHR fpl6 MAHTIFFIRK dtype, 4) WK@mERDEIELRE: PR
body By "Speed Tests and Profiling" —#2 A%, "Triton & " X—RIIRZA K
benchmark 2, &#ETEZEEAIRMERESER shape, 5) HRERERT: %N
REA rtol=0.05/atol=0.1 (X FP8 &) , 1X load EARAFMA rtol=0/atol=0 ™ &
e, 6) CIIRZA: body REH PR Test (Base). PR Test (Extra). AMD ROCm 10 =4
workflow ¥ 9% W, HEARIP R /rerun-failed-ci; &% polisettyvarma.
rahulvijayaraghavan, mingfeima = A approve E&3#, XKIMRBTL X / RIaE/EL,
7) EYIE: dispatch BFEL AT NPU 2 /5, Ei ERE 0w CUDA/AMD/NPU B4,
1B fp8_utils.py EHAEF & HANRMY, EABEREERERIFZL T,

« oMW AP Intel XPU (BMG/Arc Pro %) _LizfTHIR FP8 E/LEAR (DeepSeek 35
[128, 128] REEA) B, BRIABIR FP8 KMEMRIR F O #E—IK scale 3ELALIED, FiHA
F&fiX decode MME/IN M ZREAMEFH, BEXEFREMBEEK, EXEE
--fp8-gemm-backend=triton WA FPIT ALK, XMAS%: FWEHK _is_xpu 5 is_xpu() X
EfR®E, CUDA/ROCM/NPU BREZ LR, RELABRGHETARLEAE; ¥HEFE
XPU 8§ FP8 EML&MTF A%, XEIFA: XPU fl block FP8 GEMM M EBHF Triton kernel
14 torch JRAE kernel, JBXE Triton IBAS tuning config BUREL; FigHy 336 4TMR
A% XPU BRI E LRI, HIE load EREKE RFEIASEER ] X—RYH
BT S o

« REEARIE: BOEMRRETE |, HEIRED torch IRARJE , REMBHAKE stride 7F
Wezs B0 benchmark 3538 |, #id dtype WERIE A bf16, Cl &FRINTE

KRR EE



« PR #32618 [CPU] Add fp8_per_tensor_scaled_mm_cpu kernel: El/& T3 CUDA F &4k
7 scaled_mm 3£ FP8 GEMM &A1) MIzheELk: & fp8.py EMBETHEAN CPU £H
FP8 kernel F#3E FMMIR, 5K PR 7 fp8_utils.py / fp8.py #EA XPU scaled_mm #y
BAEE K TEAMRE,

« PR #28723 [Intel XPU] Enable fused_moe_triton tuning on XPU and add tuned
DeepSeek-OCR-2 configs: E— Intel XPU F& Ay TIE, BRAES & XPU L
Triton GEMM/MoE kS fp8/DeepSeek KT #ELE, & PR ERZIE XPU # block
FP8 &MEM Triton $13| torch JRAE kernel, BB XPU GEMM JZ3m/&E 3t B35 LK 4K

« PR #39613 Accept MXFPS8 dispatch in FlashInfer A2A TRT-LLM MoE: #RE4IE FP8 &
IREBAOST: 3% PR K% MoE A\ M#EESZ MXFPS dispatch, 4~ PR M
torch_w8a8_block_fp8_linear :1 B NIEH MXFP8 8y [1, 32], & block_k RIEX L H
MEAERS, ANBEEEMERNS ERNTEZE,



