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- EESE: b PR 2—NEMMERThEEAN R, I T FBESRRE CPU XFF, BAOETE (
C++ Wix) ZBEFEW, MRBET XkEZE (EfM. BR) , FEE5TMBEEMNFT. EiX
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BoRT AIA RN FEEHIIFNREER, TEXTARARIIEERE (W0A)
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1. B C++ WAL 3 python/sglang/kernels/aot/csrc/cpu/sampling.cpp XA, T
HABS5H, T murmur_hash32_cpu R H AR IFITILRZ
murmur_hash32_kernel_impl, ZAZE/EFRE MurmurHash3 &%, XHAR seed.
positions #1 col_indices #ITR &R ITE, REMER at::parallel_for ST #KIBFHAT,
UERAESZ CPU LHMERE, RERGFEM T R ENMALREE (CHECK_INPUT,
CHECK_DIM) Fn#iiE 4 ER L,

PyTorcE-FEM: BBhython/sglang/kernels/aot/csrc/cpu/torch_extension_cpu.cppe
& TORCH_LIBRARY_FRAGMENT 370 7 Xt murmur_hash32_cpu B9 2575 B A2 IE
it (m.def &8 m.impl) , EHERK A TEN torch.ops.sgl_kernel A CPU HF,

3. Python REANO E#H: 15K python/sglang/kernels/ops/sampling/murmur_hash.py. &
murmur_hash32 REHA DG T ZEHWZE: YMAKEE CPU LK, A
sgl_kernel FEIFEAREMEY C++ HEF torch.ops.sgl_kernel.murmur_hash32_cpu.defa
ult, Mm% TTEEFER) Python B&12, FAREASMRENRAENZ, RRBRTREA
CPU E&M4E Python 523, (_murmur_hash32_torch &%)

4, BITTMRANR: 313 test/registered/cpu/test_sampling.py. BAFANSEALM R F :
test_murmur_hash32_cpu_known_values 32 R EKIE S 403 A\ T 4k B F B Ef e &8
: test_murmur_hash32_cpu_shape_and_dtype F&iE4H ik B R, REL R fngkiE R
AEHT IR, MR SHFREN register_cpu_ci JEME| Intel CPU B CI MERRIE .
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- python/sglang/kernels/aot/csrc/cpu/sampling.cpp (13 CPU W#%; 23| source; ER
core-logic; &5 murmur_hash32_cpu, murmur_hash32_kernel_impl, murmur3_mix,
fmix32) : BAOEE XM, B4 7 MurmurHash32 S350 % C++ CPU RAZSZH, B
)R PR BIWMEFTTE,

- python/sglang/kernels/ops/sampling/murmur_hash.py (&3t AEAND; %7 infra; £
A infrastructure; &5 murmur_hash32) : Python BEEEAND, RIBRELEIRENR
RRAE C++ ARZE R HMENZ, EEFERAFEDSRESIAHXERE,

. test/registered/cpu/test_sampling.py (3% CPU MR; KA test; KA test-coverage;

V=]

A5 test_murmur_hash32_cpu_known_values,
test_murmur_hash32_cpu_shape_and_dtype) : AFIEH CPU AZRMENRXE X, 8F
EAEmEAREREDITAN, EHRRENXE.

« python/sglang/kernels/aot/csrc/cpu/torch_extension_cpu.cpp (13 HE-FFM; 5|
source; A dependency-wiring) : WE#FTH C++ RFOTMA PyTorch EF, FEHAEHE
Python E# torch.ops RA, ZZEREKNLESIE,

KBS murmur_hash32, murmur_hash32_cpu, murmur_hash32_kernel_impl,
murmur3_mix, fmix32, rotl32

KR F B]

python/sglang/kernels/aot/csrc/cpu/sampling.cpp

BOZEE XS, 847 MurmurHash32 852 % C++ CPU AZSZEL, 24K PR BHME
FR¥E o

/] C++ W#%: SEIMT MurmurHash32 &k, H{ER at::parallel_for #HATERIBIHATAIE,
/BN FEF. (LERR|RIIAIKERE, URMBEENEE (n, m).
/] #%reZ i A (17, 5]) &, BReEXNMF. LEMS|RIME, £KR— 32 6F1E,
template <typename pos_t>
void murmur_hash32_kernel_impl(
const uinté4_t* seed_ptr,
const pos_t* positions_ptr,
const intb4_t* col_indices_ptr,
uint32_t* output_ptr,
intb4_t n,
inté4 t m) {
const intb4_t total = n * m;
/I R ATen B9FHAT for 183, BIIMRIFEARL CPU AR ERDRMAT,
at::parallel_for(0, total, 0, [&](intb4_t begin, int64_t end) {
for (intbé4_t idx = begin; idx < end; ++idx) {
/1 R MRS E AR P AT 5 AR,
const inté4_t row = idx / m;
const inté4_t col_idx = idx % m;
const uintb4_t seed = seed_ptrrow];
I BALE A 32 ALEE
const uint32_t pos = static_cast<uint32_t>(positions_ptr[row]);
const uint32_t col = static_cast<uint32_t>(col_indices_ptr[col_idx]);
/I % 64 L FHDARAAN 32 (UBRSHITREIE,



const uint32_t seed_low = static_cast<uint32_t>(seed);
const uint32_t seed_high = static_cast<uint32_t>(seed >> 32);

uint32_t h = 0;

/Il R EFRFARER.
h = murmur3_mix(h,
h = murmur3_mix(h,
h = murmur3_mix(h,
h = murmur3_mix(h,

MFEIR. wEMF| RS,
seed_low);

seed_high);

pos);

col);

h A= 16u; /| RAKERES
h = fmix32(h); // SRS

output_ptrlidx] = h;
}
D;
}

python/sglang/kernels/ops/sampling/murmur_hash.py

Python REPRAEAL, WRFRERXBRERARE C++ AZTEZEMEREZ,

5 &R R R B,

def murmur_hash32(seed, positions, col_indices):
""MurmurHash32 implementation for token hashing."""
assert len(seed.shape) == 1 and len(col_indices.shape) == 1, (
f"Inputs must be 1D tensors {seed.shape=} {col_indices.shape=}"

)

# 38 REXBLE,

device = seed.device

A CPU BZIEMRENZ,

if device.type == "cpu":
import sgl_kernel # noqa: F401
# BERRAE C++ PIEMAZIANE T
return torch.ops.sgl_kernel.murmur_hash32_cpu.default(
seed, positions, col_indices

)

n = seed.shape[0]

m = col_indices.shape|0]

# ... 5% GPU EMRENRAZE ..

test/registered/cpu/test_sampling.py
HFHE CPU AAZRENREE, BIFEAEAMAERNZEOTAN, BHRERRENRKE,

import torch

from sglang.kernels.ops.sampling.murmur_hash import murmur_hash32

#OMER 1: {E A BB AT TER B9 E A S B (B AT AR F DRI
@pytest.mark.parametrize("positions_dtype", [torch.inté64, torch.uint64])
def test_murmur_hash32_cpu_known_values(positions_dtype):

seed = torch.tensor([0, 1, 42, 0x123456789ABCDEFO0], dtype=torch.uint64)

positions = torch.tensor([0, 7, 123, 456], dtype=positions_dtype)
col_indices = torch.tensor([0, 1, 2, 17], dtype=torch.int64)
actual = murmur_hash32(seed, positions, col_indices)

EEERF &N



# TEA(EE TAE MurmurHash3 E3RTEEBH,

expected = torch.tensor(

[
2167721464, 10027521, 2423355346, 2203067026],

[3755322398, 4196701286, 1002451629, 1832340149],
(772287619, 548237471, 2740678348, 3656549294],
[3746406971, 2891010872, 104055988, 3372550890],

1,
dtype=torch.uint32,

)

torch.testing.assert_close(actual, expected)

#OMERK 2: BEMH KEARE LR, HFLRAER,
@pytest.mark.parametrize("positions_dtype", [torch.inté4, torch.uint64])
def test_murmur_hash32_cpu_shape_and_dtype(positions_dtype):

seed = torch.tensor([1, 2, 3], dtype=torch.uint64)

positions = torch.tensor([10, 20, 30], dtype=positions_dtype)

col_indices = torch.arange(128, dtype=torch.int64)

actual = murmur_hash32(seed, positions, col_indices)

assert actual.device.type == "cpu"

assert actual.dtype == torch.uint32

assert actual.shape == (3, 128)
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&L E (PR#37395) FEEMREMME, FEEEHIT rebase FnEH,

« M Python EZR A EE| C++ RAEANZWAEZE (design): EERMT ZEIX, HEFLZILM
Python 3T/ 3| C++ HERKR T R AN,

« C++ REBBMAEE (correctness): 1EEFE murmur_hash32_cpu R FHRMY
CHECK_INPUT #fz CHECK_DIM ZFEHA, FHXEIFEBLERfLE$HITT TORCH_CHECK,

o CI MRSEM &2 PR (other): 37F mingfeima ¥ F/EEE PR#37395 43 /5 rebase 3
EHOMREM S,

R 5 B

R TERRAET BERERAME, FHN C++ ARIIAMEFEE MurmurHash3 B3k
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WD TR EHATINE, XAMEMRT AR, 53— PMRRE MARIE. AEZIRZHIMAK
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SMERE TR, (EYRIAMARREBEEEZ IFER. 1IN, ati:parallel_for B94E A o] BEAERIR /I
BRERSIABNFHE, ELETXREHXN S CPU RITH, B A8,



B WTEX AP JLYER, XPMWE CPU &&LEIRA murmur_hash32 &K,
SFARB L EA RERE) CPU XA£B1E, FEL LAERSBEMNILRAE ZWEL, X A%
=, BYRT sgl-kernel 8§ CPU &E-F/E, HRTBEFE& KM, X KR, XFIAT—
MEFETMEENE CPU REF LR, BRIBIEI T AR &

« RFeARIE: EORIEFMEREBUNRE 2
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« PR #37395 [CI] Rename Xeon CI suite to align with naming convention: iZ PR E# 4%
T Intel CPU (Xeon) B9 CI MEREMHZR, EEFER T A PR MR SH4EY
register_cpu_ci A, 3K PR EE rebase F0E Fr AR REGL TR,



