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FEPaE, MI355X Lk hipDeviceAttributeCanUseHostPointerForRegisteredMem A false
, 1 CPU VA 548 EXAZEAtA GPU memory fault, i runtime copy API {8E#EZ %
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B BARE 2 registered host AL CPU 5 GPU AN RIE, B E XL HE R
device alias, 1882 A AW &ih:

1. AOT BEFEREFREENEF: & python/sglang/kernels/aot/csrc/kvcacheio/transfer.
cu 523, get_device _accessible ptr, ¥ &8A cudaHostGetDevicePointer /
hipHostGetDevicePointer & registered host A& CPU Eisthht # & 9 L ai% & =i
BB ; EBE python/sglang/kernels/aot/include/sgl_kernel ops.h FEH, &
common_extension.cc 5 common_extension_rocm.cc JEMtA
torch.ops.sgl_kernel.get_device_accessible_ptr, Python {lle
python/sglang/kernels/aot/python/sgl_kernel/kvcacheio.py EE&E %, Runtime copy

API 882 CPU Hoht, (BB ZE X AR A HAERFNG], X2 AME KRB E RARE,



2. JIT TR NIRESF IS5 B &M FE python/sglang/kernels/jit/include/sgl_kernel/ru

ntime.cuh #3% DeviceGuard (F3ERHEEIR device F B Birix &, AR E, RAII
#3%) , FFE hicache.cuh. hisparse.cuh. transfer_mamba.cuh B kernel launch 4%
EBEEMFEH tensor.data_ptr() BIBRIEFEERNIZETIHRE| L, DeviceGuard &AMLT
utils.cuh, £ review /53# DarkSharpness Z W A runtime.cuh,

. ENBE—FE5TERME . python/sglang/srt/mem_cache/pool_host/common.py ¥

make_kernel ptr_table, X% host memory registered=True B B¥FriZ& AN cuda BF&E
tensor X device alias, EMEFEE data_ptr()e MHA (mha.py B k_data_ptrs /
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memory_pool_host.py) . DSA (dsa.py 89 index_k_data_ptrs) 2RI NF—2E, 1%
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. CPU o ¥dB (R R aHAE . get _contiguous_buf_infos & mla.py 5

memory_pool_host.py FMIZE data_ptrs FE&A BEEEIELE tensor.data_ptr(), Bk
disaggregation transfer engine 5 storage BE&2|3Z CPU VA; unregister. page
metadata B2 KB,

. ETNRECE: test/registered/kernels/ops/kvcache/test_hicache_page_first_write_bac

k.py 3 registered_host_pool ¥yi& &5 mANAFI
——test_registered_mmap_pointer_domains_and_all_layer_transfer BIEIEsHB A HS
AOT 2B 1£%, test registered_mmap_page_first_kernel operands_and_graph B
MHA/MLA fE page_first fiF T AOT 16315 CUDA Graph #3k / £, ROCm MI355X
+ 4 ARFIEIMERN; CUDA MIBETENAXM SMI0 FmiFIIE.

R

python/sglang/srt/mem_cache/pool_host/common.py (#&3k FHLM; 25| source; ER
core-logic; 5 make_kernel_ptr_table) : ¥13¥ make_kernel_ptr_table, & Python fll

CPU/GPU b3 B iz 0t E, S—FATA EH0IsEH&RME,

python/sglang/srt/mem_cache/pool_host/mha.py (13 EHM; 35| source; A
core-logic) : MHA/K-only ENUMEY k_data_ptrs 5 v_data_ptrs 2&F

make_kernel_ptr_table; Qwen3.5 GQA EE IR, & InferenceX AR ENXHEES
&
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python/sglang/srt/mem_cache/memory_pool_host.py ({3 EHM; 5| source; H£&R
core-logic) : DSV4 paged/state EHUMAY data_ptrs 2XFH make_kernel_ptr_table, A
get_contiguous_buf_infos 2XE1i% data_ptr() £RkiE CPU 3o %kiE.

python/sglang/srt/mem_cache/pool_host/mla.py (R EAHM; FKF source; KR
core-logic) : MLA AUt data_ptrs 2XH make_kernel_ptr_table,
get_contiguous_buf_infos 2&KE CPU VA, DSV4 & MLA R R HBEE .,

python/sglang/srt/mem_cache/pool_host/dsa.py (£ EHLM; K5 source; EA
core-logic) : DSA index-K F§5t%&1# H device alias, &% FP8 DSA & HiCache B
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python/sglang/kernels/aot/python/sgl_kernel/kvcacheio.py (#ik WG E; K5

K2

source; £ core-logic; 5 get_device_accessible_ptr) : &&
get_device_accessible_ptr By Python &%, & AOT R&R|LMEITHAD,



python/sglang/kernels/aot/csrc/kvcacheio/transfer.cu (AR RAZSZI,; 25| other; 2%
A core-logic) : AOT get_device_accessible_ptr B CUDA/ROCm SZILFrEX S, £ T
cudaHostGetDevicePointer / hipHostGetDevicePointer,

python/sglang/kernels/jit/include/sgl_kernel/runtime.cuh (#&3k JIT 3z/Tht; 35| other
; A core-logic; 5 DeviceGuard, device_accessible_ptr) : JIT fll DeviceGuard 5
device_accessible_ptr FTEXF, ZMWAZ launch 3 B ISR B9 OB TR,
python/sglang/kernels/jit/csrc/kvcacheio/hicache.cuh (#3k JIT W4%; 25| other; 3%
# dependency-wiring) : HiCache JIT kernel launch 3 &3# X device alias @41, S5 E
/ MBAZEEE E =
python/sglang/kernels/jit/csrc/kvcacheio/hisparse.cuh ({3 JIT RA%; 7| other; %
# dependency-wiring) : HiSparse # N #&123#E AN DeviceGuard, review ¥
DarkSharpness & M f 82 1% & 1RR .
python/sglang/kernels/jit/csrc/kvcacheio/transfer_mamba.cuh (#3 JIT AAZ; 25|
other; £ dependency-wiring) : Mamba RAMEREEIRIEEA device alias, Qwen3.5 £
MHEEARSE LR,
test/registered/kernels/ops/kvcache/test_hicache_page_first_write_back.py (#&ik [EY3
Mix; KB test; EA test-coverage; &5 _registered_host_pool,
test_registered_mmap_pointer_domains_and_all_layer_transfer,

test_registered_mmap_page_first_kernel_operands_and_graph) : 3¢
registered-mmap VIR, BEIEFHRLE. AOTUIT 12415 CUDA Graph 3K / EX
, RSN AR T S5 AV BE B

XEEFE: get_device_accessible_ptr, make_kernel_ptr_table, DeviceGuard,
device_accessible_ptr, get_contiguous_buf_infos,
test_registered_mmap_pointer_domains_and_all_layer_transfer,
test_registered_mmap_page_first_kernel_operands_and_graph
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python/sglang/srt/mem_cache/pool_host/common.py

38 make_kernel_ptr_table, & Python il CPU/GPU #sibsin Bt ®, 4£—FAEE
Mg $T R M,

def make_kernel_ptr_table(
tensors: list[torch.Tensor],
target_device: torch.device | str,
host_memory_registered: bool,

) -> torch.Tensor:
# BWIE X registered host RAEREE CPU 5 GPU tab3E AR E.
# ARZLMEE| GPU ®FEiit (device alias) , i CPU il $k3E 3 A
# data_ptr() Rig#eht; X B host_memory_registered 5 BFriR &%,
# £RIE NPU / MUSA / 3E pinned BT ARE,
device = torch.device(target_device)
if host_memory_registered and device.type == "cuda":



# IRFN, BRAERA sgl_kernel IR (#m NPU) E5| NBER#
from sgl_kernel.kvcacheio import get_device_accessible_ptr

if device.index is None:
device_index = torch.cuda.current_device()
else:
device_index = device.index
pointers = |
get_device_accessible_ptr(tensor, device_index) for tensor in tensors
]
else:
pointers = [tensor.data_ptr() for tensor in tensors]
return torch.tensor(
pointers,
dtype=torch.uint64,
device=device,

)

python/sglang/kernels/jit/include/sgl_kernel/runtime.cuh

JIT Ml DeviceGuard & device_accessible_ptr FTEEX/E, 2R launch 3 R ik AR AT EY
W BATRT,

/1 JIT W launch A FAEREZEF T registered host FEE AR & B4
/I ARF AT CUDA/HIP k&, SiEXRAAAREE, BRI BARRE,
/I A RAII fRiE kernel REFHRE, #B%%F (& DCP/PD %) &
class DeviceGuard {
public:
explicit DeviceGuard(int target_device) {
#ifdef USE_ROCM
RuntimeDeviceCheck(::hipGetDevice(&original_device_ ));
if (original_device_ != target_device) {
RuntimeDeviceCheck(::hipSetDevice(target_device));
changed_ = true;
}
#else
RuntimeDeviceCheck(::cudaGetDevice(&original_device_));
if (original_device_ != target_device) {
RuntimeDeviceCheck(::cudaSetDevice(target_device));
changed_ = true;
}
#endif

}

~DeviceGuard() {
if (changed_) {
#ifdef USE_ROCM
(void)::hipSetDevice(original_device_);
#else
(void)::cudaSetDevice(original_device_);



#endif
}
}

DeviceGuard(const DeviceGuard&) = delete;
DeviceGuard& operator=(const DeviceGuard&) = delete;

private:
int original_device_ = 0;
bool changed_ = false;
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// BBEW device_accessible_ptr ¥ hicache.cuh / hisparse.cuh /
// transfer_mamba.cuh B launch BT3B registered host tensor #4714
/I BRNEETFEG G, REMAFSER tensor RAEERE data_ptr(),

test/registered/kernels/ops/kvcache/test_hicache_page_first write_back.py

3G registered-mmap EVIMIR, B EILIHIHLEH. AOTUIIT £4#15 CUDA Graph #3K / &
AR, RSMERAR T E I B9 I iR,

def test_registered_mmap_pointer_domains_and_all_layer_transfer() -> None:
from sgl_kernel.kvcacheio import get_device_accessible_ptr

# H registered mmap EHLNEHIZE MLA host pool, FIFMnbRLA R
# 1) NiZFESFHER data_ptrs @& T get_device_accessible_ptr 458 (device alias) ;
# 2) disaggregation JT##E get_contiguous_buf_infos R E R4 CPU VA;
# 3) page TuHIEIFEE kv_buffer B CPU b,
device_pool = MLATokenToKVPool(

size=PAGE_SIZE * 4,

page_size=PAGE_SIZE,

kv_lora_rank=512,

gk_rope_head_dim=64,

dtype=torch.bfloat16,

layer_num=NUM_LAYERS,

device=DEVICE,

enable_memory_saver=False,
)
host_pool = _registered_host_pool(

MLATokenToKVPoolHost,

device_pool=device_pool,

layout="layer_first",
)
try:

device_index = torch.cuda.current_device()

kernel_ptrs = [

get_device_accessible_ptr(tensor, device_index)
for tensor in host_pool.data_refs

]

assert host_pool.data_ptrs.cpu().tolist() == kernel_ptrs



raw_ptrs, _, = host_pool.get_contiguous_buf_infos()

assert raw_ptrs == [tensor.data_ptr() for tensor in host_pool.data_refs]
page_ptrs, _ = host_pool.get_page_buffer_meta(torch.arange(PAGE_SIZE))
assert page_ptrs[0] == host_pool.kv_buffer.data_ptr()

for layer_id in range(NUM_LAYERS):
_fill_with_offset(device_pool.kv_buffer[layer_id], layer_id + 1)
host_indices = _token_indices_for_pages(torch.tensor([0]))
device_indices = _token_indices_for_pages(torch.tensor([1]))
host_pool.can_use_jit = False
host_pool.backup_from_device_all_layer(
device_pool, host_indices, device_indices, "kernel"

)

torch.cuda.synchronize()
for layer_id in range(NUM_LAYERS):
_assert_pages_equal(
host_pool.data_refs[layer_id],
device_pool.kv_buffer[layer_id],
torch.tensor([0]),
torch.tensor([1]),

)
finally:
host_pool.destroy()
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