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PR body BAFFE H : 'MiniMax-H3 currently rejects CPU execution during the denoising
stage, and the CPU shared-memory all-gather path does not preserve the
separate_tensors return contract required by tensor-parallel execution.' B ¥
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python/sglang/multimodal_gen/runtime/pipelines_core/stages/model_specifi
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# XM : python/sglang/multimodal_gen/...
# A% : _run_full_loop
# ER : PUT MiniMax-H3 BB E X E/EIF

ctx = _resolve_full_loop_context(batch)

# FERE: ARIYIEEEALATIITESR
# 1SRRI X 3F CUDA, MPS, NPU
# BKERMT CPU X%
if not (
current_platform.is_cudal()
or current_platform.is_cpu() # #3% CPU £ & X ¥#F
or current_platform.is_mps()
or current_platform.is_npu()

raise RuntimeError(
"MiniMax H3 full-loop denoise requires CPU, CUDA, MPS, or Ascend NPU"
)

device = current_platform.get_local_torch_device()
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BE CPU £FRE all-gather MHIERY), WRREXAE GPU BE—K, RKEFTE
CPU ET/EHIKER,

# XXF : python/sglang/multimodal_gen/.../group_coordinator.py
# A% : all_gather
# VEA : PUT all-gather E&BIEHME
def all_gather(
self, input_: torch.Tensor, dim: int = 0, separate_tensors: bool = False
) -> Union[torch.Tensor, List[torch.Tensor]]:
world_size = self.world_size

#.. AEREEE ..

# All-gather.
if current_platform.is_cpu() and is_shm_available(
input_.dtype, self.world_size, len(self.ranks)



# CPU £EZAHFERZ: PUTEZRF all-gather
output_tensor = torch.ops.sgl_kernel.shm_allgather(input_, dim)
#1E8  RAEMKLERERE, ZBET separate_tensors £3K
# IERESE, EN True NI world_size HRREIF| %
if separate_tensors:
return list(output_tensor.chunk(world_size, dim=dim))
return output_tensor
else:
all_gather_single(output_tensor, input_, group=self.device_group)

# ... )54 dim XA separate_tensors AFEEEE ...
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