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"""Device-pointer tables for kernels that address several tensors per launch."""
from __future__ import annotations
from typing import Sequence, Union

import torch

def make_ptr_table(
rows: Union[Sequencelint], Sequence[Sequencelint]]],
device: Union[torch.device, str],
) -> torch.Tensor:
"""Pack " “data_ptr()" " values -- flat, or 2-D with companion columns such as
strides -- into an "~ "int64" " table a kernel bitcasts back to pointers.

Built unsighed because XPU USM addresses set the top bit, which
“Tdtype=torch.int64"" rejects while unpacking through "““long long™~;
““view™ T moves no bits, so kernels keep their signed element type.
Values must be in ~7[0, 2**64)".
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return torch.tensor(rows, dtype=torch.uint64, device=device).view(torch.inté64)
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# MR PhE— AN AL CRB Issue #35047) , RIFFEFTRAEEAMIE,
_HIGH_BASE = 0xFFFF85ABD4E00000

class _SpoofedPtrTensor(torch.Tensor):
# XA data_ptr(); IR, K. dtype FoiR &RIFE,
_spoofed_ptr = None

def data_ptr(self) -> int:

SEE AL



if self._spoofed_ptr is None:
return super().data_ptr()
return self._spoofed_ptr

def _spoof(t: torch.Tensor, offset: int) -> torch.Tensor:
"B data_ptr() R EfhE S A A IKEF RSB "
spoofed = t.as_subclass(_SpoofedPtrTensor)
spoofed._spoofed_ptr = _HIGH_BASE + offset

return spoofed
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