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PR body & JRSZIAE checkpoint MnER5ERE LB EER —ANAEF : Plugins that
inspect installed weights need a method boundary between those phases, Bli&F&E4&
REMBZRE. EXELIE (quant_method.process_weights_after_loading) ZBIE B
REMNRE, BROTEANTIEZAR, 2% & pre-weight-processing-hook § &R Add a
weight-loaded model loader hook &BAXZ /54X E A2 hook HLAIAYEEER,

SCEL AR

1. /TR BEH% (python/sglang/srt/model_loader/loader.py) :
load_weights_and_postprocess MWRE2IRFEEK A TR, KA
DefaultModellLoader.load_weights_only(model, weights, target_device) 5
DefaultModellLoader.postprocess_weights(model, target_device), BR=5%IEO0RIFR
%, load_model 5 deferred startup X298 H S T E KD,

2. load_weights_only AEMHRME: BRE 2IRMEBZEHE ——CUDA EERN N,
mxfp8 B9 weight_scale %| _inv &F%KE. NVFP4 5 ModelOpt FP4 FELELEY
temp_set_env IFEZ ELERA K torch.cuda.synchronize(). empty_cache()s

3. postprocess_weights Z&JBE4FEMEL: 3&/A model.named_modules(), Xty
quant_method BIEEIRZE device_loading_context WA process_weights_after_loading
, STEIRE CPU offloading & T S K& R #F2 8938 X,

4. MERBLE (Fr3E test/registered/unit/model_loader/test_default_model_loader.py, 120
1T)  BE—ARABIRAEM4FSIRE %L load J& postprocess BIiF; E-_NAGIEXE
load_model (H#EME) 5 commit_model_weights (deferred startup) WEBHELR,
F33t CustomModelLoader WIE=5 B E IR ER, RBEHIE _get_weights_iterator
89 startup_prefetch_started 5 startup_prefetch_active ¥k,



R

- python/sglang/srt/model_loader/loader.py (#i3k #A n#k; 35| source; EH
data-contract; %5 load_weights_only, postprocess_weights) : B OJRBEE : 3L
load_weights_and_postprocess #% A load_weights_only 5 postprocess_weights AN
BAAER BEAERREHRE, XEBEHENMBEAFRBUGFENEM, WEAX PR E—HJR
LTE iR

. test/registered/unit/model_loader/test_default_model loader.py (iR # R n%k; 35|
test; KA test-coverage; 5 TestDefaultModellLoader,
test_load_weights_only _precedes_postprocessing,
test_boot_paths_preserve_load_order_and_custom_override, CustomModelLoader) :
3 120 47 CPU 83, BRARKHMNEZI/E, AEMHFFERRINT K TR = R4
, HBEEEME. deferred startup. ZSRBEXBE=/NXEF R, FHILRKREHME
KM AR,

XS load_weights_only, postprocess_weights, load_weights_and_postprocess
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python/sglang/srt/model_loader/loader.py

Z RIS B - B load_weights_and_postprocess 3f%° 4 load_weights_only 5
postprocess_weights ANEES A%, HBETETRNEHE, XEBHEMBRBFAEUGEENE
Al, 2K PR rE—HJRIL RS,

@staticmethod

def load_weights_and_postprocess(model, weights, target_device):
#AEAD: WIMREF=SHEORE, AITLFIITEINMNE,
# EARENRYUAN, TEELAERRANESHT %,
DefaultModellLoader.load_weights_only(model, weights, target_device)
DefaultModellLoader.postprocess_weights(model, target_device)

@staticmethod
def load_weights_only(model, weights, target_device):
# MEB—: {X3B checkpoint FREE N model, FIEfFIE 4,
# RERERAEUNEE: EERNBANEESTHAER,
if is_cuda_alike():
peak_memory = torch.cuda.max_memory_allocated()
logger.debug(
"Peak GPU memory before loading weights: %s GiB",
f"{peak_memory / GIB_BYTES:.3f}",
)
memory_start = get_available_gpu_memory(
target_device.type, gpu_id=torch.cuda.current_device()

quant_config = getattr(model, "quant_config", None)
is_nvfp4_online = getattr(quant_config, "is_nvfp4_online", False)
is_modelopt_fp4_online = (



quant_config is not None
and quant_config.get_name() == "modelopt_fp4"
and not quant_config.is_checkpoint_nvfp4_serialized
)
is_mxfp8 = quant_config is not None and quant_config.get_name() == "mxfp8"
if is_mxfp8&:
# mxfp8 By weight_scale FEMEHRIZXKE A <name>_inv R,
weights = (
(
f"{name}_inv" if name.endswith(".weight_scale") else name,
loaded_weight,
)

for name, loaded_weight in weights

if is_nvfp4_online or is_modelopt_fp4_online:

# X FP4 EMAXEMBIALER: IRERIKE FlashInfer 3REEE,

# ERGANKE, BRYPHMEL serving M ERBIEREREEIT AN

with temp_set_env(
FLASHINFER_DISABLE_FP4 _QUANT_FAST_MATH="1",
FLASHINFER_NVFP4_40OVER6="1",
FLASHINFER_NVFP4_40OVER6_E4M3_USE_256="0",
FLASHINFER_NVFP4_40OVER6_ERR_MODE="MSE",
FLASHINFER_NVFP4_40VER6_ERR_USE_FAST_MATH="1",

model.load_weights(weights)
if target_device.type == "cuda":
torch.cuda.synchronize()
torch.cuda.empty_cache()
else:
model.load_weights(weights)

# EFLBMNEFHELSR, HELAEMAFZTENRER,
if is_cuda_alike():
memory_end = get_available_gpu_memory(
target_device.type, gpu_id=torch.cuda.current_device()
)
logger.debug(
"Memory increase during load_weights: %s GiB",
f"{memory_start - memory_end:.3f}",

@staticmethod
def postprocess_weights(model, target_device):
# M= WAFTAE TIER, AMAEMAIENRE G KE
# (478, E1%) . CPU offloading & T LIGRIES$% L
# BARiRE4ALIE, BM device loading _context 3R H#RE,
for _, module in model.named_modules():
guant_method = getattr(module, "quant_method", None)



if quant_method is not None:
with device_loading_context(module, target_device):
quant_method.process_weights_after_loading(module)

test/registered/unit/model_loader/test_default_model_loader.py

¥ 120 4T CPU B0, EARKHMUETEINE, AE4FH IR ABIRF ZK ks 24,
HBEEFMEK. deferred startup. =ZSHBEXBE=ANRBEZR, FHIERREMBEIRME
R

class TestDefaultModelLoader(CustomTestCase):
def test_load_weights_only_precedes_postprocessing(self):
# BEMFHIIR % load /& postprocess’ (iR IR F 2L AR 7T T & B9 R4,
events = []
model = Mock()
model.quant_config = None
module = Mock()
module.quant_method.process_weights_after_loading.side_effect = (
lambda _: events.append("postprocess")
)
model.load_weights.side_effect = lambda _: events.append("load")
model.named_modules.return_value = [("layer", module)]

# 7 CPU B T4 CUDA A X 5RELTX, REMFAH,
with (
patch.object(loader_mod, "is_cuda_alike", return_value=False),
patch.object(
loader_mod,
"device_loading_context",

side_effect=lambda *_: nullcontext(),

DefaultModellLoader.load_weights_and_postprocess(
model,

iter(()),

torch.device("cpu"),

self.assertEqual(events, ["load", "postprocess"])
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