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: KA test-coverage; &5 TestKdaTrackState, check_track_state, _run_chunk_kda)
AR HREINR, BIERBAEEE T fp32 BUHaT5%E, HTRMT bf16 89 h 1T,
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XG5S KDAAttnBackend.forward_extend, KDAAttnBackend.effective_extend_kernel,
KDAAttnBackend._track_mamba_state _extend,

MambaAttnBackendBase. track_mamba_state _extend,
MambaAttnBackendBase._init_track_ssm_indices, _chunk_state (Helion kernel),
_select_state_kernel, PtxKDAKernel.extend, FlashKDAKernel.extend
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python/sglang/srt/layers/attention/linear/kda_backend.py

BOREEZE, ARSRRBETX, RERZEA. FRRESPFPTRANEERRE
-;Fl"o

# python/sglang/srt/layers/attention/linear/kda_backend.py
# ... £ KDAAttnBackend.forward_extend F3%9 ...
track_ssm = self.forward_metadata.has_mamba_track_mask
track_chunk_idx = self.forward_metadata.track_chunk_idx
h_track_buf = None
if (

track_ssm



and track_chunk_idx is not None
# track_ssm_h_src.numel() 5§ track_ssm_h_batch_src #[F, 1EXLE GPU EF.
and self.forward_metadata.track_ssm_h_src.numel() > 0

# HB fp32 P X AT RAZRE,

# NAZBE B X3 track_state_snapshot, TNSHBRE TAREANEFX,

# PRI BEFNIRE SR, EXEBEFER effective_extend_kernel 3#4THIE,

# UUEB % safe-gate BEI1EN.

extend_kernel = self.kernel_dispatcher.effective_extend_kernel(
layer.lower_bound

)

assert extend_kernel.supports_track_state_snapshot, (
f"{type(extend_kernel).__name__} cannot write the fp32 track "
f'snapshot required by the mamba track path; use "
f'--linear-attn-prefill-backend triton or "
f"--mamba-radix-cache-strategy no_buffer"

)

h_track_buf = torch.empty(
(track_chunk_idx.shape[0], *ssm_states.shape[1:]),
dtype=torch.float32,
device=ssm_states.device,

core_attn_out = self.kernel_dispatcher.extend(
# .. HithsE ...
return_intermediate_states=track_ssm,
track_ssm_h_src=(
self.forward_metadata.track_ssm_h_src if track_ssm else None
),
track_state=h_track_buf, # #3¥: (L RBEHTX
track_chunk_idx=(track_chunk_idx if h_track_buf is not None else None),
)
if track_ssm:
core_attn_out, h = core_attn_out
self._track_mamba_state_extend(
forward_batch,
h,
ssm_states,
self.forward_metadata,
h_track_buf=h_track_buf, # #r38: (L3 RIEEZHX
)

python/sglang/srt/layers/attention/hybrid_linear_attn_backend.py
Mamba JEigE3, RATTITE track RI|ITOEKIE, HLARLWNREBEHZE (
_track_mamba_state_extend) o

# python/sglang/srt/layers/attention/hybrid_linear_attn_backend.py
# ... £ MambaAttnBackendBase._track_mamba_state_extend A& ...
def _track_mamba_state_extend(



self,

forward_batch: ForwardBatch,

h: Optional[torch.Tensor],

ssm_states: torch.Tensor,
forward_metadata: ForwardMetadata,
track_states: Optional[torch.Tensor] = None,

*

h_track_buf: Optional[torch.Tensor] = None, # #3g 53K

" extend M EBXEY SSM RSERE A chunk AR E| track f&1{L,
YR h_track_buf B, {E/H fp32 tRBLEFX (A batch TRI|EE)
R T MR nonzero() R, TN EERAER per-chunk R “h,
if forward_metadata.has_mamba_track_mask:
# XFFH]: M ssm_states IELER final state,
# .. (RETRAAFEBEZ) ...
#ARXNMFFEH]: M h 2 h_track_buf BT &R,
if forward_metadata.track_ssm_h_src.numel() > O:
if h_track_buf is not None:
# M fp32 REZ P XEH], £/ batch TRIIBRREY,
ssm_states[forward_metadata.track_ssm_h_dst] = h_track_buf][
forward_metadata.track_ssm_h_batch_src
].to(ssm_states.dtype, copy=False)
else:
# EERERIZ: M per-chunk JRZ “h™ (FTRERRKEE) &4,
assert h is not None
h = h.squeeze(0)
ssm_states[forward_metadata.track_ssm_h_dst] = h|
forward_metadata.track_ssm_h_src
].to(ssm_states.dtype, copy=False)

python/sglang/kernels/ops/attention/helion/kda_prefill.py
Helion NAZSZH, #3E T track ERELEAE _chunk_state NAZ T2 fp32 RIEE NBE,

# python/sglang/kernels/ops/attention/helion/kda_prefill.py
# ... &£ _chunk_state Helion AiZX¥k+ ...
def _chunk_state(
# ... HihsZ ...
track_state: torch.Tensor, # ¥3%: fp32 (RELFHX
track_chunk_idx: torch.Tensor, # #3&: Z{REEAY chunk &35]
has_track: hl.constexpr, # ¥#g: BETHUTIRE
is_varlen: hl.constexpr,
) -> tuplef[torch.Tensor, torch.Tensor]:
# .. NEEMR ..
for token_tile in hl.tile(sequence_length, block_size=64):
global_chunk = output_offset + token_tile.id
# RSB AN per-chunk RS h ( THEEEANBIBERE )
h_rows|
global_chunk * H + tile_h.id,



tile_v, :,
| = state.to(h.dtype)

if has_track:
# EFEHN chunk 314, ¥ fp32 2mMEHRER| track_state,
#h BRENESNENE mXBEEZERME fp32 RMmE,
if token_tile.id == track_chunk_idx[tile_sequence.id]:
track_state|
tile_sequence.id,
tile_h.id,
tile_v.index, :,
| = state # fp32 HBE
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