PR #34712 RERLE
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[Fix] Spawn, don't fork, the benchmark server process
&3ntiE: 2026-09-16 12:44

JRSCEERE: http://prhub.com.cn/sgl-project/sglang/pull/34712

HATHREZE

« —A]iE: benchmark B&hEK spawn, &5 XPU/CUDA fork A&

< EESE: EERE BEEAFREBEARE BORAE—T) , MEREMRNEIT: tof]
F stub FIREFN. WfTi%iF patch ¥E (BaseProcess M3k get_context) . Wfaki =
HRELAREE spawn 1BX, X2A "HABRBHARN " LEBEAAR)INRETEH, X
benchmark TREE& HAth spawn/fork SURRAG R E LB S EME,

THRES B

Issue #34709 EAALB|MRA: launch_or_reuse_server() AF&BRIA start method (Linux BF
fork) BohAREBFHIE, M CLI R#FE B ServerArgs._ post_init__ P #4410 NE B8
——XPU M3 torch.xpu.mem_get_info(). CUDA |3t
torch.cuda.get_device_capability() (SGLANG_OPT_FP8 WO _A_GEMMEZRIAFF BEIfLK) o
fork FHERAALIFENIRZRE LETX, BRIRERERR RuntimeError: Cannot re-initialize
XPU in forked subprocess, PR body 38if launch_server() &3&%| spawn, BEIREED
fork I FHB N A B  set_envs_and_config() £k, AR B ZEED A CUDA
BHEREE (FHBAERR scheduler worker BIRIREIRIE) , 1B XPU £33, ZHES
BARE warmup & (%0 image.to(device)) W& RE,

LI AE

1. ZEANODE5REAEMIA: python/sglang/benchmark/endpoint.py 8
launch_or_reuse_server() ZF1 A& sglang.benchmark.* TELAWNER / ERARES, R
MR server_args.resolve_once() TSR (KM E: BRIA attention Ja3R1x
CUDA B . XPU & EH(ER) , BaE A multiprocessing.Process B Fi#ig, &
Linux EBR fork, fork F#EAARFIREEBIHENIZE LT X, 1 CUDA/XPU RAVFHE
fork FHRPEFMAMN, BRZFEHRIERAMR. launch_server() AERBY3EE] spawn (
_set_envs_and_config()) Z4&FEE fork BTFHEN, TEMI.

2. BB ¥ multiprocessing.Process(...) B8N
multiprocessing.get_context("spawn").Process(...), iLARFZ B FHIZLL spawn FXNE T

(E#7 import B3R, Fr#atiEE) . B—RERXIFMBIET BenchEndpoint._proc By #
JEA#, M Optional[multiprocessing.Process] B A
Optional[multiprocessing.process.BaseProcess]|——RE A SpawnProcess 5 Process &

EEMmMIETFE, BRIFME spawn iBX FERARKIL, spawn X target/args H 7 pickle



E3K, HE] _launch_server_target BHERFZ K I, server_args & msgspec LK, ¥
o

3. MERBLE: #3E test/registered/unit/bench/test_benchmark_endpoint.py, SEMt%|
CPU-only CI &% (register_cpu_ci, suite base-a-test-cpu) . MR
_StubServerArgs 1R EIFEME resolve_once() B N =H/E. AERE
_noop_launch_server fE AR5 target, patch BaseProcess.start 5 server_is_up 58
RBEEIRE A launch_or_reuse_server(), Ki=iREINHBNEE
multiprocessing.context.SpawnProcess, MIAZ|ZE patch BaseProcess ik
get_context, # % mock MK start method; KXt LA mMIE mock A, EE
spawn & X, fEEIEBER] (fork) 2. BE)E (spawn) %k,

4. TEMECE: LTEE. schema. XHEHILEBKSN; spawn MK —RERNFHELE
TE server_is_up() MEZ R, FAHANEFFMNEEF O,

R

« python/sglang/benchmark/endpoint.py (#3& BEETH; 5| source; A core-logic
: &5 launch_or_reuse_server, BenchEndpoint, acquire_endpoint) : #Z\M& 8 X4
launch_or_reuse_server() & sglang.benchmark.* TE&EANRSEBRIIAR S, it
BF B BRIA fork BRAB R spawn ETFX, #EFHEIE BenchEndpoint._proc BIEAE
fR, BAORZENEER,

« test/registered/unit/bench/test_benchmark_endpoint.py (£ EET B ; K5 test; £
A test-coverage; 5 _noop_launch_server, StubServerArgs,
TestLaunchOrReuseServer, test_server _child_is_a_spawn_process) : ¥3gay
CPU-only EIMK, MBXRIFE #37000 BIEFHEM: M RSBFHELME
SpawnProcess, 1&& /I (fork) 41, EE/E (spawn) %k, ###HE| base-a-test-cpu
B LR,

X5 launch_or_reuse_server, acquire_endpoint, BenchEndpoint.close,
test_server_child_is_a_spawn_process

RPERAD B

python/sglang/benchmark/endpoint.py

BB XX launch_or_reuse_server() & sglang.benchmark.* TR+ F ARS8 2 5h
RE g, B EBRIAM fork RA BN spawn ETFX, #EFHEIE
BenchEndpoint._proc BIERGTAE, BARRETENFKZ,

def launch_or_reuse_server(launch_server_func: Callable, server_args: ServerArgs):
# & resolve_once() 2FMFEE——BRIA attention E3RIEER CUDA &7,
# XPU BB EFE R, ARAEAHERITAE T ERKNEE LT X
server_args.resolve_once()

base_url = resolve_base_url("", server_args.host, server_args.port)

# E A EBITHIRS S, BB /N & A O BRI LR,
# H5IHLHEE GPU S OOM,



if server_is_up(base_url, timeout=5):
print(
f"WARNING: reusing the server already running at {base_url} "
f'(—-model and server-launch args ignored). Pass —-base-url to silence."

)

return None, base_url

# BB R RIMER spawn AR 2F & ERIAR forks
# fork 24X resolve_once() ¥#tbE0EE LT X,
# i CUDA/XPU RAYFE fork HREYFHE R EHMIAN.
proc = multiprocessing.get_context("spawn").Process(
target=_launch_server_target,
args=(
launch_server_func,
server_args,

)

proc.start()

start_time = time.time()
while time.time() - start_time < DEFAULT_TIMEOUT:
# FR% RAE R HAERR B B pRIE LK (Fl3m OOM)
# MAREEH 600 Pigrt,
if not proc.is_alive():
raise RuntimeError(
f'Server process exited during startup (exit code "
f"{proc.exitcode}); see the traceback above for the cause."
)
if server_is_up(base_url):
return proc, base_url
time.sleep(10)

# B FEXEHORSE, BRAETINIHELEEFERO,
kill_process_tree(proc.pid)
raise TimeoutError("Server failed to start within the timeout period.")

@dataclasses.dataclass

class BenchEndpoint:
""—A base URL, M EEMBAVAXECTBRS BB ERRLA,
close() *EREBHMMIRES F; MESEEXNN B =M,

base_url: str

# SpawnProcess & multiprocessing.Process B 36 3 fmIE-FK,
# FTLAX B A BaseProcess 7 RERE BT AP APHIZ XS 2,
_proc: Optional[multiprocessing.process.BaseProcess] = None

def close(self) -> None:
if self._proc is not None:



kill_process_tree(self._proc.pid)
self._proc = None

test/registered/unit/bench/test_benchmark_endpoint.py

sy CPU-only EIVIMIR, ABXFH #37000 BHEHEN: MERSEFHELIAE
SpawnProcess, &8 Rl (fork) 4rta. 8 /F (spawn) %k, #F#HE| base-a-test-cpu EHF
=R

def _noop_launch_server(server_args):
"SI RAEIRR R EKFIAE lambda: spawn FE Process.start() B+# pickle target, """

class _StubServerArgs:
""resolve_once() BE 5L ServerArgs PHIMZEHIAD; stub B EE
IEMERE 2 CPU BIRIEIT, B2 FH#ZRTRIELER host f2 port, "

host = "127.0.0.1"
port = 30000

def resolve_once(self):
pass

class TestLaunchOrReuseServer(CustomTestCase):
def test_server_child_is_a_spawn_process(self):
"ENIMER, #34709: fork FIHARGK T AUHE BANEILAY MR B E R,
EORRERER A, Bk FHBELHE spawn BlE, "™
with (
# R patch BaseProcess.start, <& patch get_context:
# 1€ context mock FEXIEHIMEY start method —R2IKIR,
mock.patch.object(multiprocessing.process.BaseProcess, "start"),
mock.patch.object(
multiprocessing.process.BaseProcess, "is_alive", return_value=True
),
# server_is_up B—RIEMRE False (AL BEIHX) |,
# BORRE True (BBhARZN) ;. & RBINERELM
# NREK, BERIY BRI side_effect 5%,
mock.patch(
"sglang.benchmark.endpoint.server_is_up", side_effect=[False, True]

proc, _ = launch_or_reuse_server(_noop_launch_server, _StubServerArgs())
# BT E RN ZRA MAZE mock AR RABMEHEREE spawn iEX,

# FriE Rk A A EELKE multiprocessing.Process,
self.assertlsInstance(proc, multiprocessing.context.SpawnProcess)

AT K



RIS EREINR B SR ITEF . YuvrajSinghBhadoria2 EahiEH H EXHR
PR #37000 & — CPU-only VMR E A; dayanandav XHFHMT AL LRIRE: —
EKE| test/registered/unit/bench/ #F5EM register cpu_ci (BAA run_suite.py R&ZH,
test/registered/**, J& test/srt/ BIZAARSMW Cl $UT) , —EWSlEZBHBER LR
assertlsinstance(proc, multiprocessing.context.SpawnProcess), A& mock ¥ start
method 5T & WA ——mock # get context WM B start method —#2IHKKR, FRAL
reviewer (siju-samuel. mingfeima) #3##E, mingfeima BAFAIAT "explicit spawn context
correctly avoids inheriting an initialized GPU context through fork", {E&&IRE T =K
Cl .M (imageio H3RERE, R Z BT, NPU MRERTS 51.18 > 51.0) , HHEAIRE
HE, 5ARTETX,

- #48 #37000 B9 CPU-only EIMIR (testing): MIRMARIABAEHBIE (1B E AT fork L.
BE S spawn %kta) , JR PR /EZH#4IA "Glad the test was usefull Looks good to me."

- ¥ = SpawnProcess R mIE mock A (testing): ZE XMW RN EHF, RAEL
spawn/fork EVFIMR BT £ AR,

« CI KKVAE (other): KMAIRBIAFFRE A, KEEEHF,

A5 7
- RS

1. fTAZESEE: Linux EM fork ¥13] spawn J5, FHRBRBAEKIHABLNES, FiE
%2 launch_or_reuse_server() £ A8 launch_server_func 5§ server_args #4017
pickle, HRAIIAERE R IR A msgspec iBF, FHWEEK, ERKERAEARE.
lambda A AR L, S Process.start() BRTE B TypeError, BT HHEH
FatE 2R,

2. BEIFFES: spawn EEEH import sglang ZRERM, I —RERA;
benchmark & T RS BRI AE M ITBILE, BITEM server_is_up() ZETFE,
SMU v

3. ¥miRHl: et & python/sglang/benchmark/endpoint.py B TR, K&
& scheduler, BERPUTEHEEZOKIZ, BEFAREEFTE benchmark TEARE,

4. MRFR: FOMIRZ CPU-only B, AEREZ#BEAMIEFELZREITAN;
XPU/CUDA Lt #SFRIMERBIEE = RS BEEEM CI, RANBENL, - ®Fm: AP
: XPU B F3B4T sglang.benchmark.* (1 one_batch_server) RHA fork #;
CUDA T ZHESER warmup REBRIEBERRBERR; Linux § Windows/macOS
HBMBEBXTT. AAM: THEREZW, MERV—K ((FEFHRBEE NVIDIA
GPU 5 Intel XPU Z8iE) . HIBAMI: #r3% CPU-only EIFMRIEEEF] base-a-test-cpu
B, BEBAEME spawn BKE fork BIEREIESWE CL 8, MERTERN " #EBHA
N " HEFER, - NREFRIT: HEBMAANZTE |, spawn SEE T pickle, Bra{X R
benchmark TE& , FEMAEE

KRR EE

« PR #37000 (RELKIEM, B*XHF) CPU-only regression test for benchmark server
spawn start method: YuvrajSinghBhadoria2 7 issue 1P 5138 HiZ B X7 PR 124t



T X R CPU-only ®VFMRK, A PR &MNHR X4t B AEH EM MK,



