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AT

« —A)iE: FE Mamba-1/2 4 SSM R IR F 3%

- ESME: EEEIE, LHE Mamba-1 WAIERFHE state cache ZIMETIR T ER
Mamba?2 fEik. ZIPIRUUTIRF HIL: %&%&F configs/mamba.py 5
configs/mamba_utils.py B9 Mamba2StateShape.create_full_rank (242 num_heads =
intermediate_size. head_dim = 1 BPRSH S , BE
layers/attention/mamba/mambal.py B9 _ssm_params/forward (R = ciREIRAS
radix/ IEHETEEER) , REE models/falcon_mamba.py B use_bc_dt_rms 3L 5
%— load_weights (review Iz E RXIT) , &EF configs/model_config.py B
SSM 4% 5 utils/hf_transformers/config.py B _try_load_raw_mamba_config, % /=%
HAZNFHARA R —ERKETXIRESTEZ LA Mamba-1 prefill &k (F4F Triton
scan kernel) , —RiImEMEETEESZ —disable-radix-cache X—A % ; WM EIE XPU
®E& EA—% runtime BXENHRAUYT KB ZE,

THRES B

PR body BABIEH, Mamba Fi%& (Mamba2 # mistralai/Mamba-Codestral-7B-v0.1,
Mamba-1 8 tiiuae/falcon-mamba-7b. state-spaces/mamba-130m-hf & raw &3%) BRI
SGLang EZ2 T ERE—— [they crashed at startup or fell through to attention code
paths they don't fit] . EEVIANT EEMRE: X config RA
num_attention_heads/head_dim, FRESEEFAREMBZRIFAEKLIK; 4 SSM B2
EHIER| paged decoder KV cache £ (SSM XEREE KV) ; Mamba2 checkpoint £
backbone.* 484%& B% A max_position_embeddings; raw state-spaces config Bt o
model_type 47 architectures, AutoConfig HE#FE4, FHHLEIANTT SGLang BIRER 3546
FE3FiEiX 0 checkpoint BEFRRAEMAR o

LI RE

1. FBEAAD (23 E SSM 4% 11#8) : python/sglang/srt/models/mamba2.py #73g
Mamba2ForCausalLM (pre-norm + MambaMixer2, & MLP ¥E&) ;
python/sglang/srt/models/falcon_mamba.py 3¢ FalconMambaForCausalLM (
pre-norm + MambaMixer1, % use_bc_dt rms F%) ;
python/sglang/srt/models/mamba.py 41X 33 4T, # & FalconMambaForCausalLM F#38
use_bc_dt rms BEAN False, =F#RE decoder layer B3t



get_attn_backend().forward(self.mixer, ...) ARG, HENE
use_triton_causal_conv=True it conv #£3E CUDA (XPU) E3gt e A, EntryClass #&$
AT/, BB MHA/MLA 4 X REa03],

2. #F3E Mamba-1 JBES 8 : python/sglang/srt/layers/attention/mamba/mambal.py B
MambaMixer1 ¥#% HF &XE % (in_proj/conv1d/x_proj/dt_proj/A_log/D/out_proj) #H4R,
rms_normalize £ %| Falcon Xt B/C/dt B9 LARE RMSNorm, _ssm_params #iix dt/B/C
B25Y3—1k; forward #% varlen AZF3E token ¥ [R] prefill. J& decodel
_forward_prefill £4§ torch & token selective scan, _forward_decode £ H#E
selective_state_update kernel, % RIERTE (is_target_verify,
has_mamba_track_mask) R ZIFHIFHRZAK fail fast,

3. £ Mamba2 Fig5 B &M python/sglang/srt/configs/mamba_utils.py #3¥
Mamba2StateShape.create_full_rank (review A create_mambal 28&) ,
num_heads = intermediate_size. head_dim = 1 #&3X full-rank JRZ, £ Mamba-1 B
Bt Mamba2CacheParams 5§ Mamba2AttnBackend; configs/mamba.py H
_mambal_cache_params 5 configs/mambaZ2.py #
Mamba2Config.mamba2_cache_params 28]7= & cache 5% (EEERR
Mamba2StateShape.create) ,

4. BBES5ES (additive) : configs/model_config.py #13¢ AttentionArch.SSM,
PURE_SSM_ARCHITECTURES. PURE_MAMBA1_ARCHITECTURES, &
_derive_model_shapes F384h SSM 8y head_dim %A 0. attention_arch &R SSM,
get_total_num_kv_heads/get_num_attention_heads X SSM 3R[E 0;
model_executor/model_runner_components/attention_backend_setup.py 3£ SSM 4
* EEME Mamba2AttnBackend (init_cublas() L 3|EiRE2Z A,
Mamba2AttnBackend BXIEMSEAN) ; configs/hybrid_arch.py BRAX =N config £
isinstance ILEL,

5. raw checkpoint X 5®E: utils/hf_transformers/config.py #g
_try_load_raw_mamba_config, £ AutoConfig.from_pretrained Z RiH
PretrainedConfig.get_config_dict iIRBI R A d_model/n_layer/ssm_cfg B state-spaces
Bt B HM3iE MambaConfig (& pad_vocab_size_multiple B vocab 33%) , H#7& parse
MEX B2 SGLang config BYSZFIBKT registry E#, MRS XALR W :
test/srt/models/test_mamba2.py (CPU, BERELEMET, inv_freq Bkid. REEHETR
4p) . test/registered/e2e/xpu/test_xpu_mambal_runtime.py (XPU E#L
prefill=decode 5RWHEME, FIF mixer/ FER=TRA) .
docs/docs/supported-models/generative_models.mdx 3&5 B,

R

- python/sglang/srt/layers/attention/mamba/mambal.py (#E3k RAZEE: 25| source
: KA core-logic; &5 rms_normalize, MambaMixer1, _ssm_params, forward) : &
PR MU ARK L 38 Mamba-1 selective-scan JB &8, &A% full-rank A. =% B/C/dt
RMSNorm. prefill 4 torch 3345 decode EFAHEZE kernel, #}EXT 5
Mamba2AttnBackend B1=JoiR B R AFaF 5% fail-fast B E,



python/sglang/srt/models/falcon_mamba.py (3R R E A £5 source; £
data-contract; %5 FalconMambaDecoderLayer, FalconMambaModel,
FalconMambaForCausalLM, use_bc_dt_rms) : Falcon-Mamba (Mamba-1) #EHZE X,
R B2 state-spaces 4 Mamba B2 review /G3 use_bc_dt_rms S%k1t. LM head
% config.tie_word_embeddings 48&E. RE K FE—LIE
backbone.*/embeddings./embedding./norm_f = BRE&T,

python/sglang/srt/configs/model_config.py (#3k EAEE ; 25| source; £
data-contract; 5 AttentionArch.SSM, PURE_SSM_ARCHITECTURES,
PURE_MAMBAT1_ARCHITECTURES, _derive_model_shapes) : @FEREE AN O
SSM £:4k: #13E AttentionArch.SSM 5 PURE_SSM_ARCHITECTURES, &
_derive_model_shapes A4 SSM & & head_dim = 0 5§ attention_arch = SSM, i
KV heads / attention heads #% 7% EX SSM 3RE 0,

python/sglang/srt/configs/mamba.py (#3k BEE#F; 25| source; F£A
dependency-wiring; %5 _mambal_cache_params, MambaConfig,
FalconMambaConfig, full_attention_layer_ids) : #3& Mamba-1 5 Falcon-Mamba By
SGLang config 2§, # NemotronHConfig B9 XE mamba_chunk_size.
full_attention_layer_ids. mamba2_cache_params WEAABLE B & B, IEE review #
roikoren755 EREIEMTE B

python/sglang/srt/configs/mamba2.py (1#3k B E &3 ; 25| source; HER
dependency-wiring; %5 Mamba2Config, full_attention_layer_ids,
mamba2_cache_params) : Mamba?2 #) SGLang config 2, £ mamba_chunk_size 3l
25 mamba2_cache_params MEAITRIE hybrid_arch BESPEANZEHHBEESE, HE
A Mamba2StateShape.create,

python/sglang/srt/utils/nf_transformers/config.py ({&ik BLE#%; 2% source; EH
core-logic; 5 _try load_raw_mamba_config) : #3 try load _raw_mamba_config
il AutoConfig $9F, #ER raw state-spaces checkpoint & model_type/architectures
S 3 AutoConfig BIEEAMEE, FIE parse MERBIE X SGLang config SZHIH
registry B,

python/sglang/srt/models/mamba2.py (3R =R FE X ; 25| source; ER
data-contract; &5 Mamba2DecoderLayer, Mamba2Model, Mamba2ForCausallLM,
load_weights) : Mamba2 F&ERX4: Mamba2ForCausalLM A pre-norm +
MambaMixer2 #£H T MLP # SSM decoder, #RE n#iL
backbone.*/embeddings./norm_f/A_log E#BETE| SGLang &1k, ZAK PR xFEZMAYIE
A,

python/sglang/srt/models/mamba.py (3 R A B ; KH| source; EA data-contract
;. 5 MambaForCausalLM) : state-spaces #fi Mamba B9 AN B X4; review (ispobock)
EXERAEERA 33 1T, BRIH%KX FalconMambaForCausalLM ##1% use_bc_dt_rms
RARER, B BAXHEA import 5589 5&HtAER
python/sglang/srt/model_executor/model_runner_components/attention_backend_setu
p.py (HE3R E3mEEL; X7 source; £ER dependency-wiring; &5
build_attention_backends) : attention 3R L) SSM % : HiEMiE
Mamba2AttnBackend 3R [El AttentionBackends; review J& init_cublas() £ 3| FiRE



ZHI. Mamba TRE AR AL X AEMEINEK.

« python/sglang/srt/configs/mamba_utils.py (R ZHFHIK; 5 source; EH
core-logic; 5 create_full_rank) : #3¢ Mamba2StateShape.create_full_rank (
review ¥ H create_mambal 2&%&) , ZI Mamba-1 full-rank RZASZE# Mamba?2 head
MRNXBIAE WEEES ARKNES,

. test/registered/e2e/xpu/test_xpu_mambal_runtime.py (#3k 3EF|3MR; X7 test; %
M test-coverage; &5 TestXPUMambalRuntime, test_prefill_to_decode,
test_greedy_is_deterministic, register_xpu_ci) : ER alphabetc1 4t runtime JR"EIE
X: BEIES server (state-spaces/mamba-130m-hf) F&IE prefill>decode £ /K5 Fs
HEM, E1154 MambaMixerl 5 Mamba2AttnBackend B3R B R %1 SSM state
cache,

« test/srt/models/test_mamba2.py (3R BTMR; K5 test; KA test-coverage; {5
_param, _FakeMamba?2, TestMamba2WeightRemap,
test_backbone_names_are_remapped_and_loaded) : CPU #0|, &=
Mamba2ForCausalLM.load_weights B4 #REBET (
backbone./embeddings./norm_f/A_log) . inv_freq Bkit 5 R ICEAR EARKA; FHER
BER WAL GPU FERYIMEIZE,

« python/sglang/srt/configs/hybrid_arch.py (13t ZE¥ia%; 5| source; £
core-logic; &5 mamba2_config) : review BAEEE K3IL getattr(config, "
_is_pure_mamba2", False) RA&BIAREHFI BT ITHT config 2£H isinstance EED, XEB
RERE—1ToREE,

« docs/docs/supported-models/generative_models.mdx ({3 XA%4; 57| docs; %A
documentation) : XASMIBATHIE X Mamba KHEER, RIEA P EXFERE TS
33X checkpoint,

KBS MambaMixer1.forward, MambaMixer1._ssm_params,
MambaMixer1._forward_prefill, MambaMixer1._selective_scan,

MambaMixer1. forward_decode, rms_normalize, MambaZ2ForCausallLM.load_weights,
FalconMambaForCausalLM.load_weights, MambaZ2StateShape.create_full_rank,
ModelConfig._derive_model_shapes, ModelConfig.get_num_attention_heads,
build_attention_backends, _try_load_raw_mamba_config

KR BR

python/sglang/srt/models/falcon_mamba.py

Falcon-Mamba (Mamba-1) #E&E X, FEBZ state-spaces 4 Mamba B2 : review &
32 use bc_dt rms Z# L. LM head #& config.tie._ word_embeddings 48Z. RXRE MK %—
%38 backbone.*/embeddings./embedding./norm_f EE BRET,

class FalconMambaForCausalLM(nn.Module):

""Falcon-Mamba (Mamba-1) & + LM heads

FBHEA state-spaces 4 Mamba 89%3 (models/mamba.py RE# use_bc_dt_rms) ;
LM head 2% tie BURT config.tie_word_embeddings, EM—NEEBEHIE checkpoint,



# Falcon-Mamba ¥t B/C/dt #{ToARE RMSNorm; 4 Mamba & False
use_bc_dt_rms: bool = True

def __init__(self, config, quant_config=None, cache_config=None):
super().__init_ ()
self.config = config
self.quant_config = quant_config

self.model = FalconMambaModel(
config=config,
quant_config=quant_config,
prefix="model",
use_bc_dt rms=self.use_bc_dt rms,
)
self.Im_head = ParallelLMHead(
config.vocab_size, config.hidden_size, prefix="Im_head"
)
# state-spaces B checkpoint 32 E I Im_head, EEE5#M AN embedding £ZERE;
# Falcon-Mamba B & tie_word_embeddings=False, £ARFXN0 X,
if config.tie_word_embeddings: # H1i& config, A~ getattr PR YLK
self.Im_head = self.Im_head.tie_weights(self.model.embed_tokens)
self.logits_processor = LogitsProcessor(config)

def load_weights(self, weights: Iterable[Tuple[str, torch.Tensor]]):
params_dict = dict(self.named_parameters())
loaded_params: Set[str] = set()

for name, loaded_weight in weights:
# S—EBRET: backbone.* -> model.*; embeddings. (-hf) 5 embedding. (raw
# state-spaces) #EYIF| embed_tokens.; norm_f -> norm., A_log R¥FR %,
# mixer W3R A = -exp(A_log) &,
if name.startswith("backbone."):
name = "model." + name[len("backbone.") :]

name = name.replace("embeddings.", "embed_tokens.")

name = name.replace("embedding.", "embed_tokens.")

name = name.replace("norm_f.", "norm.")

if name not in params_dict:
logger.warning(f"Skipping parameter {name} - not found in model")
continue

param = params_dict[name]

weight_loader = getattr(param, "weight_loader", default_weight_loader)
weight_loader(param, loaded_weight)

loaded_params.add(name)

unloaded_params = set(params_dict.keys()) - loaded_params



# tie B9 Im_head RARFIE checkpoint ¥, RREE/EREHSIK
unloaded_params = {p for p in unloaded_params if not p.startswith("Im_head")}
if unloaded_params:
logger.warning(
f'"The following parameters were not loaded: {unloaded_params}"

)

return loaded_params

EntryClass = FalconMambaForCausallLM

python/sglang/srt/configs/model_config.py

LREAEE ANDH SSM 4 ¥ AttentionArch.SSM 5 PURE_SSM_ARCHITECTURES
, T _derive_model_shapes R4l SSM iR E head_dim = 0 5 attention_arch = SSM,
FE KV heads / attention heads % 7% EXt SSM 3R [E 0,

class AttentionArch(IntEnum):
MLA = autol()
MHA = autol()
SSM = auto() # State Space Models (Mamba / Mamba?2) , T3E&EAH

# 45 Mamba-1 (selective-scan) Z#9; mixer SRS HE—K, EFEZBER B
PURE_MAMBA1_ARCHITECTURES = ("FalconMambaForCausalLM", "MambaForCausalLM")
# 45 SSM AR LM: RAEZEAS, B HF config E4% A num_attention_heads / head_dim
PURE_SSM_ARCHITECTURES = ("Mamba2ForCausalLM",)

def _derive_model_shapes(self):
# 45 SSM REARLEASEE AL B head_dim %A 0, ik KV cell R+ 4 0,
# A EXERE B num_attention_heads kK%,
is_pure_ssm = any(
arch in self.hf_config.architectures for arch in PURE_SSM_ARCHITECTURES
)
self.head_dim = getattr(self.hf_text_config, "head_dim", None)
if self.head_dim is None:
if is_pure_ssm:
self.head_dim = 0
else:
self.head_dim = (
self.hf_text_config.hidden_size
// self.hf_text_config.num_attention_heads
)
setattr(self.hf_text_config, "head_dim", self.head_dim)

#.. HE2LFTXKE /v head dim #ESERFRTIE ...

#OXBEAEMAIE: 4 SSM EHEED| SSM 4% (head_dim BX 0) , HA&FE MHA
if is_pure_ssm:



self.attention_arch = AttentionArch.SSM
else:

self.attention_arch = AttentionArch.MHA
# Mamba2 J&& num_attention_heads, XE{RE None, T EHEBIEFERK
self.num_attention_heads = getattr(

self.hf_text_config, "num_attention_heads", None

def get_num_attention_heads(self, tensor_parallel_size) -> int:
# 45 SSM SRAESEE AL (num_attention_heads A None) ; A 0 BJ&,
# B R MFU FE45 LIRBTH I None // tp_size,
total_num_attention_heads = self.num_attention_heads or 0
return max(1, total_num_attention_heads // tensor_parallel_size)

def get_total_num_kv_heads(self) -> int:
#...HEeax ..
# Mamba SSM ZABERE A, %A KV heads
if self.attention_arch == AttentionArch.SSM:
return 0
# 3E GQA R F KV heads T EE ALK

return self.hf_text_config.num_attention_heads

T XAF L

1. EREARFTAREKREM (roikoren755) : WitiEdH
_is_pure_mamba?2/_is_pure_mambal ST AtrE ‘aren't really needed”, FHiEiX{%
NemotronHConfig —#£F B % “initialized inside the config's init”; hybrid_arch.py B4
WE KB isinstance 1&&, FEMEHIE configs/mamba.py/configs/mamba2.py FA
SGLang config 2£7&# mamba_chunk_size. full_attention_layer_ids.
mamba2_cache_params, M#EAREAL

2. BAIXMHEEWERER (ispobock) : “This file and falcon_mamba.py differ only in
this flag and the tied Im_head. 141 of 219 model files import from another one.
Reuse instead of copying? ——&%& MambaForCausalLM ZE &
FalconMambaForCausalLM 8 33 17F35, RE% use_bc_dt_rms; [FEBI% .
claude/rules/no-getattr-defensive.md &K config.tie_word_embeddings 2X A E &L
3k getattr BHAP,

3. mixer REIZAEIEELE (alphabetc1) : “Mamba2AttnBackend.forward() expects
mixer.forward() to return three values, but this returns only two. /EE#IAX 2 /53R
Ak =70k E (#37836) FBIEIYA, BXA return mixer_out, None, None, %7 XPU
runtime JMPERRKFH o

4. radix tracking REIEZRA (alphabetcl) : B % documented as unsupported but
not actually disabled... leave tracked prefix states unwritten while the backend still
allocates tracking destinations? "{E&Z X AWM= has_mamba_track_mask RiZEHEK
--disable-radix-cache,



5. prefill & token JBIFHIMEEER B (alphabetc1) : ERIEME 1K/4K prefill benchmark;
{E& % falcon-mamba-7b (XPU. tp1) SZM prefill 1024 = 8.9 s / 115 tok/s. 4096
=22.1 s/ 185 tok/s, &Ik scan Z#F, Triton kernel B/E follow-up.

6. ETFMHWE—MYIE: eager_runner.py B§=4t attn_backend is not None 5F 4%
ispobock 8 £ 4 (“attn_backend is never None here”) E2M4EIFEEF] upstream
; attention_backend_setup.py B9 SSM B3R EIBk:T init_cublas() warmup. WAXK
Mamba2AttnBackend B S A EKBE AN SSM 4% ;  _MAMBA1_CHUNK_SIZE &K
KEZ AN _MAMBA1_CACHE_CHUNK_SIZE; metrics fll None // tp_size #i¥
get_num_attention_heads &[E 0 B £,

« MambaMixer1.forward R EMEE Mamba2AttnBackend =TGR AR ILE, (correctness):
P& A return mixer_out, None, None, F#73¢ test/registered/e2e/xpu/test_xpu_mamba
1_runtime.py B prefill>decode RABIFIZRL; 2R FRZAHS 3 Before the
3-tuple fix this raised 'not enough values to unpack'”,

« radix mamba-state tracking R 2 XHREAR X3, FAREIEREA (correctness): 3Ein
assert not metadata.has_mamba_track_mask, fail fast FF&E KX
—disable-radix-cache B&h; XPU runtime &t A8 N An 1% 534,

« Mamba-1 prefill & token Python fE¥RBIMERES benchmark &3k (performance): 4~ PR
BZZREIE R BERARN (EGEETLXM) , Triton Mamba-1 scan kernel /4B
follow-up; PR body 5 B prefill throughput is low’,

« BLEHLR: NfEA SGLang config £ AR &EAN _is_pure_mamba* #r& (design): Hrig
configs/mamba.py (MambaConfig/FalconMambaConfig) 5 configs/mambaZ2.py (
Mamba2Config) , MEIEATES hybrid_arch ME inline ¥3&; create_mambal E4
£ A create_full_rank,

» mamba.py 5§ falcon_mamba.py @EEE, NERAMIELEH (design):
MambaForCausalLM B R4 & FalconMambaForCausallLM 3 R &% use_bc_dt_rms (
mamba.py 4% 33 1T) ; falcon_mamba.py I % 5%k, LM head %
tie_word_embeddings 4fZE. REMHRESL—.

« 4 SSM BEE AL / KV 3k fallback S8 E# R B # (correctness):
get_total_num_kv_heads BXA AttentionArch.SSM BB R return 0, HAIHIE
num_attention_heads; get_num_attention_heads F self.num_attention_heads or 0 %2

J&, metrics LIRFFH .

« SSM B3R EBkE init_cublas warmup 5 Mamba IREEI S AL E (performance):
init_cublas() L %] SSM B3REZ R]; Mamba2AttnBackend BR AR X NIEMHEFA,
AttentionArch fR B ETNER (BREREMZEMFIRT)

« eager_runner ¥ % KK attn_backend is not None 5F 1 (design): =4b5F T2 3RMIFR,
eager_runner.py B3| upstream JRZ, SSM REAH L I18 runner K3,

- LMY MAMBAT _CHUNK_SIZE #5. UREEIEX (style): Ed4E A
_MAMBA1_CACHE_CHUNK_SIZE, ##&E38&$ 4t Mamba-1 & & A& chunk size,

R 5 B
o S



1. Mamba-1 prefill MEERZBR#FEMR (layers/attention/mamba/mambal.py B9
_forward_prefill/_selective_scan) : % token prefill A4 torch & token f&¥f, &%
ZRBEHET; 1EF SN falcon-mamba-7b (XPU. tp1) 1024 token & 8.9 s (115
tok/s) . 4096 token 22.1 s (185 tok/s) ., ¥ prompt & token R ESIEFHE,
Triton Mamba-1 scan kernel Z &% follow-up,

2. ERARFARMERA: Mamba-1 SE —disable-radix-cache Fizfr, TN
has_mamba_track_mask ¥ & B#EXAMK; R ZIFENED (is_target_verify BiE)
o XARREKT / XHEPHRIN, AFRETRARABHSHKEERE,

3. 2REERZAWMAL: configs/model_config.py B head_dim # 55 attention_arch
. attention_backend_setup.build_attention_backends #fZEFrA R 898842 ;
B W is_pure_ssm / AttentionArch.SSM &1 1#8, 1B get_total_num_kv_heads 3R
= 0. get_num_attention_heads 8 or 0 K& KV AFEEES MFU {8k, T2
EY)IISIEIE SSM R,

4, REMBXAZGEZHANEIMA: load_weights B name.replace("embeddings.", "

embed_tokens."). name.replace("embedding.", "embed_tokens.").
name.replace("norm_f.", "norm.") BT FE 52, B LR GESEETF RN,
CPU #3 (test/srt/models/test_mamba2.py) REZ Mamba2 By EFE4,
FalconMambaForCausalLM.load_weights (& embedding. #%% %5 tied Im_head
IR RA TR,

5. MEREBEZIRE: runtime BEZ R A test/registered/e2e/xpu/test_xpu_mambal_runtim
e.py CEMIE stage-b-test-1-gpu-xpu) , CUDA/ROCm Lt Mamba Fik#3aiTHERZ
% Cl BZ; Mamba2 R AKEMRA CPU RREEBREDNIR, %A 3R B3RE TR,

6. IR ENFE: Mamba-1 EHFE _MAMBAT_CACHE_CHUNK_SIZE = 256 {XHT
AR conv window; dt_bias_zero VAZE buffer ## kernel B dt_bias is None &%,
XERMPRER, BEEEEH kernel BEWFEERP, - ®m: AFM: SGLang &
KRS Mamba FEAER, &3 Mamba-Codestral-7B-v0.1.
falcon-mamba-7b/-instruct. state-spaces/mamba-130m-hf A& raw &
mamba-130m/790m/2.8b (raw EZXSMY --tokenizer-path
EleutherAl/gpt-neox-20b) . AZM|: 4 SSM R KV cache A 0 F¥, #H L LR
REH KV BHFRE, fH —-max-total-tokens 5§ Mamba state-cache LA R, FE
HEER G attention R 2R E; Mamba-1 EE % radix cache, HRAIERE A
WRAGAERZE ., ES5E5RERM: X2 SGlLang HEEMER—XRYT B, g
AttentionArch . SSM IX—ZEM%E, N/E4sh SSM / JBE& SSM R (
NemotronHConfig #£3\) #Z#t 7 TEANELEN; RIEETEAE Intel XPU (2x Arc
Pro B60) L5, X Intel EIRAESEIERZEA. NELAER: FrAKsIE SSM 424
/ }rETE, MHA/MLA BREURIFRAERBEERZSHE, NOEERER I IIENEREES
S5EmmEs xR, - NEAFRIE: Mamba-1 prefill & token 3R MEREZE , Mamba-1 &
—-disable-radix-cache, B R X FFRAAED |, SSATEDNIRXE 2 XPU, FHHEBHMANE
EMSTRELEREE |, A2/ model_config #EFE&R

R ERIKEE



« PR #37818 [Bugfix] Track DFlash Mamba state at checkpoint boundaries: [EJ&
Mamba/SSM RSEF1E XIS : % PR 18 DFlash £ Mamba 3 5k checkpoint 3k
A, A PR N4 Mamba-1 380 radix RSIRERMIRTE 5 --disable-radix-cache AR,
ZEHERRET SGLang % SSM IRSHIIEHE L R

« PR #37584 [Unified Tree] Port SWA Branching-Point Caching to the Rust TreeCore:
B & mamba A4 (rust/sglang-radix-tree/src/components/mamba.rs) 5
mem_cache FPRSE AR, A PR #3753 AB mamba state cache ARELZ—H /
AR EAE ' ARSI,

« PR #37565 [NPU] Support DFlash speculative decoding for MiMo-V2.5-Pro (mxfp4):

R ABEA G EITR TR g 045 PR 1% PR £ NPU LMBURHARR, A PR BA
BT S Mamba-1 B R FFRNAER (is_target_verify) , SBAFTEE X5 R EEA
EXRER ENEHNTEEEFITEENRR,



