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PATHE
« —A)iE: aiter JFigEEAN DCP, Kimi-K3 £ MI355X HiE tp8/dcp8

- EESE: EERIE SERRAT AMD SEE ARG, DCP/ K ET X4 A Kimi-K3 32
M2, BINESE=ZITRE: (1) _forward_verify_dcp() 3 target verify 35 [
A rank B + 1X rank 0 it & draft window + A& merge_state_triton] BARER R ZEH
, U REGIF varlen B3| EE M3 A 2-D token table 5 use_2d_view; (2) aiter DCP
WEIF B R EL LSE 383t is_mla_dcp_lse_base_on_e() EMLEIAE, BEEFWME rank
TR ERME; (3) head FKATIKAME rank B9 num_head_padded 3% gather E8Y
mla_kernel_num_head_padded, WAKFEZXFTHIRIE W kBN FEH, FBEHEIE [TEHML
MAR + CIL RFaF| DCP B2 A B LGLTA TGRS EAENZ ERETF LK,
ERN oAb —NEEE Cl R EERUT —dep-size > 1 BEEMNR, HahX g2

Th RES EAL

PR body BA#AULER AXN T & https://github.com/sgl-project/sglang/pull/32796 & 1/N, B#r
7= “enable dcp support for aiter backend”, #H#H Kimi-K3 + —tp-size 8 —-dcp-size 8
--prefill-attention-backend aiter --decode-attention-backend aiter --kv-cache-dtype
fp8_e4m3 --context-length 132000 B RBIBBIH4L, KLETXTFREFRKRAT EE KV, DCP
i KV % rank 2/, 814 rank REFE Y seq_len/dcp_size; i aiter E3gLAETH D LSE
RE, AR RINKES verify AEEHEEAN, TEZEZEEREAKN DCP EL, R
kimi_k3.py 8 DCP %X JBEA RS cutedsl_mla / tokenspeed_mla, AMD & &8 XK
1T aiter,

SR AR

1. 2N E Eigiki® (RIEI1#®) : arg_groups/model_overrides/kimi_k3.py #r¥
_require_kimi_k3_aiter_gluon_dcp_support(), £ _kimi_k3_overrides() B4 dcp_size > 1
S X BAAN decode_backend == "aiter" 4% : LRI Gluon MLA AZETETH, BIE
prefill BRIAHWYI AR aiter (REAFERNE T triton A4RxE) , I AssertionError XE
YV EA=ME3, attention_backend_handler.py 8 handle_attention_aiter() & DCP T
& extend E#EEA MHA ONE_SHOT, BEARIZEE{ZR all-gather BEFF| KV, EE
DCP prefill Fr¥E; forward_mla.py B is_mla_dcp_lse_base_on_e() 3 aiter IIAEE,
7R aiter DCP 3R [E B A% LSE, B rank VAL RHA exp/log.

¥



2. aiter J53nt DCP o#3EZ: layers/attention/aiter_backend.py & ForwardMetadata
T local_kv_lens 5 verify_token_table (& forward ¥EZE—XMmIEEE) , __init_ ()
L3k dcp_world_size 5 kv_index_translator; _plan_dcp_decode_metadata() #titiek 5
kv_indptr/kv_indices, FERG|BNFRA rank 2 B IEFEANL ;

_build_dcp_local_kv_lens() 5 _build_dcp_verify_token_table() 25|/~ HEAMERN D H
KV & Efo target verify A9 2-D token table; _get _dcp_graph_max_local_kv_len() %
H cuda graph T WLE9EEAS LR ceil(max_context_len / dep_size);
init_cuda_graph_state() A EC verify token table 5K ELF, head FICMKIFERE
rank B num_head_padded 5 gather /&8 mla_kernel_num_head_padded, head %Ki
=& dcp_world_size > 1 BT,

3. decode 5 target verify Bi&it& 12 forward_decode_dcp() A
mla_gluon_decode(..., return_lse=True) RXA rank 89 KV 4/ #HUEE AR E B AX
¥ LSE; _forward_verify_dcp() @ FERAIT—stage 1 3 verify_token_table +
use_2d_view=True i ERX A%, stage 2 R H rank 0 #4T (draft window k_window
& rank #8[) , E&/EH merge_state_triton A& HFEE LSE, EEH,
aiter_mla_gluon.py B mla_gluon_decode() #3& return_lse 5 use_2d_view F/NERIAFR
FIRTANSE, FERE Ise HRFFARATRAN flat FWEF .

4. AT RMIEL: models/deepseek_common/attention_forward_methods/forward_mla_
rocm.py 340 force_rope_for_aiter_dcp_decode——DCP T aiter gt& MLA NAARERK,
Gluon WAZFrEhn RoPE, Et decode / target verify / draft extend v2 @& prepare
MBexkh RoPE; forward_absorb_rocm_core() $3%¢ aiter + DCP o %.: {3 q. A
set_mla_kv_buffer() & KV GZRE B owner IR E K %, #K out_cache_loc R4
£ N) . target verify Bt{E k_window/v_window X% attn_mqa_for_dcp_decode() BX[E
(attn_output, Ise); extend XX attn_dcp_metadata 5 dcp_kv_buffer #RGEERF
fi% all-gather,

5. M¥IMBIESEE: forward_mha_rocm.py 89 _get_mla_kv_buffer_rocm() &
filter_dcp_local_kv_indices() 5 translate_dcp_read_ids(), #&idykE5H B KIERPIT
# =k (NV CUDA RRAERRMEZEABXMZF) ; layers/dcp/comm.py B
all_gather_kv_cache_for_mla_extend() # HIP LRIZKE N 0 BBk all-gather, Wi
grid size 0 8% H# invalid configuration; layers/attention/triton_backend.py 3 HIP +
DSPARK draft worker &l dcp_size=1/dcp_rank=0, HEA dspark_kv_inject R
cache_loc B draft KV, % rank #/#FH BEEIAR, MREEA @A PR XA FIE(LTFM
MR (checklist # unit tests 5§ documentations FIFRAE) , EFRRIKIERXRE
8xMI355X £ ATHATHY gsm8k 200 FM,

KA
. python/sglang/srt/layers/attention/aiter_backend.py (13t 5E¥ZA/53%; 25| source;

KA core-logic; &5 _forward_decode_dcp, forward_verify_dcp,
_plan_dcp_decode_metadata, _build_dcp_local_kv_lens) : DCP X ¥FtyE4K: #ig
_forward_decode_dcp/_forward_verify_dcp WK1t E&IZ2. DCP o#HIEAX (
_plan_dcp_decode_metadata/_build_dcp_local_kv_lens/_build_dcp_verify_token_table/_
get_dcp_graph_max_local_kv_len) . ForwardMetadata 8

local_kv_lens/verify_token_table FE&, WK head ¥iCIKSMr =ik, BEELHEBNLCE



=}

/AN 0

« python/sglang/srt/models/deepseek_common/attention_forward_methods/forward_mla
_rocm.py (HE3k #HAEE; X7 source; EH data-contract; HF5
forward_absorb_rocm_prepare, forward_absorb_rocm_core,
force_rope_for_aiter_dcp_decode) : AV EIAMIAYIEL S Fig
force_rope_for_aiter_dcp_decode it DCP T # decode/target verify/draft extend &
prepare MrBx ik RoPE, 37 forward_absorb_rocm_core B Fi3¥ aiter + DCP %, A
set_mla_kv_buffer B KV. #8 k_window X% attn_mqa_for_dcp_decode, = JEiRFTEIZ
BB,

« python/sglang/srt/arg_groups/model_overrides/kimi_k3.py (#ik S%kB=; 25|
source; £ configuration; 5 _require_kimi_k3_aiter_gluon_dcp_support,
_kimi_k3_overrides) : & aiter ¥ Kimi-K3 DCP S HET B L 8, FH
_require_kimi_k3_aiter_gluon_dcp_support() S HMETMEBMRLE Gluon MLA RZE
EH, BRRSEEHE| kernel launch 7 #875,

- python/sglang/srt/layers/attention/aiter_mla_gluon.py (&3t SEEHRAZ; 25| source
: A dependency-wiring; &5 mla_gluon_decode) : mla_gluon_decode ¥
return_lse 5 use_2d_view NS (BRIARIFIBITA) . & DCP 86&23| LSE Hi/TiL
KV BA1#R; AANBRIMERRIE DCP BIRITATRE,

« python/sglang/srt/layers/dcp/comm.py (#k &£ &3815; 25| source; E&R
dependency-wiring; %5 all_gather_kv_cache_for_mla_extend) :
all_gather_kv_cache_for_mla_extend & HIP LBkt ZZRIZRH all-gather, #i# grid size
0 8 invalid configuration A% ; XEFEMXITALX, FEEXZF.

» python/sglang/srt/models/deepseek_common/attention_forward_methods/forward_mha
_rocm.py ({3 Z3LHim; 25| source; R data-contract; &F5
_get_mla_kv_buffer_rocm) : MR get _mla_kv_buffer rocm FE £ K
filter_dcp_local_kv_indices 5 translate_dcp_read_ids JAHA, #AIIRS 0K BIERBUT
Bk, 5 CUDA AT,

« python/sglang/srt/layers/attention/triton_backend.py (#3k E3giEE; 285 source; 3£
# core-logic; 45 TritonAttnBackend.init, is_hip_dspark_draft) : & HIP + DSPARK
draft worker 3&#| dcp_size=1/dcp_rank=0, #%E rank BIZE draft KV BIAE Y 1EL
F&3; i TODO HBiZZERNESE HIP FE4—EE, BREZE DSPARK,

« python/sglang/srt/models/deepseek_common/attention_backend_handler.py (#3k 53R
¥3%; 285 source; FEA data-contract; &5 handle_attention_aiter) :
handle_attention_aiter £ DCP T3 extend BB A MHA_ONE_SHOT, EANZKEZE
all-gather 2EF3| KV, IE& DCP prefill FiE.

« python/sglang/srt/models/deepseek_common/attention_forward_methods/forward_mla.
py (#E3k B3R E; 25| source; EA data-contract; &5 is_mla_dcp_lse_base_on_e)
. is_mla_dcp_lse_base_on_e &0 aiter, FEFQ aiter DCP REH R X%k LSE, ¥ rank /)3
A exp/log MIE exp2/log?, RIMEIEFMIARERIZA,

XS _forward_decode_dcp, forward_verify_dcp, plan_dcp_decode_metadata,
_build_dcp_local_kv_lens, _build_dcp_verify_token_table,



_get_dcp_graph_max_local_kv_len, mla_gluon_decode,
all_gather_kv_cache_for_mla_extend, forward_absorb_rocm_prepare,
forward_absorb_rocm_core, _get_mla_kv_buffer_rocm,
_require_kimi_k3_aiter_gluon_dcp_support, _kimi_k3_overrides, handle_attention_aiter,
is_mla_dcp_lse_base_on_e, TritonAttnBackend.init

RPERRD B

python/sglang/srt/layers/attention/aiter_backend.py

DCP X HFHHFEIR: F3E forward_decode_dcp/_forward_verify_dcp W5 H it E &R,
DCP 7u#3E#% (_plan_dcp_decode_metadata/_build_dcp_local_kv_lens/_build_dcp_verif
y_token_table/_get_dcp_graph_max_local_kv_len) . ForwardMetadata By
local_kv_lens/verify_token_table B, WX head ¥(icik 5 Mre ks, SELHBICRS,

# aiter_backend.py: DCP T decode 5§ target verify 8940528, (EH BB RBE S )

def get dcp_graph_max_local_kv_len(self) -> int:
""cuda graph BEFEBIBIAR rank 2 FKE LR ceil(max_context_len / dcp_size), "
w = max(self.dcp_world_size, 1)
return (self.max_context_len + w-1) // w

def forward_decode_dcp(self, g, k_buffer, layer, k_descale):
"R XA rank B9 KV 9B MLA decode, 3R[E (out, BRXEK Ise),

B rank 89 LSE & BAAA 5T XEZIBAREAIE DCP 1Y
mla_decode_fwd #12, HEAAREZEAZFIRE LSE,

fm = self.forward_metadata

bs = fm.kv_indptr.shape[0] - 1

num_heads = layer.tp_g_head_num # B all-gather, %F local_heads * dcp_size

out, Ise = mla_gluon_decode(
g=qg.view(bs, num_heads, layer.gk_head_dim),
k_buffer=k_buffer,
layer=layer,
# kv_indices/kv_indptr B4% _plan_dcp_decode_metadata 2X5 B,
# TR rank ok + Y388 N) , XEEEER
kv_indices=fm.kv_indices,
kv_indptr=fm.kv_indptr[: bs + 1],
sm_scale=layer.scaling,
kv_scale=self._resolve_fp8 kv_scale_float(layer, k_descale),
min_kv_seq_len=1,
return_lse=True, # DCP @& E LSE, TNTEME rank log-sum-exp &3
)

return out, Ise.view(bs, num_heads)

def forward_verify_dcp(self, g, k_window, layer, k_descale):



"EERRERE verify @ OLREITEEAMEH > (out, BRI Ise),

PR AN T 55FF decode WAL DCP T HE—CAB|M9E:

BERME g() = * W + r Finiss,

fm = self.forward_metadata

g_len = fm.max_qg_len

num_heads = layer.tp_qg_head_num # gathered heads = num_local_heads * dcp
seqused_k = fm.local_kv_lens # FAMERIER rank EHSH KV KE

n_rows = seqused_k.shape[0]

bs = n_rows // g_len

# B KRrank BRXRE, A 2-D token table F{TiZE
out_a, Ise_a = mla_gluon_decode(
g=qg.view(n_rows, num_heads, layer.qgk_head_dim),
k_buffer=self.token_to_kv_pool.get_key_buffer(layer.layer_id),
layer=layer,
kv_indices=fm.verify_token_table,
kv_indptr=seqused_k,
sm_scale=layer.scaling,
kv_scale=self._resolve_fp8 kv_scale_float(layer, k_descale),
min_kv_seq_len=1,
return_lse=True,
# varlen AKX R —1EREEA query EER—12 index 1%,
# BT verify 20 UEIRATHY 2-D 1A
use_2d_view=True,
)

Ise_a = Ise_a.view(n_rows, num_heads)

# verify 0 k_window BHAR forward IHEBEA rank T2,
# Rit rank 0 2518, HA rank EFERERBIRLEFE rank &9
if get_parallel().attn_dcp_rank != 0:

return out_a, lse_a

# E O latent FERMKEBES, BAEME KVt FR b 895 i T T
#b * g_len + i, mla_gluon ¥ seq_len == glen B8y MTP mask 1&4F5h =
# XERENREERED, HTUEEEAR—RAZ,
out_b, Ise_b = mla_gluon_decode(
g=qg.view(n_rows, num_heads, layer.qgk_head_dim),
k_buffer=k_window,
layer=layer,
kv_indices=torch.arange(n_rows, dtype=torch.int32, device=qg.device),
kv_indptr=torch.arange(bs + 1, dtype=torch.int32, device=qg.device) * g_len,
sm_scale=layer.scaling,
min_kv_seq_len=1,
glen=q_len,
return_lse=True,
)
# PR BARE B R, HEIEA triton BR merge £3F, B % log2/exp?2 B



return merge_state_triton(out_a, Ise_a, out_b, Ise_b.view(n_rows, num_heads))

python/sglang/srt/models/deepseek_common/attention_forward_methods/fo
rward_mla_rocm.py

BRI R MBS S . $T3E force_rope_for_aiter_dcp_decode ik DCP T8 decode/target
verify/draft extend 7 prepare rExih RoPE, F7& forward_absorb_rocm_core B 3
aiter + DCP &%, HA set_mla_kv_buffer 5§ KV. 38 k_window X%
attn_mqga_for_dcp_decode, E/a3mHFTEAZEIEH AR,

# forward_mla_rocm.py: aiter + DCP 95 KV 5§ decode/verify A A KR
fuse_rope_for_trtllm_mla = self. fuse_rope_for_trtllm_mla(forward_batch)

# DCP T aiter & MLA WEAERK, 1 Gluon WA RoPE,
# Et decode / target verify / draft extend v2 A EX B4 E RoPE,
# TN g_pe/k_pe ZRIEFKNRIBE, ERADKEMARLE,
force_rope_for_aiter_dcp_decode = (
get_parallel().dcp_enabled
and (
forward_batch.forward_mode.is_decode()
or forward_batch.forward_mode.is_target_verify()
or forward_batch.forward_mode.is_draft_extend_v2()
)
and _use_aiter_gfx95
and self.current_attention_backend
not in FORWARD_ABSORB_CORE_ATTENTION_BACKENDS
)
if self.rotary_emb is not None and (
force_rope_for_aiter_dcp_decode
or (
(not fuse_rope_for_trtlim_mla)
and (not self._skip_rope_for_dsa_tilelang_fused())
and (not self._skip_rope_for_aiter_fused_mla())
and (
not _use_aiter
or not _is_gfx95_supported
or self.use_dsa
or (
self.current_attention_backend
not in FORWARD_ABSORB_CORE_ATTENTION_BACKENDS
and self.current_attention_backend = "aiter"

a_pe, k_pe = self.rotary_emb(positions, g_pe, k_pe)

#.. BRRPEEZE ..



elif (
_use_aiter
and (
forward_batch.forward_mode.is_decode()
or forward_batch.forward_mode.is_target_verify()
or forward_batch.forward_mode.is_draft_extend_v2()
)
and get_parallel().dcp_enabled

q = torch.cat([g_nope_out, g_pe], dim=-1)
if lama_4_scaling is not None:
gl..., : self.kv_lora_rank] *= llama_4_scaling
# set_mla_kv_buffer WIFE S owner I8R5 2 FIRVK,
# FTLUGX BAEJR YA out_cache_loc, FMYUEST DCP &5
get_token_to_kv_pool().set_mla_kv_buffer(
self.attn_mqa,
forward_batch.out_cache_loc,
k_nope,
k_pe,
)
if forward_batch.forward_mode.is_target_verify():
# verify @ 0% rank AR, 7EA k_window/v_window &£\,
# & backend 89 _forward_verify_dcp RZERit rank 0 I+&
k_window = torch.cat([k_nope, k_pe], dim=-1)
v_window = k_nope
else:
k_window = None
v_window = None
attn_output, Ise = self.atth_maqa_for_dcp_decode(
q,
k_window,
v_window,
forward_batch,
save_kv_cache=False, # KV B8 LHEH set_mla_kv_buffer 5 X
**(dict(topk_indices=topk_indices) if topk_indices is not None else {}),
)

python/sglang/srt/arg_groups/model_overrides/kimi_k3.py

& aiter #FEA Kimi-K3 DCP WS HMITE L L, FHFH _require_kimi_k3_aiter_gluon_dcp_s
upport() SN MR Gluon MLA REZEZTE A, BRIRESEHE| kernel launch
D

# kimi_k3.py: aiter + DCP SN 1HE (£ server BHIRIFALIK, @A Z kernel launch BY)

def _require_kimi_k3_aiter_gluon_dcp_support() -> None:
from sglang.srt.layers.attention.aiter_mla_gluon import _gluon_fn

# gluon_fn() 3 None %5 Gluon MLA R#ZARTH (GREZTEXH. import £k,
# =% Triton < 3.7 &/ cga_layout) , BEAEREREBEHE gluon_fn AZPITHEE.



if _gluon_fn() is None:
raise RuntimeError(

"Kimi-K3 DCP with decode_attention_backend="aiter' requires the aiter "

"gluon mla kernel, which is unavailable. See above aborting reasons."

@_register_for("KimiK3ForConditionalGeneration")
def _kimi_k3_overrides(server_args: Any, hf_config: Any) -> dict:
cfg = resolving_view(server_args)
if cfg.dcp_size > 1:
overrides = {}
# ... F8 symm_mem / DSPARK ragged verify &2 ...

prefill_backend, decode_backend = attention_backends_of(cfg)

if decode_backend == "cutedsl_mla" or decode_backend is None:
# ... A8 cutedsl_mla % ...
pass
elif decode_backend == "tokenspeed_mla":
# ... BB tokenspeed_mla X% ...
pass
elif decode_backend == "aiter":

# BMEEARLEE, BRE prefill Em
_require_kimi_k3_aiter_gluon_dcp_support()
# BRIATE prefill WiDF| aiter; RAAF ERIEE triton BEARE triton
prefill_ab = "triton" if prefill_backend == "triton" else "aiter"
logger.info(
"Kimi-K3 DCP uses aiter MLA decode: "
f'prefill={prefill_backend!r} -> {prefill_ab!r},

f"decode={decode_backend!r} -> 'aiter'.

)

overrides.update(
prefill_attention_backend=prefill_ab,
decode_attention_backend="aiter",

)

else:
raise AssertionError(

f'"Decode attention backend for Kimi-K3 DCP must be 'cutedsl_mla’

mla' or 'aiter', got {decode_backend!r}."

)
# ... B8 dcp_replicate_qg_proj / dcp_comm_backend &2 ...

return overrides

AT K

, 'tokenspeed_

1) DSPARK B =36/ : HaiShaw ¥ triton_backend.py:234 3&11] “Only dspark covered?”,

VEEZFINBRIREIIET Kimi-K3-DSpark, R lightseekorg/kimi-k3-

eagle3-mla 1Bk

3EH/L, HaiShaw EIE “fine, you may do a follow up issue/pr later’, Bl EAGLE3 #y DCP



draft %¥EE1EE 4L PR, 2) eager_runner.py B forward_batch.extend_prefix_lens is not
None EBMMIEE : HaiShaw FEE “- bug fix?", EERIAXENFLKRZ EHNES bug (&
NVIDIA DCP gt &) , H3FH https://github.com/sgl-project/sglang/pull/38991 &k
BREZ, A PR Wizkzmhit commit 59613d3 “restore eager_runner fix” 3R, &ZA diff &
RBH®A eager_runner.py, 3) CI BZ%1: amd-bot &1 “Merge verdict: @ Do not
merge”, FEHFHEH DCP REBE aiter_backend.py F3| AN 17 A EZERB legacy
parallel-getter A S 3K ratchet R ELMK, [EBGEIE ‘PR CI never exercised the DCP
feature this PR adds’——# A 22f# dcp_enabled() (—dcp-size > 1) 5§ is_hip() I'1#&,
AMD pipeline B stage-b/stage-c #BH 57F B AESEE wait-for-stage-a-amd-rocm720 &4F
24 4 /N EREEE fast-fail Bkid, EFEEIH LR /rerun-failed-ci J&, HaiShaw 584
“CI signal is ok”, review EMWA “Aiter specific extensions, LGTM.”, 4) LSE KA Z:
M commit “use natural log” 5 is_mla_dcp_|se_base _on_e() #3E "aiter" TTIUFE Y, aiter
DCP 3R[EI B AX %Kk LSE, ¥ rank V34 F#E exp/log MIE exp2/log2; X—#ES flashmla.
cutedsl_mla fR¥F—3K, TMUEHERSERARREITERE,

« triton_backend B9 DCP draft 45 B I R &% DSPARK (design): HRI{E HIP + DSPARK
draft worker B dcp_size/dcp_rank 3&#|% 1/0 BB IE R B % DSPARK, EAGLE3 draft
% HIP + DCP FHIEHMEBFE L PR/Issue; REDERMARY TODO (ZZBiERAEIE
HIP F&%—B£) .

« eager_runner B extend_prefix_lens None #&& Z2/AH 12 bug 18 £ (correctness): #IA
BN ENEASER (NVIDIA DCP RAR£3) , EAMA PR i A% PR#38991
, AN PR & diff 7FHE & eager_runner.py,

« PR Cl REIEBE I DCP K42, B ratchet MR MABLALL £ MK (testing): BB E
EEHRE T %X, 1B DCP rBRAZREAGML Cl FBBITEEZ, RE Cl XTI LAIERZ
Thee T A ; EEIRIRE T —1 H20 case FEABE KK,

- aiter DCP #§ LSE JEHAE N B RXEK (correctness): X A5 BLA MANE 3 — KA B RXE
BAE, B% log RIFEAFALESERNAZEBERE,; FEREARSIETIZHEES,

R 5 B

« RF&: 1) head ¥KBTEMALE: aiter_backend.py F assert self.dcp_world_size > 1 or
_valid_heads or _pad_heads_to_16 or not may_run_mla_decode it DCP 4% 54438
WIS, SZBr head X EFMAEF mla_kernel_num_head_padded (gather J& head %) &
Gluon RZ B & LR, SEHEMANEEREZ Kimi-K3 override, Hth MLA =R £
aiter + DCP T fE2E3RF| kernel launch 4K, 2) FEL verify & B EREKRZ:
_forward_verify_dcp() 1&# rank 0 Z /M rank RREIRIZERS, BHBHEE rank LSE &3
#5%; —E k_window & rank A—3k (flt0 draft KV RZFHAESR]) , SFERTLEE
R MIERE. 3) EELIRBEMMRBERAKB: forward_mha_rocm.py B
filter_dcp_local_kv_indices() 5 translate_dcp_read_ids() /&, EMMEZLERB=NEA
TRAA EATEIR / MELF; KRR AASTESICTLIE, K5 KV BB EARE
fR37, 4) HIP ERBA XEKFEIEX S X dep/comm.py F if not _is_hip or
dcp_extend_prefix_lens_sum > 0 R& HIP LB ZRIZR all-gather, CUDA ik
collective, FELRRZBTNATAARREER HIP sk BapfbMiR. 5) DSPARK-only
draft 44 : triton_backend.py # is_hip_dspark_draft £ dcp_size &% 1/dcp_rank



A0, REBB “TODO: this logic should be fixed in non-hip platform”; EAGLE3

draft £ HIP + DCP TI&iE& rank 8522 draft KV BIRE QR &, BT ERRE
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