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PATHE

- —A)E: B8 AITER %hg FP8 REKREIRIR, AREZBEBMEBERENL

- WESME: EEKIL, KPR BRTWAiE—NFE L ANRERLE T BEER G BT NK
EME: B MBI THKERE + WBRAABZER, £ " ARAR " EFIEMTREMmIE
BEAENERE, review PAT " KEREANARLX " B9ITL5 round-trip MR KEE A

HAE/ME,; BREEFE unshuffle iR E2IBRIT AITER RILAZENREES, "MEAEL
s (FEEFER AITER #24t canonicalization API)

THRES B

AITER 7 ROCm X T RMAIEIEAZET block-FP8 RREMI%EE (pre-shuffle) , fIRE
RERERENNIEEEENMERR URREEZERR, FEEEREERBLSRY
weight-update mismatch BIRFAM., PR body BAFAFEH : "The weight checker was
treating the shuffled physical layout as the original logical layout during
dequantization, causing false weight-update mismatches even though inference was
correct." Lo AITER JRZA ) rotary cos_cache / sin_cache X FAEKREREANIRES
HMXBEERNE, checker RN ENMNEEZFTXARKRE, RFFERBRARILE,

SRR

1. FRICHERETEIE (python/sglang/srt/layers/quantization/fp8.py) : &
Fp8LinearMethod.process_weights_after_loading_block_quant #a
Fp8MoEMethod.process_weights_after_loading_block_quant B9=%t
shuffle_weight(..., (16, 16)) AAZ/E, ARESIEM is_shuffled = True ISB I,
FESHRBEMEMIERRBENE, BERAMERM copy_, shape. dtype. strides @3 FE
, RASRNTHEST LT HERESRMARHEN;

2. 33 unshuffle TES5M%: fp8_utils.py 3 unshuffle_aiter_fp8_weight,
reshape(-1, n//16, k//32, 2, 16, 16).permute(0, 1, 4, 2, 3,
5).contiguous().reshape(shape) =R AITER (16,16) iR, HIRBTEFFTES N, K
HELR; fp8.py #13 unshuffle_fp8_weight %, 3E AITER FF3EE M RuntimeError
, F71E NVIDIA EREREZZA, X2 HaiShaw review EX. {EAEHEZEBEBMECER
TREEMWTEENBITER,;

3. BB TEIEEIE (python/sglang/srt/utils/weight_checker.py) : QuantizedWeight 3
fn is_shuffled: bool = False FE&; _build_quantized_set M set B&XA



dict(hamed_parameters()) LA getattr(parameter, "is_shuffled", False) iZBARIT;
_build_check_entries {8iZFEZE £ % Fp8BlockComparable;

4. LB EZE|AR (python/sglang/srt/utils/weight_checker_comparator.py) :

Fp8BlockComparable ¥4 is_shuffled JRZ, 7 iter_chunks() 5§ dequantize() $ 418 H
unshuffle_fp8_weight B X block_quant_dequant, #{E#&EFn, ULP LA TZBEA
Fi; FBt NON_PERSISTENT BUFFER_PATTERNS 3 & cos_cache. sin_cache F/ME
R, BHREKLEEMAML AITER JRER rotary 275 ;

5. MRE CI B2E: test_weight_checker.py #3% TestShuffledFp8Comparable (mock &
iE unshuffle & FREM) . test_fp8_quant_pair_preserves_shuffled_flag (GuikiE(E+%)
5 test_skips_cos_cache / test_skips_sin_cache ZMR, FHEM register amd_ci; g
test_fp8_utils_aiter.py, B AITER EA shuffle_weight f round-trip &R F5 WA
A MR

R

python/sglang/srt/utils/weight_checker_comparator.py ({ik RREKLE; 2% source;
EAM core-logic; &5 Fp8BlockComparable, Fp8BlockComparable.init,
Fp8BlockComparable.iter_chunks, Fp8BlockComparable.dequantize) : ZMEE & :
Fp8BlockComparable #/n is_shuffled K2, FHEQBRERES BEREEMATAA
unshuffle_fp8_weight 1R B2 EA G, ZHMKREAS CENXE,
python/sglang/srt/layers/quantization/fp8_utils.py (#k FP8 &1t; £ source; EH
core-logic; 5 unshuffle_aiter_fp8_weight) : #3% unshuffle_aiter_fp8_weight T &
X, TARBELREZEIENTEE (AR review EW) , & unshuffle B RIRE
o

python/sglang/srt/utils/weight_checker.py (3R RREWE; 5| source; EH
core-logic; 5 QuantizedWeight, _build_quantized_set, _build_check_entries,
_NON_PERSISTENT_BUFFER_PATTERNS) : ju#kiE(&#E8£8: QuantizedWeight 30
is_shuffled FE&, _build_quantized_set NS EIXBFrICHEE, RN BIRE buffer Bk
NERXEEZ AITER rotary &7,

python/sglang/srt/layers/quantization/fp8.py (#ik FP8 E1k; 25| source; A
core-logic; 5 unshuffle_fp8_weight, process_weights_after_loading_block_quant) :
ToEIEIRL: & dense 5§ MoE By AITER MErE/2 IR E is_shuffled #xiT, Fizfit
unshuffle_fp8_weight W% (3 AITER i) .

. test/registered/unit/utils/test_weight_checker.py (13t RREMZE; K5 test; LR

Vai=]

test-coverage; 5 TestShuffledFp8Comparable,
test_iter_chunks_unshuffles_before_dequantization,
test_dequantize_unshuffles_before_checksum,
test_fp8_quant_pair_preserves_shuffled_flag) : #3% TestShuffledFp8Comparable 5
is_shuffled 1£3%&. cos_cache/sin_cache Bk EMIR, F5EM AMD CI stage, BAKRAT
ANEE R EFFA=,

. test/registered/kernel/quantization/test_fp8_utils_aiter.py (#ik FP8 &1ft; 25| test;

KA test-coverage; &5 TestAiterFp8Utils, test_unshuffle_weight_round_trip) : F
AITER B shuffle_weight #{ round-trip X#%1E unshuffle EE#ME, BERFESMEAHRE



MR, X review E LY HE BEMMN,

XEFE: unshuffle_aiter_fp8_weight, unshuffle_fp8_ weight, Fp8BlockComparable.init,
Fp8BlockComparable.iter_chunks, Fp8BlockComparable.dequantize,
_build_quantized_set, _build_check_entries

R F B

python/sglang/srt/utils/weight_checker_comparator.py

BiME & & Fp8BlockComparable 340 is_shuffled JRA, HAEDRENRS BRE SR
A unshuffle_fp8_weight K B3ZEMF, ZHEMRBA LA XE,

class Fp8BlockComparable(ComparableWeight):
""Deepseek Mi& FP8 REMNENLLRE,

AITER £ ROCm EXEBRER (16, 16) MREAFERLGERMMEH GEMM,
BB “w_qT BMEFTRARSETEEMRR. is_shuffled” tritEFHLREE
EREN. RES ULP LbRZ RILEIREZEAT,

def _init_ (
self,
w_dg: torch.Tensor,
w_s: torch.Tensor,
is_shuffled: bool = False,

self.w_gq=w_q
self.w_s =w_s
self.is_shuffled = is_shuffled

def __repr_ (self) -> str:
return (
f'fp8_block(shape={tuple(self.w_qg.shape)} dtype={self.w_qg.dtype} "
f'is_shuffled={self.is_shuffled})"

def iter_chunks(self):
s, block_size = self._scale_and_block_size()
for g, s_chunk in self._iter_quant_chunks(self.w_q, s, block_size[0]):
g, s_chunk = g.cuda(), s_chunk.cuda()
if self.is_shuffled:
# AR AITER BB RIEATARE, scale RIFFRILIE,
# X B REWREREMG, BX% block_quant_dequant,
g = unshuffle_fp8_weight(q)
yield (
block_quant_dequant(qg, s_chunk, block_size, dtype=torch.bfloat16),
block_guant_dequant(
self._quant_ulp(qg), s_chunk, block_size, dtype=torch.float32



def dequantize(self, dtype: torch.dtype = torch.bfloat16) -> torch.Tensor:
s, block_size = self._scale_and_block_size()
w_g = self.w_qg
if self.is_shuffled:
w_g = unshuffle_fp8_weight(w_qg)
return block_quant_dequant(w_g, s, block_size, dtype=dtype)

python/sglang/srt/layers/quantization/fp8_utils.py

€ unshuffle_aiter_fp8_weight TE&R#K, TNARALRZEINENTEE (WA review
EW) , & unshuffle REAMEARTI,

def unshuffle_aiter_fp8 weight(weight: torch.Tensor) -> torch.Tensor:
"HE4 AITER “shuffle_weight(..., layout=(16, 16))" *t FP8 R E %A%,

AITER 89 (16, 16) RAE: E£REFHEAE N // 16, K// 32 iR/,
/AN 16x16 BRRIFFH L 2 D 16 TERATHOEIRFAiE, XE@RN
reshape + permute + contiguous B RAFBEITERF, REMEE
FIKE, FRRHMEERENRE,
if weight.element_size() != 1:
raise ValueError("AITER FP8 unshuffle requires a one-byte element type")

shape = weight.shape
n, k = shapel-2:]
ifn%161=0o0rk % 321=0:
raise ValueError(
"AITER (16, 16) FP8 layout requires N % 16 == 0 and K % 32 == 0, "
f'"got shape {tuple(shape)}"

return (
weight.reshape(-1, n // 16, k// 32, 2, 16, 16)
.permute(0, 1, 4, 2, 3, 5)
.contiguous()
.reshape(shape)

)

python/sglang/srt/layers/quantization/fp8.py

TTHIER: 7 dense 5§ MoE By AITER Jh2#842 iR B is_shuffled #xid, FHiRft
unshuffle_fp8_ weight M>% (3 AITER #t5E) .

def unshuffle_fp8_weight(weight: torch.Tensor) -> torch.Tensor:
"R E e ImA e FP8 ERZEAA R,

XY 2R AITER BERTH; NVIDIA S H /53 MR & SRR E,
HERARASMY RuntimeError AR ESERER,



if not _use_aiter:
raise RuntimeError("FP8 weight unshuffle requires AITER")
return unshuffle_aiter_fp8_weight(weight)

# JehE R JRMIRIE: shape. dtype. strides ¥ARE, TIHTLMAER,
# A ENCEOHRE, ERELEREREMAIREZERR,
if (
_use_aiter_bpreshuffle_gfx95
and self.w8a8_block_fp8_linear is aiter_w8a8_block_fp8_linear
and not getattr(layer, "skip_aiter_bpreshuffle", False)

n, k = layer.weight.shape

if not use_aiter_triton_gemm_w8&a8_tuned_gfxd50(n, k):
t = shuffle_weight(layer.weight, (16, 16))
layer.weight.copy_(t)
del t
layer.aiter_bpreshuffled = True
layer.weight.is_shuffled = True

Wi AL

- RENHLBEE: XinyuliangCMU [8] " REFARNIRZZEAE, BBEE AITER HrERIEE
? " Xinyu-Kang [EIR: checker BiEE 2 2 weight-update B2 2 5 IR ARERDRA,
BIEEAE; EARERSRELEAS AR,

« BT RE SRR A . HaiShaw 321 "The weight check anchor point should be low
level aiter shuffle agnostic. Also the self constructed method of unshuffle is very
aiter scheme specific, easy to break." Xinyu-Kang &7 A48 unshuffle T3
fp8_utils.py #F A round-trip MR AITER shuffle_weight(), &% HaiShaw
APPROVED, {B " KERMNERBFEMRLER " X—RITKAHRELHR,

. cos_cache / sin_cache 2 &M yuankaichen-amd B A1t 44 PR EMXHAMER,,
Xinyu-Kang ###% Miles CI # test_deepseek v4 flash_4layer ci.py EE: checker &k
MALIRAEBY rotary &%, MREEFHASRECH], FEREFTE,

- RERERN: HAE AITER SMEZEMIEZRIEE (question): BIARIFRMERE,
HEMERIERAERRE: FRERE unshuffle TIRE| fp8_utils 3F 8 round-trip MR
FRKREZAE R EHE S R,

- unshuffle LI T AITER 452, 1EWQNMR LK (design): HaiShaw APPROVED,
HEPL "unshuffle TMBIEMLTEE + round-trip X#AIE " WKE; BEFEREIT
AITER RRAENMRENE, BTERERITKA,

« AfTEA PR 5| cos_cache / sin_cache Bkid (question): BIAAREZ X, Bkt &IE
; _TinyModel RI264h T XM buffer 53R,

RS B
o NS



unshuffle_aiter_fp8_weight 2F 5 reshape + permute + contiguous, &{&K#i AITER
(16,16) ARAE; —B AITER T E M scheme, round-trip Jik R E1E A Y RTR A
IR, RRTRERFIRT EBIRNLBRER;
is_shuffled 237 Parameter LRIEISEM, FEEMREEZEHYE Parameter (4
4 normalize_e4m3fn_to_e4m3fnuz /&3 Parameter 89328 248 Fahtr, BEHAM
BRI EEIRAR) . TERBESKEFRELFEERRENT;
cos_cache / sin_cache #EH#ALFINER, ERREFAGERLHNEILIRES
W IRB ;
*t NVIDIA AT AE M (is_shuffled BRIA False, unshuffle %73 AITER Tibsd)
, 18 _build_quantized_set By3&EA A M set B&KA dict, B2 FE&HENRG, EEEM
RE T A BE B FHAIEFTEH
- CI fUFr38 AMD NIRRT, 3840 stage-b AMD £S5 B9BAT BT 8],

« AFP®": AMD ROCm + AITER E3mtIRERERAF (LHEE Miles DeepSeek-V4
WE E2E CI) AE# FP8 BARE T, HELRE num_exceed=0 ®[f5; NVIDIA A
F AT AZAL;

« ARG REMRBAFETHERE, RERERZFTE unshuffle itH, EBEEX
HEERIFRE checker AT, EFHBEMRELZ M,

- ABRE M : AMD CI #7138 weight checker 5 fp8 utils AR E S, K54 AITER &
sk EIRAE T BYIF A,

- RFeFRE: F5 unshuffle K# AITER HRAE , ISNBETHREZESHREREL
BBk R T AR5 RS buffer, AMD 45242, CUDA EVIXFEAE

KRR EE

« PR #34016 [Miles] Fix weight checking for AITER-shuffled block FP8 weights: 4~ PR
BEHEFRIR: PR body BAFAMEER "This ports #34016 from sglang-miles to main
following maintainer feedback", #E&E. cos_cache/sin_cache Bk 5MRI4R B %
PR B9ZEiPE RBA R,

« PR #38756 [AMD] aiter: resolve SWA KV pool for draft workers + guard paged
decode: B A AMD AITER E## bugfix, EHEMPE—3K, BT aiter FEIRE sglang
main LIS ENR —ThEEX.

« PR #34432 [AMD][DCP 1/N] add dcp support for aiter backend: E#tZE[a AITER f&
SHEVBE Y B, WA AMD AITER &R EFFEIEH T M, A PR A2 A M LR ERERE

by



