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PHATHRE

. —A]iE: ¥ NVFP4 token embedding k3, gather BHEEAL

- WESHE: EEKEIE, AHE get_quant_method 2 X)FF AR Fn gather BAR 1089523,
;. XS E X ¥ NVFP4 embedding checkpoint BIERZE R RAA BEHEMME, MiRBIESL oracle B
% (BRUEREABAEEIN) hWEAELSHNEIIER, JFEAKR PR XA review 1118, &
HREETEILFELE PR body B, BTN —3fF5%,

THRES B

PR body BA#aFE H : MIXED _PRECISION #& R H per-prefix quantized_layers f#iR &1L, #%
NAET RIR&| prefix M T2, 1B ModelOptMixedPrecisionConfig.get_quant_method R4t
32 LinearBase/ParallelLMHead. RadixAttention #7 FusedMoE, VocabParallelEmbedding
SEANEEH return None—"a checkpoint whose map marks the token embedding
cannot be served at all', embedding 24T gather f3E GEMM, &% AB NVFP4 kernel =4
. WA ITEIZE, "the gain is purely footprint": 200k token REFTEE 483X 10 {2
ZH, bf16 5 4-bit WE(HIA GiB BER, BFHEBNE THNEFKEELZAK KV cache,

SRR

1. 33 E2M1 Bk (modelopt_quant.py  E2M1_LUT) 5§
ModelOptNvFp4EmbeddingMethod 2£: create_weights 3% input_size_per_partition
" group_size ¥R, JEM packed uint8 FRE (4T hidden/2 F%) . e4m3 block
scale (& group —N) . fp32 global scale weight_scale_2, W% IEFAL e2m1_lut
buffer; process_weights_after_loading %52,

2. 523, gather IHAREEAL (embedding 7 3%) : token id FJEIRAT gather packed RE S
scale, ¥F18 / &I nibble, 1§ 3 & E2M1 k. HZEN/EFS, BT block scale x
global_scale, /& reshape EIRIIAFIRFIFEEE params_dtype, @AT gather & GEMM,
FrLl& & NVFP4 kernel i %,

3. ¥ & get_quant_method 4°%: 7 ParallelLMHead 2% 2 Ja.
RadixAttention/FusedMoE 4% Z Ri#& A VocabParallelEmbedding 4%, #HFRsIE
NVFP4 B3R [E None, NVFP4 Bf3R[E ModelOptNvFp4EmbeddingMethod; JiF 43R A
ParallelLMHead #7& B VocabParallelEmbedding, tie_word_embeddings B Im_head
B2 embedding 3k, REFFEX T ZFEX,



4. MRECE: FHE test/registered/quant/test_nvfp4 _embedding.py, &&¥h s ZR T EMEIR
9 reference_dequant oracle. build_layer 3%, rtol=0/atol=0 &) gather XELMR, X
& hidden_size s&ERR group_size BIF EMIR; EME| CPU CI suite base-a-test-cpuo
ToH e B = ER B K E.

R

« python/sglang/srt/layers/quantization/modelopt_quant.py ({3 /4E; 35| source;
2R core-logic; 45 ModelOptNvFp4EmbeddingMethod, get_quant_method,
create_weights, embedding) : B MH: FIE ModelOptNvFp4EmbeddingMethod
EHE get_quant_method T & VocabParallelEmbedding 244 %, Zit NVFP4
embedding checkpoint [ #in#k 8 <8,

. test/registered/quant/test_nvfp4_embedding.py (3R E4LMIR; K5 test; KR
test-coverage; 5 reference_dequant, build_layer, TestNvFp4Embedding,

test_matches_reference_dequant) : F3EIEIL oracle MR, AZRTEREIRRIE gather
RENNEEIERAME, HEE group_size BRTFT T,

KBS ModelOptNvFp4EmbeddingMethod.embedding,
ModelOptNvFp4EmbeddingMethod.create_weights,

ModelOptNvFp4EmbeddingMethod.apply, ModelOptMixedPrecisionConfig.get_quant_met
hod, reference_dequant, build_layer

KR BR

python/sglang/srt/layers/quantization/modelopt_quant.py

S E: #73E ModelOptNvFp4EmbeddingMethod EH & get_quant_method 3 &
VocabParallelEmbedding %% %, Zit NVFP4 embedding checkpoint =] # A%k B % 52,

# python/sglang/srt/layers/quantization/modelopt_quant.py (325 3%)

# E2M1 #& = 4-bit code -> value, &5|BF 3-bit B%k code (K 3 fiL magnitude, EEL sign)
_E2M1_LUT = (0.0, 0.5, 1.0, 1.5, 2.0, 3.0, 4.0, 6.0)

class ModelOptNvFp4EmbeddingMethod(QuantizeMethodBase):
""NVFP4 token embedding: RERHF packed /7, gather BIZfTAEE, "

def __init__(self, quant_config: ModelOptFp4Config):
self.quant_config = quant_config
self.params_dtype = torch.bfloat16

def embedding(self, layer: torch.nn.Module, input_: torch.Tensor) -> torch.Tensor:
# MARMERIIRY token id, &i8FA [T] BMAT gather
index_shape = input_.shape
flat = input_.reshape(-1)
packed = layer.weight[flat] # [T, H/2] uint8, ENFEFEMRA 4-bit code
scale = layer.weight_scale[flat] # [T, H/16] e4m3, &N E— block scale
rows, half = packed.shape
hidden = half * 2



# 3 nibble: BEEEHRIR 4 i, FEERE 4 L
codes = packed.new_empty((rows, hidden))
codes[:, 0::2] = packed & 0x0F

codes|:, 1::2] = packed >> 4

# 3-bit B#&E E2M1 )k, BREMAR S
mag = layer.e2m1_lut[(codes & 0x7).long()]
vals = torch.where(codes & 0x8 != 0, -mag, mag)

# NVFP4 4E3% = block scale (e4m3) x global scale (fp32) BYFEAR
group_size = self.quant_config.group_size

eff = scale.float() * layer.weight_scale_2.float()

out = vals.view(rows, hidden // group_size, group_size) * eff.unsqueeze(-1)
return out.view(*index_shape, hidden).to(self.params_dtype)

# get_quant_method #4o % (¥ik) : MK ParallelLMHead 2% 2 )5,
# ParallelLMHead #7& B VocabParallelEmbedding; tie_word_embeddings Bt
# Im_head BLZE embedding 3k, L4 PrRIE A EEIREENT L,
if isinstance(layer, VocabParallelEmbedding):
if is_layer_skipped(prefix, self.exclude_modules, self.packed_modules_mapping) \
or self.is_layer_excluded(prefix):
return None
if quant_algo == "NVFP4":
return ModelOptNvFp4EmbeddingMethod(self.nvfp4_config)
return None

test/registered/quant/test_nvfp4_embedding.py

¥¥EXST oracle MR, AZRTERBIFARIE gather MEELREEIEMME, FHBEZE group_size
BRTF I,

# test/registered/quant/test_nvfp4_embedding.py (3, XI5 ik)

GROUP_SIZE = 16
# M FEZIMA oracle: E2M1 code # magnitude #/F, ‘R5|BF 3-bit B3k code
_REFERENCE_E2M1 = [0.0, 0.5, 1.0, 1.5, 2.0, 3.0, 4.0, 6.0]

def reference_dequant(packed, block_scale, global_scale):

"RTRMEIANBELI, EBAREN, FFLSFURBEERER, "

rows, half = packed.shape

hidden = half * 2

out = torch.zeros(rows, hidden, dtype=torch.float32)

for r in range(rows):

for ¢ in range(hidden):

byte = int(packedlr, c // 2])
code = (byte & OxOF) if ¢ % 2 == 0 else (byte >> 4) # 181K 4 f, &&E 4 &
magnitude = REFERENCE_E2M1 [code & 0x7]
value = -magnitude if code & 0x8 else magnitude # JEEALAKFS{L
scale = float(block_scalel[r, ¢ // GROUP_SIZE]) * global_scale
out[r, c] = value * scale



return out

#OMRMTE: gather 85 oracle % rtol=0. atol=0 TZ2—3X
# def test_matches_reference_dequant(...): ...
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2N PR J&A review TFi (review_comments_count=0) , #ZWiZIHRKICEKE PR body 514
AEREY: embedding 1T gather i GEMM, R EH NVFP4 kernel R[4k, tWEit&E
Wkzs, UWKISAKER footprint; o XML ParallelLlMHead 4% 2 &, EA
ParallelLMHead #7& B VocabParallelEmbedding, tie_word_embeddings B Im_head #2&
embedding #3k, # checkpoint & Im_head #rf NVFP4, apply() &t
NotImplementedError 2 R~MEEK recipe, Issue TR A —K /rerun-test
registered/quant/test_nvfp4_embedding.py, CI Z;& 1 ANNRER,

- ELEIMETF AR

R 5 B

o NS

1. &%) F &R get_quant_method #F X BIRKAL T ParallelLtMHead 25, E4E
WZREIRF, tie word_embeddings 89 Im_head £ LUK 4h embedding £3|
gather-only #3%, #IER apply() # NotImplementedError $3AREF = B 5.

2. tie_word_embeddings 3 5#-: #& checkpoint By quantized_layers & Im_head (=
embedding) RIZEFRIEA NVFP4, A& PR RIRIEMBAFMA S, H#IZEZ apply() IR
8. TE checkpoint fEETE recipe THEFR embedding, /G438 4n dtype A ELEER,

3.8l / MRER: NVFP4 4E5KE e4m3 per-16 block scale x fp32 global scale, &
KV B&289 E8MO power-of-two [, fE4#&E SR kvfp4_tensor.batched_dequantize
KFEERERE,

4. CUDA graph 5 float8 3#25: e2m1_lut FAJEFF A buffer ¥ capture #A
host—device ¥, 1B float8_e4m3fn FIEEIRD 53 (AMD/CPU) B kernel X3FE
SO BROWIRRERE CPU Cl,

5. ¥MSEEAR: X" ModelOpt MIXED_PRECISION fn#k&42, Xt#AIE NVFP4
embedding checkpoint T AZZA, - ®M: AP / EE: ModelOpt BERE
checkpoint &% NVFP4 token embedding, IR MIEFEMEBRBMHARSE; NIAE
checkpoint TA%EEARE (JE NVFP4 embedding 133RE None) . MALKIR: KiF
FAER (40 200k vocab x #&F hidden) B KERZB B embedding E&ETHEA 75%,
BETHEBEEERILA KV cache, XHAPRN: sglang ELEERRITIE—FEAAIEZLR, N
RIEME| base-a-test-cpu BF; K& FIE modelopt_quant.py O k3ZHE, FALL
BB EMIER, - RERIRD: BOR KL XFF8R |, tie_word_embeddings
HESMWE , CUDA graph / float8 #ZFEWIL , {XEE NVFP4 embedding

KRR EE



« PR #34669 [CI] Split Kimi K2.5 performance batches by config: @A NVFP4 E{LE
GB300/Blackwell E#IEM5384E, A PR #h L token embedding 89 NVFP4 X #F, &
#* R 5EE NVFP4 KiARAER 43R B HEEE

« PR #32755 [Perf] Occupancy tuning for DSA indexer fp8-quant Q kernel: E—&1t
kernel FmABIMRERL, KRB sglang £ fp8/nvipsd EfLEEER FBYEEIRE N,



