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def _apply_gk_norm(
q: torch.Tensor,
k: torch.Tensor,
g_norm: nn.RMSNorm,
k_norm: nn.RMSNorm,
head_dim: int,
) -> tuple[torch.Tensor, torch.Tensor]:
# B8R (A g.is_cuda H|#, ROCm FTHAE, SEIAA CUDA RAZH R,
#1EEJG: MY current_platform.is_cuda() 1&2&, HRIXE NVIDIA F & A RMEEZ,
if (
g.is_cuda
and g.dtype == _BF16_DTYPE
and qg.dtype == k.dtype == g_norm.weight.dtype == k_norm.weight.dtype
and qg.stride(-1) == k.stride(-1) ==
and q.stride(-2) == k.stride(-2) == head_dim
and g_norm.eps == k_norm.eps
and not torch.compiler.is_compiling()
and current_platform.is_cuda() # ¥3¢: EXRELAIFEETA NVIDIA CUDA

# AXIESH BFrA S B 68 NVIDIA CUDA B, ERMEALE RS N,

fused_inplace_gknorm(

a,

K,

g_norm.weight,

k_norm.weight,

eps=g_norm.eps,

head_dim=head_dim,
)

return g, k
# EHMFSE (0 ROCm) HEMGFHER, ERIFFER PyTorch #4F,

return g_norm(q), k_norm(k)
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