PR #33939 ZEIRLE

sgl-project/sglang
[AMD] Add gfx1151 (Strix Halo / Ryzen Al MAX+) Docker image
SFmtE: 2026-09-11 13:46

JRSCEERE: http://prhub.com.cn/sgl-project/sglang/pull/33939

PATHRE

« —A3E: ¥ gfx1151 (Strix Halo) ROCm 1%, MEHIN TS nightly LA RKE

- BEMNME: EERIR BRFERABRKRS: 71T ROCm/ £ £ G TET R ZRITE
docker/patches/sgl-kernel-gfx1151.sh, 2K PR g R R E &= HER9——wave32 &f
£ host/device FidE#R1F WARP_SIZE R—E % 5| % hipErrorLaunchFailure 3B "
SR AE S kernel, XNHELR IR HAMIE gfx9 Br;, RB% grep B R X,
Bt Bk, EHRsHEN build fail BOMZBRAITAN TR, IHEAE EERE E LR L
IREEEL R RAMESEE, RMERMA L SE TR, T2 SITARARITRE:
—& AITERZ{ERA" (SGLANG_USE_AITER=0 + A& PREBUILD_KERNELS) X—%
h, HARMZE Triton #Ik 3.7.0, BRIEL CI BiE; —&1E gfx1151 XFZTLFHETH
BHERA T mAERE, MIREGES3# PR body (PR#31137) , EIFEREL PR &3F8
2 EEHE PR#31403 —#2lUk O,

THRES B

PR body BAB¥EH: BEA K docker/rocm.Dockerfile @i CDNA (gfxd42/gfx950) , &&
ofx1151 RAEFMAM, Strix Halo XELE—AFR IGPU TEEEER. FEIEEEZIZK
ZEB|REFE gfx1151 E4B SGlLang #E#23K": “The scope is limited to building and running
SGLang on gfx1151. General RDNA kernel support and performance tuning remain
separate work.” BSiEFRIEE WSL2 T8 Ryzen Al MAX+ 395 / Radeon 8060S, &A%
13.16 GB, import sglang. import sgl_kernel. torch.cuda.is_available() ¥i&3t, HH
Qwen2.5-7B-AWQ. Phi-4-mini. Mistral-7B. Qwen3.5-9B. gpt-0ss-20b-bf16 &FEiE ="K
BATHEIE R, EEHIRAIFIAELT/E: 48 gfx1151 / wave32 X 3F% 5| sgl-kernel JRRG (
PR#31137) . RDNA BRi1Ai% Triton attention (PR#31259) . ¥ gfx1151 BahE&I2xt
aiter BIFEMKH (PR#31403)

LI RE

1. 85 BR 5 8 %EE (docker/rocm-gfx1151.Dockerfile) . % rocm-torch 5
sglang P stage: ARG BASE IMAGE H digest $iE
rocm/pytorch@sha256:7fe531fa185..., M7 —% B4 RUN python3 -c "...assert
torch.version.hip" && test -x /opt/rocm/bin/hipcc, 1tEMBEEZR T BT HNMERRE
KK, MARRREITARE, Stage 1 RE PYTORCH_ROCM_ARCH=gfx1151 5§
HSA_ENABLE_DXG_DETECTION=1 (WSL T ROCDXG &%, % /dev/dxg B EEI1ER)



, WEYE —target rocm-torch M, ETREHEE,

2. sgl-kernel B9¥2EHAEEL (docker/patches/sgl-kernel-gfx1151.sh + Dockerfile &89z
FI,) » ©FEN python/sglang/kernels/aot/setup_rocm.py BIZRMITTE R AT {gfx942,
gfx950, gfx1250} 3 sys.exit(1), #NTRIAIE gfx1151 Em# allowlist, FHAZEMIFEN
-DSGL_ROCM_WARP _SIZE=32; EBEKE include/utils.h 89 WARP_SIZE 7%, #3% #if
defined(SGL_ROCM_WARP_SIZE) BiEX X%, BRER host pass T
__HIP DEVICE_COMPILE__ RZEXfE WARP_SIZE = 64, i wave32 &&H device
pass /83| 32, AEFR—KS1iE  launch_bounds_ (WARPS_PER_CTA * WARP_SIZE) (
128) 5 dim3 block_dim(WARP_SIZE, WARPS PER_TB) (256) X&KL, RBzh 256 &2
¥ 128 LFRS hipErrorLaunchFailure 35325, REFZZAET —/ kernel (
moe_align_block_size_kernel) Lk, ®ZiEH, Frh AL grep -oF e RXEE, £
HFER S B R IR, BUILD_SGL_KERNEL=0 "T#{kpkit AOT kernel, 3BILA4L Triton,

3. IRMIEEET: pyproject ¥#5 extras B, 4B python/pyproject.tom!| #epX,
python/pyproject_other.toml (BR srt_hip extra, 5 docker/rocm.Dockerfile B &KH%)
, B —EWNEL Python & runtime_base. runtime_common. srt_hip =48 extras EBF
BR—&REH|FE pip install, %32 srt_hip -> sglang[runtime_common] ->
sglang[runtime_base] BB %35 A{&3F, FH+ B NIE compressed-tensors 77 0.15.0; &
J& pip install --no-deps -e python % SGLang &A1&,

4. AITER BY“%{ERA KL, AITER £ ROCm LEFIEm%:
sglang/srt/layers/quantization/__init__.py 4 import quark, JfE&ERERIERA I import
aiter.ops.triton, 7 B import sglang #A AR %, EWIZEE commit c16d44bg... %
% AITER, {EZ|E & PREBUILD KERNELS (AOT % CDNA L&A =& gfx1151 EEIE
KWHg—2) , JIT BALREAN gfx1151 ¥2E module_aiter_core; BTETA ENV
SGLANG_USE_AITER=0 & sglang B 7 Triton B2 L, HERARFTERNE
—attention-backend triton, EA ServerArgs 7£ ROCm _EBRIAME aiter, X—FF KRR
maE & H——aiter 89 RMSNorm BT CDNA £&3#4 v pk_mul 32,

5. Cl/ #%®E (.github/workflows/release-docker-amd-gfx1151-nightly.yml) ., ¥3g&
H 14:00 UTC (&5 CDNA ROCm nightly 8§ 12:00 UTC #1&) EMESS
workflow_dispatch, FE amd-docker-scale runner. prod environment. 120 25488t T
--no-cache —-progress=plain ¥32##3% rocm/sgl-dev:v<VERSION>-rocm724-gfx1151
-<YYYYMMDD>, FRAEXHE scripts/release/get_version_tag.py —-tag-only, #=&[REE
A STEP_SUMMARY, ®FERZAEFMAXH K, FRIEHMETSIRBUEX — &KL A RK
%5 AR,

REEF:

« docker/rocm-gfx1151.Dockerfile (#3k FEHFEML; KA infra; £R infrastructure; &
£ rocm-torch, sglang, BASE_IMAGE, GPU_ARCH) : & PR B9 AtH): gfx1151 &
RAAMBERBEX, ABEMBERZ digest BES B, sgl-kernel MEHRXNTRA.
pyproject extras &, AITER EFe5 SGLANG_USE_AITER=0 i&fTHFF X,

- docker/patches/sgl-kernel-gfx1151.sh (13 Mz T ; 385 infra; £ build-patch;
45 GATE_OLD, GATE_NEW, FLAGS_OLD, FLAGS_NEW) : ik gfx1151 4R
sgl-kernel By XBIEERIA: HKIFEEHM allowlist. SEFAN SGL_ROCM_WARP_SIZE=32, &



B include/utils.h B WARP_SIZE %, HAIRKHE grep FI,

. .github/workflows/release-docker-amd-gfx1151-nightly.yml (#3k & HKs; 5|
infra; £® configuration; &5 publish, rocm/sgl-dev, amd-docker-scale) : ¥73&
ofx1151 BB H K MRKE, RETZEEARNA TR, mENEESMERAER, BiXE
FEBREEEAND,

XS docker/patches/sgl-kernel-gfx1151.sh: % grep SFREIMZEIAAN T ERAZ |
setup_rocm.py 24 allowlist |12 (GATE_OLD / GATE_NEW) , include/utils.h
WARP_SIZE % (#3% SGL_ROCM_WARP_SIZE RIE4 %) , rocm-gfx1151.Dockerfile:
rocm-torch / sglang MM B2 B4R , pyproject extras BFMIA (runtime_base +
runtime_common + srt_hip %¥f) , release-docker-amd-gfx1151-nightly.yml: publish

job BIRRAE 5 BARARE 4 X

KR Fr B]

docker/rocm-gfx1151.Dockerfile

AR PR BB AR gfx1151 TRAFAMBREEX, REBEMER digest BEES B,
sgl-kernel ¥)3ZEA%N TR, pyproject extras BF. AITER Ef5
SGLANG_USE_AITER=0 =fTHFF %,

# Stage 2: 7 gfx1151 ROCm )=z E&in SGLang,
# Stage 1 (rocm-torch) R EMBEHRE THEE, "#EMk -target rocm-torch ¥z ;
# sgl-kernel 5 SGLang AMAEREX—E,

FROM rocm-torch AS sglang

ARG GPU_ARCH=gfx1151

# sgl-kernel B9 ROCm MZZBIARR % gfx942/gfx950/gfx1250, HAZEMERE sys.exit(1),
# TENMZIANT SMEEXET]; B 0 T2k AOT kernel, 3RUA4S Triton B&4Z,
ARG BUILD_SGL_KERNEL=1

ARG MAX_JOBS=12

# 13 pyproject.toml §T% 7 CUDA #% (torch. flashinfer[cu13] %) ,
# HpX pyproject_other.toml B#] srt_hip extra —— 5 docker/rocm.Dockerfile R KM%,
RUN cd /sgl-workspace/sglang \

&& rm -f python/pyproject.toml \

&& mv python/pyproject_other.toml python/pyproject.toml

# 56 grep M ERFRXAFIE, BIAHT: LBE—BEXRERE, HMEREXK,
# A REER”™ H—A WARP_SIZE A% kernel Hif%,
COPY docker/patches/sgl-kernel-gfx1151.sh /tmp/sgl-kernel-gfx1151.sh
RUN cd /sgl-workspace/sglang/python/sglang/kernels/aot \
&& if [ "${BUILD_SGL_KERNEL}" = "1"]; then \
rm -f pyproject.toml \
&& mv pyproject_rocm.toml pyproject.toml \



&& sh /tmp/sgl-kernel-gfx1151.sh setup_rocm.py \
&& AMDGPU_TARGET=${GPU_ARCH} MAX_JOBS=${MAX_JOBS} python3 setup_rocm.py
install; \
else \
echo "Skipping sgl-kernel build (BUILD_SGL_KERNEL=0)"; \
fi

# YH main BRBEHKS|AAS extras (srt_hip -> sglang[runtime_common] -> sglang[runtime_
base]) ,

# pip f#HTRTE editable JREDM T REXNAERE)T; XBLIL=ZHRE TR —FIRKZI X,

# B —-no-deps BEBAE, I compressed-tensors fTHEERE—NEZE torch 2.9 BIIRA,

# aiter £ ROCm Lt#F3JE®3%: quantization/__init__.py & import quark,

# JEBERIRVERS import aiter.ops.triton, T B import sglang xR,

# Z|E K PREBUILD_KERNELS: AOT %i¥ CDNA L% kernel A2 gfx1151 LEIF.LWN—F,
# JIT R T aiter EAN gfx1151 M3 module_aiter_core,

ARG AITER_REPO="https://github.com/ROCm/aiter.git"

ARG AITER_COMMIT="c16d44b930528b2a4bfd6d8d3409116d465872a9"

RUN git clone —recursive ${AITER_REPO} /sgl-workspace/aiter \
&& cd /sgl-workspace/aiter \
&& git checkout ${AITER_COMMIT} \
&& git submodule update —init --recursive \
&& GPU_ARCHS=${GPU_ARCH} pip install --no-cache-dir --no-build-isolation \
--config-settings editable_mode=compat -e .

# aiter B9EE A / MoE kernel A CDNA; ServerArgs #£ ROCm L ERIA% aiter,
# EIRA A B ERME —attention-backend triton, E 3| E5#5E4F RDNA BRIAME,
# XANFARRIEEEE A aiter 8§ RMSNorm A7 CDNA £ /&34 v_pk_mul_f32,
ENV SGLANG_USE_AITER=0

docker/patches/sgl-kernel-gfx1151.sh

ik gfx1151 g% sgl-kernel BIXBEEEMIA: AR ZEM allowlist. JEA
SGL_ROCM_WARP_SIZE=32. &5 include/utils.h 8 WARP_SIZE %, B42IRKshT grep
FH,

#1/bin/sh

# % python/sglang/kernels/aot/setup_rocm.py A gfx1151 (Strix Halo) #j3,
# B docker/rocm-gfx1151.Dockerfile ZEMZEL A ; ©FE XA HRIFRE,

# EA gfx1151 BRIAZ SGLang BYIE R X #F B Ar.

set -e

FILE="${1:?usage: sgl-kernel-gfx1151.sh <path to setup_rocm.py>}"
UTILS="$(dirname "${FILE}")/include/utils.h"

# 5kah 1: W {gfx942, gfx950, gfx1250} B9%EM allowlist (RIERIEMZEE sys.exit(1)) o

# YET main %43E gfx942 BAr 40KB 8y TopK 504 LDS T, BLRESM ofx1151 B 64KB
workgroup LR,

GATE_OLD='if amdgpu_target not in ["gfx942", "gfx950", "gfx1250"]:"



GATE_NEW="if amdgpu_target not in ["gfx942", "gfx950", "gfx1250", "gfx1151"]:"

# B&Eh 2: A gfx1151 BB IN%miFE, 38 host / device HIRZmiIFETEIR— wave size,

FLAGS_OLD=' f'-DSGL_TOPK_DYNAMIC_SMEM_BYTES={topk_dynamic_smem_bytes}",'

FLAGS_NEW=' f"-DSGL_TOPK_DYNAMIC_SMEM_BYTES={topk_dynamic_smem_bytes}",
# gfx1151 & wave32 3R, FBRIFHBMESR 32 (WTH utils.h) .
*(["-DSGL_ROCM_WARP_SIZE=32"] if amdgpu_target == "gfx1151" else []),'

# include/utils.h B WARP_SIZE 7 host pass (__HIP_DEVICE_COMPILE__ kZEX) R A 64,

# 7£3E __GFX9__ B4 device pass fB#T A 32; CDNA LFZERE 64, FAALBMERREEXANE-,

# 7 gfx1151 LABA—RESEEE:

# moe_topk_softmax_kernels.cu __launch_bounds_ (WARPS_PER_CTA * WARP_SIZE) -> device
i 4*32 =128

# moe_topk_softmax_kernels.cu dim3 block_dim(WARP_SIZE, WARPS_PER_TB) -> host flll 64*4 =
256

# 256 XERE T 128 &XFE LRSS hipErrorLaunchFailure. 75 Z3BA%,

# BRAERILAT— kernel (moe_align_block_size_kernel) #9 page fault, #&ZZH,

# A—ERWAE moe_topk_sigmoid_kernels.cu B; RA MoE AL H, dense AR A
kernel,

#32 BR ofx1151 MIERIRME, FIXXEERERTXLHTR, mARZRARLKE,
WARP_OLD="#if defined(__GFX9_) |l !defined(__HIP_DEVICE_COMPILE_ )

#define WARP_SIZE 64'

WARP_NEW="#if defined(SGL_ROCM_WARP_SIZE)

#define WARP_SIZE SGL_ROCM_WARP_SIZE

telif defined(__GFX9_) Il ldefined(_ HIP_DEVICE_COMPILE_ )

#define WARP_SIZE 64'

# BORBMATAN S FOUNE: EBRER fail, mAZEIR™HASE launch bounds BI5E1Z,
for pattern in "${GATE_OLD}" "${FLAGS_OLD}"; do
if | grep -qF "${pattern}" "${FILE}"; then
echo "ERROR: expected line not found in ${FILE}:" >&2
echo " ${pattern}" >&2
echo "setup_rocm.py changed upstream; re-check this patch before building." >&2
exit 1
fi
done

if | grep -qF "${WARP_OLD}" "${UTILS}"; then
echo "ERROR: expected WARP_SIZE block not found in ${UTILS}." >&2
echo "utils.h changed upstream; re-check the wave32 fix before building." >&2
exit 1

fi

# Wi e BN Ebtk S« utils.h B#—K, setup_rocm.py B#|1HE + BMNRIFE,
# ... (REBX Python #% old/new FE&FEHAT str.replace)

echo "Patched ${FILE} for gfx1151:"
grep -nF -e "${GATE_NEW}" -e "SGL_ROCM_WARP_SIZE" "${FILE}"
echo "Patched ${UTILS} for wave32:"



grep -nF "SGL_ROCM_WARP_SIZE" "${UTILS}"

0 B HE 4
W& P E Dockerfile £ 146 1T (AITER &) H—&K&E:

bingxche: “When installing AITER, if not set AITER_USE_SYSTEM_TRITON=1,
AITER will reinstall Triton 3.7, is this expected?”

hubertlu-tw (B#ER) : “This was not intended. ... the ROCm 7.2.4 base provides
triton==3.5.1+rocm7.2.4.gita272dfa8, but the pinned AITER installer replaces it
with triton==3.7.0+amd.rocm7.2.0.git89002410. ... The PR has already merged, so
I will handle this as a follow-up fix.”

hubertlu-tw (SZME#ELZ A %E) : I tested AITER_USE_SYSTEM_TRITON=1 against
the merged image ... Both import aiter and Qwen2.5 AWQ server startup fail with
RuntimeError: aiter gluon kernels require triton>=3.6.0. Therefore, setting this
variable alone is not a valid fix. ... A longer-term fix should remove the
unconditional AITER import dependency on this path or use an AITER/Triton
combination compatible with the ROCm 7.2.4 base.”

2590 Triton WEME HE] pin TH FUHEATABZRIAE, EKIANER AITER BILTERMG

import (3R PR body E# follow-up PR#31403) ., HaiShaw %4 H APPROVED / “LGTM’

, HA hubertlu-tw 8§ COMMENTED ¥ 4iZ &2 N RE R 5737E, B8 E %A,

« AITER X B ENREAMBIEZ B H ROCm LA Triton (question): 18] BAAIARK LB K
AR PR WIEE; 1EEAIEL follow-up PR &b3E,

« Triton MRAER A MK, KA IETE MMER AITER THKM import (design): #Z3,
R (FRE Triton 3.7) IHCABEFE ARG, BFX{EM PR body F 8 follow-up PR#31403,

R 5 B
o RS

1. MYEEASCARAN T BRI (docker/patches/sgl-kernel-gfx1151.sh) : *N T XF & XK
grep -qF ILEL setup_rocm.py BIZEHI]2E. SGL_TOPK_DYNAMIC_SMEM_BYTES %
#SHE include/utils.h B9 WARP_SIZE 3k, LB REXEH. 28E A& RLER
&1k nightly MIZEREAK (RITLE KRB RV TEEEREE kernel) , BEHEKREXE
MK =] B AR B RAD AR B ESRAE; AN T RAE ofx1151 BARFEA
-DSGL_ROCM_WARP_SIZE=32, X} CDNA 4% L&,

1. AITER &= Triton fRA (Dockerfile % 146 1THi¥L) : EE commit B AITER EEARLEE
BBE®. 5 ROCm 7.2.4 BEER triton==3.5.1+rocm7.2.4 &#A
triton==3.7.0+amd.rocm7.2.0, AITER_USE_SYSTEM_TRITON=1 BISIERTFT (
import aiter 3R aiter gluon kernels require triton>=3.6.0, Qwen2.5 AWQ Rzl RkE%
W), EBAEBEA Triton § ROCm 7.2.4 BILEL X A BRI, M digest EEEREHK
WM REESE T RS, XXEMRE Triton 98412 (torch.compile. HA Triton NiZ)
HFIERE ABI ZAIMTHEM, BrxA Cl BERIE,



2. SEATEHMRBOR A A7 24 ENV SGLANG_USE_AITER=0 R%# SGLang &Y aiter 2K,
EEAERIVE R BRA% —-attention-backend triton (ServerArgs Z£ ROCm _LEBRIA
aiter) , FWEBHFWIPIE ROCm 9LLEERIL; —mem-fraction-static 0.5 7 395 L4 &
52 GB #F W%, PR body H BWBAXFREFFEREN,
3. BaMbISIERR . . ©ETAEFDNR RSN, nightly workflow R docker build + docker
push, REZEN import sglang. import sgl_kernel &/ NEEEME; PR RSE
“Latest PR Test (Extra)” A%k, “AMD ROCm 10" L B RiZ commit XA XN 8
AMD PR run, ESIEMRIERBEE / £FEFITHIT,
4. FMERA: 1% 13.16GB, nightly & --no-cache 2BE# (sgl-kernel + AITERJIT)
, MAX_JOBS=12, CARGO_BUILD_ JOBS=8. timeout 120 %*%¥, *f amd-docker-scale
BINLET S registry B ZIFEEMF . - & XA : AMD Strix Halo / Ryzen Al
MAX+ XEHERNHF IGPU BXRA T EARBEAD (rocm/sgl-dev:*gfx1151*) , (B AEK
AR ThEERRER —FE AR E, R, HFL. BF5 CUDA graph AR RTNE, B
ME R —attention-backend triton, XA %: 2Kzl 100% BEMEZE=HMN, ©ERE (&
setup_rocm.py. include/utils.h) #R¥FFEKE, BEA CDNA $#1B5 gfx942/gfx950 BB E
E)3; FEARMUIIANT —&KE5 EBZRE Triton A—3KE&# (3.7.0 vs 3.5.1) , 3t
HBA: #FE— AN KEREIP E——nightly 7K. rocm/sgl-dev FREAN. LK 5670 = UK B
AR T (PR#31137 SEHUGEIRTHIRR) Ao AITER import 83 (PR#31403) , B8 Tk
T8 grep FLAM EFREZESME, AMD IIFEE/AMXERKENLITRT. - R
FOFRIT: MIZEHASCAAINT ZBE |, Triton BRAM AITER B % , BB L BB |, 54T
REF 548 attention backend, nightly 28 ZZ KA

K ERAK L

« PR #31137 sgl-kernel fll gfx1151 / wave32 RS H % 4¥F (PR body 5| F# follow-up) :
A PR M T ERASFHZRBRIITFMAE;, —BE%H,
docker/patches/sgl-kernel-gfx1151.sh BRI =T #HlF&,

« PR #31403 #/ gfx1151 Ba1EA2R LB % aiter 4&# (PR body 3| A# follow-up) : BE
BX RN AR review 1 AITER/Triton ARAHR By E——unconditional AITER import; %
PR BHE BB T RBERE AITER, MAfrEERLSEA Triton 3.5.1,

« PR #31259 % % #F8) RDNA B EERIAZEFF Triton attention (PR body 3| A
follow-up) : AELE KA F I —attention-backend triton, IEZEAN ServerArgs 7
ROCm LEBRIAE aiter; i% PR /s X &KMER AR T SMHE K,

« PR #38968 [NPU] Change npu.Dockerfile working directory to /sgl-workspace: [ A3t
¥ 6T ABGRNEMIRERS), BERMEER /sgl-workspace fEATEE R, AIXBHAE
NERBRRAE,.

« PR #39044 [AMD][CI] Temporarily pause MI355X disaggregated nightly: EA AMD 10
CI / nightly /KRBT EARE, KRB AMD £ & ClI FIRSFaE 4P AE L AR,



