PR #33452 ZEIRLE

sgl-project/sglang
[CPU] [Diffusion] Add fused scale-shift and norm kernels for CPU
&3mtE: 2026-09-16 10:01

JRSCEERE: http://prhub.com.cn/sgl-project/sglang/pull/33452

PATHRE

. —4)3E: A CPU ¥ EER #7138 = Ngh& norm / scale-shift RAZ

- EMNME: ER/FIER, AHEEAEE CUDA FEERMENZNIRIT, JAXZEAMRITR
%: —2H DiffusionNormMode %®i¥#A tag + DiffusionNormTraits it
RMSNorm/LayerNorm #}Z—% row kernel, #%HE & Wik THRNAERF; —238
I IRIEX 2L Python By expand_scale_shift_cpu_param, it C++ REXT stride_c
€ {0, 1}, XEI THEBNE] HEEBSLRIIINTHRIF, =2H THA gate 85T M
& gate_t RIKE K FA Hunyuan (activation dtype) 5§ Wan (FP32) ##ft gate,
RMBREL —NEEK. KkEZZD—E dispatch; MEZIZEEZ CUDA 8
activation-dtype 3 FUARIEER & FE—IK, AL NZ B EARF L
convert_from_float_ext / static_cast<scalar_t> FRH TR, ES NEAE -
normd.cpp BI¥ (dispatch 5 helper) 5 layernorm.py B9# &t forward_cpu £FF,
torch_extension_cpu.cpp REMFHSEMATEEE; EIXFEREE custom_op.py F
forward_cpu BRIAEIERAGIE X ERE, UKMRKRE ZMNIEESMAS 4D | #Bo X,

THHES BAL

PR body BA#ULEASIHL: [adds three fused CPU kernels for diffusion workloads) &%
BEZE [fuse scale/shift, normalization, and residual operations to reduce intermediate
tensor overhead and improve CPU inference performance) , RBANFETTMR, &%
HEgE LI Z E2E 1.16x. DenoisingStage 1.20x (Wan2.1-T2V-1.3B, TP=4.
480%x832x33 mi, 15 ) ., Mb=4M, reviewer mingfeima BIEEIE DR HakE. =H
CPU #3EMEgE] #H—FTRMAMANTRAR: LEIL modulate ##EAH NormReduceGeneric.,
TEM 4 B dtype B F/RIR. REAE CPU fIsEE] contiguous, MMifaik RAZBRR X %1%,

SRR

1. $72£ diffusion T B RNZ X Mpython/sglang/kernels/aot/csrc/cpu/normd.cpp (+662)
A %%FHE tag enum class DiffusionNormMode { RMSNorm, LayerNorm } 5
DiffusionNormTraits<M> (has_mean / has_bias) 3 rms 5§ layer RE&RZKSHE —F
row kernel, EE& if constexpr JHKREITHAA X ; DISPATCH_DIFFUSION_NORM_TYPE(
norm_type, name, ...) EZFFE "rms"/"layer" URSKAE— AR, =ANERFHEA
parallel_for_rows(B, S, D, row_fn) B9FATHE, KUK ModulationParam<T> (¥iE+E%t
+ =E& stride) . load_param_vec? (stride_c A 0 BR:R{LAFRET &) .



apply_scale_shift_vec. apply_residual_gate_vec. apply_norm_modulate_rowelper,
XA EERERE reviewer 3k Tdo not fold modulate into the existing
RMS/LayerNorm kernel. Keep NormReduceGeneric as it wasl , W& [norm.cpp is
getting bigger and bigger. You can move to another file, name it after normd.cppl] »
B2 B CPU AOT WA B RH3E diffusion X, 5 SRT MIEEA norm NAZAEHE,

2 3F M =ACPUE Fpython/sglang/kernels/aot/csrc/cpu/torch_extension_cpu.cpp (+54)
o BB m.impl 3TM fused_scale_shift_cpu. fused_norm_scale_shift_cpu.
fused_scale_residual_norm_scale_shift_cpu; EREM weight / bias / gate ¥4 A
Tensor? ®[#%, norm_type WL str fEN. eps A float, RAEE/IRE (Tensor, Tensor) (
Hd + residual_out) . X Python fll torch.ops.sgl_kernel.* REMZARMTBURIIR,

3. Python M RVA—5F &Ik L python/sglang/kernels/ops/diffusion/modulate/scale_shif
t_triton.py (+61/-1) . ¥ expand_scale_shift_cpu_param(tensor, x) 38
0D/1D/2D/3D/4D A%HIKEL—EK (B, L, C] (H+ 4D [B, F, 1, C] R¥MEF) , HxtiE
SEF R ValueError; #7138  fuse_scale_shift_kernel cpu, IEFFEFXKE cpu= M
lazy fallback("torch", "fuse scale shift_kernel native") #R AR I, XA¥E C++ R ELIE
stride_c == 0 8 1, IE& reviewer EX# [Prefer Python expand over the 1D-4D
ScaleShiftBroadcastParams switch] o

4. BATHHE AR & #8412 python/sglang/multimodal_gen/runtime/layers/layernorm.py (+61)
o A _NormScaleShift 5§ ScaleResidualNormScaleShift &hn—A forward_cpu: A
self.norm BX weight / bias, 1B gate == 1 B&TA None (cross-attn BRI 40
residual add) . EE3IEKE gate E% forward_native, B torch.ops.sgl kernel.*;
e AR BIEE .contiguous(), BLEM python/sglang/multimodal_gen/runtime/laye
rs/custom_op.py (+5/-2) 3 forward_cpu BRIASZIME forward_cuda BXA
forward_native, FHFE dispatch_forward B%b elif current_platform.is_cpu(): return
self.forward_cpu, EEHEFTURMEE CPU LAMARREETFE.

5. M85 Cl BEtest/registered/unit/cpu/test_diffusion_norm.py (+184) ,
DTYPE_PAIRS &% BF16/FP16 #U& x BF16/FP32 23 mAH4A &, broadcast_c 23K
ERWTE stride(2) == 0 5 == 1 AALRHHEEIR; test_fused_scale_residual_norm_scale_
shift A ("input", None, "input", "rms"). ("fp32", torch.float32, "input", "layer").

(None, None, "fp32", "layer") Z#A&$H XN Hunyuan / Wan self-attn / Wan cross-attn
WESZRARS, 5EZXZMZRIEZEEZ horm FP32 — activation dtype — scale/shift] B
CUDA 38R, MR B register cpu_ci(est_time=5, suite="stage-a-test-cpu-intel") 5

(est_time=10, suite="base-b-test-cpu-armébé4"), &= Intel § ARMb4 Fi$ CPU FizKZk.

REEF:

. python/sglang/kernels/aot/csrc/cpu/normd.cpp (#3k Bh&ERAZ; 25| source; KR
core-logic; %5 DiffusionNormMode, DiffusionNormTraits,
DISPATCH_DIFFUSION_NORM_TYPE, ModulationParam) : & PR B9&%: M
norm.cpp ¥ B XX, ARIZFHAER tag + traits ik RMSNorm/LayerNorm #%
row kernel, SEIM=AFEE/FNLI CPU itEZE, EMakE5RIHTIEN%E A,

. test/registered/unit/cpu/test_diffusion_norm.py (&3t RAZOMR; 27| test; LR
test-coverage; 5 TestDiffusionNorm, rmsnorm_ref, test_fused_scale_shift,



test_fused_scale_residual_norm_scale_shift) : #F3EEYVINK: A DTYPE_PAIRS B =
BF16/FP16 #& x BF16/FP32 %k, H broadcast_c B REAE stride 0/1 AER G HFEEZ
, FA=ZHSEHINN Hunyuan / Wan self-attn / Wan cross-attn B89 ESZIRAES.

python/sglang/multimodal_gen/runtime/layers/layernorm.py (#3k \3—{L2; 23]
source; M core-logic; &5 forward_cpu) : BITERHIEANE: A _NormScaleShift 5
_ScaleResidualNormScaleShift #3% forward_cpu, REMNEMEETF. AANE%
forward_native, FHETEK gate/scale/shift BFIRIT—,

python/sglang/kernels/ops/diffusion/modulate/scale_shift_triton.py (#Eik BIR#&; %
A infra; 2R infrastructure; 5 expand_scale_shift_cpu_param,
_fuse_scale_shift_kernel_cpu) : Python MIZRBA LS FEIREL :
expand_scale_shift_cpu_param 38 0D-4D | #%%— A [B, L, C], F#iE
fuse_scale_shift_kernel B cpu 4% M native E&EN#2|HH N4,

python/sglang/kernels/aot/csrc/cpu/torch_extension_cpu.cpp (iR E-FFM; 35|
source; A api-registration; %5 fused_scale_shift_cpu,
fused_norm_scale_shift_cpu, fused_scale_residual_norm_scale_shift_cpu) : EFEM
A0 : AZEANREERFNIREEEHAS m.def/m.impl, 23 C++ LIEEL Python
torch.ops.sgl_kernel B EMR, HE review F [

CPU_DISPATCH_FLOATING_TYPES U4 0 R — X ik,
python/sglang/multimodal_gen/runtime/layers/custom_op.py (i F&Ik%k; %5
source; 2R platform-dispatch; &5 forward_cpu, dispatch_forward) : EZRFIR A
L E: forward_cpu BRIAZIE forward_cuda B4 forward_native, F7
dispatch_forward %Lt is_cpu 9%, FLEREFRIZTFEESE CPU 523, ¥
multimodal_gen £ CPU &4F,

XFFE: fused_scale_shift_cpu, fused_norm_scale_shift_cpu,
fused_scale_residual_norm_scale_shift_cpu, fused_scale_shift_row,
fused_norm_scale_shift_row, apply_norm_modulate_row, apply_scale_shift_vec,
apply_residual_gate_vec, load_param_vec?2, parallel_for_rows,
DISPATCH_DIFFUSION_NORM_TYPE, expand_scale_shift_cpu_param,
_fuse_scale_shift_kernel_cpu, NormScaleShift.forward_cpu,
_ScaleResidualNormScaleShift.forward_cpu, CustomOp.dispatch_forward

R A B

test/registered/unit/cpu/test_diffusion_norm.py

¥ mE)IMIR: A DTYPE_PAIRS &% BF16/FP16 5% x BF16/FP32 5%k, H
broadcast_ ¢ BRIIUE stride 0/1 MSITHFRZ, FHA=ZAHSHITN Hunyuan / Wan
self-attn / Wan cross-attn 89 E 2R AFS,

# test/registered/unit/cpu/test_diffusion_norm.py

# FIBTHEEE Intel x86 5§ ARMb4 Fk CPU Jiksk, FRIEESZEAM T A M.
register_cpu_ci(est_time=5, suite="stage-a-test-cpu-intel")
register_cpu_ci(est_time=10, suite="base-b-test-cpu-armé64")

# BUE dtype 5iR%I S %K dtype BIEFAE, BE BF16/FP16 #UES BF16/FP32 244,



# % reviewer IR 3| parametrize 2 £, BRES/NIREE E NS %,
DTYPE_PAIRS = |

(torch.bfloat16, torch.bfloat16),

(torch.bfloat16, torch.float32),

(torch.float16, torch.float16),

(torch.float16, torch.float32),

class TestDiffusionNorm:
@pytest.mark.parametrize("input_dtype,param_dtype", DTYPE_PAIRS)
@pytest.mark.parametrize("broadcast_c", [False, True])
def test_fused_scale_shift(self, input_dtype, param_dtype, broadcast_c):
B.S,D=2,4,67#D R 67: MELREEFEEBHKME, LUEIRERAER
x = torch.randn(B, S, D, dtype=input_dtype)

if broadcast_c:
# hidden %) #& -> kernel flll stride_c == 0 BIAFERD X
scale = torch.randn(B, 1, 1, dtype=param_dtype)
shift = torch.randn(B, S, 1, dtype=param_dtype)
else:
# E¥ MBI -> kernel ] stride_c ==
scale = torch.randn(B, 1, D, dtype=param_dtype)
shift = torch.randn(B, S, D, dtype=param_dtype)

# EXAWEARBEENRREITK stride 0/ 1, BRMABRE
scale_expanded = scale.expand_as(x)

shift_expanded = shift.expand_as(x)

assert scale_expanded.stride(2) == (0 if broadcast_c else 1)

out = torch.ops.sgl_kernel.fused_scale_shift_cpu(x, scale_expanded, shift_expanded, 1.0)

# LML fp32 HE S BRENRE dtype, 5 kernel B scale_constant & X —3%K
ref = (x.float() * (1.0 + scale.float()) + shift.float()).to(input_dtype)
torch.testing.assert_close(

out, ref, atol=precision[input_dtype], rtol=precision[input_dtype]

@pytest.mark.parametrize("input_dtype", [torch.bfloat16, torch.float16])
@pytest.mark.parametrize(
"gate_type,norm_dtype,param_type,norm_type",
(
("input", None, "input", "rms"), # Hunyuan / Hunyuan3D: gate A& dtype
("fp32", torch.float32, "input", "layer"), # Wan / LingBot self-attn: gate A FP32
(None, None, "fp32", "layer"), # Wan / LingBot cross-attn: J& gate

)

def test_fused_scale_residual_norm_scale_shift(
self, input_dtype, gate_type, norm_dtype, param_type, norm_type



# ... ¥3E x / residual / gate / weight / bias SR :

out, residual_out = torch.ops.sgl_kernel.fused_scale_residual_norm_scale_shift_cpu(
residual, x, gate_expanded, weight, bias,
scale_expanded, shift_expanded, norm_type, eps=eps,

# SEERIELEHE residual, BE fp32 Bya—1k,
# &EZIEM normalized.to(input_dtype).float() F3R AL Z| CUDA # activation 3457,
#IEEMESHWERMNAE : residual_out 5 modulate Z /518 out,

python/sglang/multimodal_gen/runtime/layers/layernorm.py

WATIHEANS: A _NormScaleShift 5 _ScaleResidualNormScaleShift #3¥ forward_cpu,
REMNERMEE T, fAIIFE% forward_native, FHFEMERX gate/scale/shift BIFZRIT—,

# python/sglang/multimodal_gen/runtime/layers/layernorm.py

# MBSAFEH BB REK, RIE C++ MR F stride_c==0/1,

from sglang.kernels.ops.diffusion.modulate.scale_shift_triton import (
expand_scale_shift_cpu_param,

class _ScaleResidualNormScaleShift(CustomOp):

def forward_cpu(
self,
residual: torch.Tensor,
x: torch.Tensor,
gate: torch.Tensor | int,
shift: torch.Tensor,
scale: torch.Tensor,

) -> tuple[torch.Tensor, torch.Tensor]:
# norm BRI Z ) HHKIEE self.norm £; rms BIZZAE weight/bias,
# getattr 2RBRAE None, kernel MIA nullptr 2 X Bk,
weight = getattr(self.norm, "weight", None)
bias = getattr(self.norm, "bias", None)

if isinstance(gate, torch.Tensor):

gate_tensor = gate
elif gate ==

gate_tensor = None # cross-attention # gate 188 1, BILK4E residual add
else:

# HEIEEHN gate HALREK, EIEMETR PyTorch native 53

return self.forward_native(residual, x, gate, shift, scale)

# RV —AEX B —RMK5: scalar/1D/2D/3D/4D -> [B, L, CJ,
# TR C++ REELIE stride_c A 0 3% 1 FiHIET,

scale = expand_scale_shift_cpu_param(scale, x)

shift = expand_scale_shift_cpu_param(shift, x)

if gate_tensor is not None:



gate_tensor = expand_scale_shift_cpu_param(gate_tensor, x)

# residual / x ~BA .contiguous(): kernel RERFKE—4HE4LL,
# 81T contiguous RIEIEZELIMARTIAFER memcpy (reviewer 35 H By ERER L R) S
# weight / bias M| MELFaeEmEME, B _ensure_contiguous %M.
return torch.ops.sgl_kernel.fused_scale_residual_norm_scale_shift_cpu(

residual,

X,

gate_tensor,

_ensure_contiguous(weight),

_ensure_contiguous(bias),

scale,

shift,

self.norm_type,

self.eps,

class _NormScaleShift(CustomOp):

def forward_cpu(
self,
x: torch.Tensor,
shift: torch.Tensor,
scale: torch.Tensor,

) -> torch.Tensor:
# T residual. T gate MIEILIEA: norm + scale-shift —XEL&,
# XK Wan / LingBot / Helios 8] LayerNormScaleShift 4%,
weight = getattr(self.norm, "weight", None)
bias = getattr(self.norm, "bias", None)

scale = expand_scale_shift_cpu_param(scale, x)
shift = expand_scale_shift_cpu_param(shift, x)

return torch.ops.sgl_kernel.fused_norm_scale_shift_cpu(
X,
_ensure_contiguous(weight),
_ensure_contiguous(bias),
scale,
shift,
self.norm_type, # "rms" / "layer", ® C++ JRREE %
self.eps,

)

python/sglang/kernels/ops/diffusion/modulate/scale_shift_triton.py

Python MIFZRBA LS F &Ik % : expand_scale_shift_cpu_param & 0D-4D |~ #&%— A [B,
L, C], 4B fuse_scale_shift_kernel 89 cpu XM native EE L33 A Zo

# python/sglang/kernels/ops/diffusion/modulate/scale_shift_triton.py



def expand_scale_shift_cpu_param(tensor: torch.Tensor, x: torch.Tensor) -> torch.Tensor:
"IAEIFGKEYI—2] [B, L, C], ik C++ AR FELIE stride.c==0/1, "
B, L, C = x.shape

if tensor.numel() ==
#ARE > T2 %, &AL stride_c ==
return tensor.reshape(1, 1, 1).expand(B, L, C)

if tensor.dim() ==
if tensor.shape[0] = C:
raise ValueError(f"1D modulation tensor must have shape [{C}]")
tensor = tensor.reshape(1, 1, C)
elif tensor.dim() ==
tensor = tensor[:, None, ]
elif tensor.dim() ==
pass
elif tensor.dim() ==
# Wan A5z mEGARS4k: B, F, 1, C] -> [B, L, C]
if tensor.shape[2] = 1:
raise ValueError("4D modulation tensor must have shape [B, F, 1, C]")
num_frames = tensor.shape[1]
if L % num_frames != 0:
raise ValueError("sequence length must be divisible by num_frames")
frame_seqglen = L // num_frames
tensor = tensor.expand(
tensor.shape[0], num_frames, frame_seqglen, tensor.shape[-1]
).reshape(tensor.shape[0], L, tensor.shape[-1])
else:
raise ValueError("modulation tensor must be scalar or 1D/2D/3D/4D")

# expand A& repeat: REFIFIE, kernel MFEE| stride_c == 0 5 1
return tensor.expand(B, L, C)

def fuse_scale_shift_kernel_cpu(
x: torch.Tensor,
scale: torch.Tensor,
shift: torch.Tensor,
scale_constant: float = 1.0,
block_l: int = 128,
block _c: int = 128,
) -> torch.Tensor:
# block_| / block_c & Triton BIM#&54Kk, X CPU AREREX, BEREHF
import sgl_kernel # noga: F401

del block_I, block_c

scale = expand_scale_shift_cpu_param(scale, x)
shift = expand_scale_shift_cpu_param(shift, x)



return torch.ops.sgl_kernel.fused_scale_shift_cpu(x, scale, shift, scale_constant)

# FE&IkEk%K: CPU M lazy_fallback("torch", "fuse_scale_shift_kernel_native")
# MR EERMENZ (H{RFEEFRMS .

# cpu=_fuse_scale_shift_kernel_cpu,

AT K

% B maintainer mingfeima £%, A% CHANGES_REQUESTED, # 8 4 review
comment, &4 APPROVED, BARBEFAE=A:

1) AR Z%, mingfeima 2—®EZEEZER: [[simplify]
python/sglang/kernels/aot/csrc/cpu/norm.cpp (NormReduceGeneric): do not fold
modulate into the existing RMS/LayerNorm kernel. has_scale_shift +
param_t/gate_t/norm_t plus apply_scale_shift(..., scale_constant=0) for residual_gate
makes the shared path much harder to read. Keep NormReduceGeneric as it was;
implement the three fused ops as their own row kernels that call apply_scale_shift_*]
, FEZEX [Drop CPU_DISPATCH_FLOATING_TYPES in common.h] [Remove the
const_caston residual nowthat residual_outputexists] o {EE#ES T 85I rowkernel]
B, REAUFTXH normd.cpp &3,

2) dtype HEBIE, mingfeima ¥i&: [loverall this patch is too complexed. you can list
all the feasible combinations of dtypes for all the inputs in a table. And then simplify
the dtype dispatch accordingly.)] fE&H—K 4 TR EN T HunyuanVideo/Hunyuan3D.
Wan/LingBot/Helios. Wan self-attn. Wan cross-attn EEftE 228 (input/residual,
scale/shift, gate, norm weight/bias) A&, #UtBA (I have removed the unnecessary
dtype dispatch. Activations are BF16/FP16, scale/shift use the input dtype or FP32,
and norm weight/bias are FP32 or None. Gate needs both input-dtype support for
Hunyuan and FP32 support for Wan, so I use two gate pointers (const scalar_tand
const float) instead of gate_t dispatch.] ——3X% XX gate I BERERIK L] 2EMH 1T
WERARKRSEWN I,

3) MEEE5 IS R, mingfeima X layernorm.py Fi4&k forward cpu # T RA—%: [lthe
kernel checks lastdim contiguous, but here x is forced to be contiguous() which may
introduce implicit memcpy which is performance downgrade.] , & EE [
Done!Thanks!] , &K residual/x BEEEAN (X weight/bias & _ensure_contiguous) o

WA mingfeima £ T T35 EAMREL . DISPATCH _DIFFUSION_NORM_TYPE 2.
parallel_for _rows {FE$K, WA KIHER load_param_vec?2 / apply_residual_gate_vec /
apply_norm_modulate_row =4 helper B52EZI; MR M N ERKIE DTYPE_PAIRS 23|
parametrize Z £, FIATFREREIUESE Done!]l R, TomEE KRN,

o« RE3IE modulate #3#3B A NormReduceGeneric, =ANEhEE LK row kernel
(design): fEBERWEM: BA norm REFRFEME, =AM EERE B LI row kernel F
H A helper; AL XX normd.cpp %3, const_cast A residual_output E 3R [E
RN



« dtype AEBRIESRA B FIBTITAHER + X gate F85)  (design): R: X 4 B
HR/RME gate_t/norm_t BARIKE, RABELZERFTREEOARASE + B gate 8
£to

« norm.cpp RRIERK, IS XM (design): F3E python/sglang/kernels/aot/csrc/cpu/n
ormd.cpp (662 17) & diffusion T ARMEER, BA norm FEE LR M

« 3B DISPATCH_DIFFUSION_NORM_TYPE Z5 parallel_for_rows #4174 %%k (design):
=ANEFRASR DISPATCH_DIFFUSION_NORM_TYPE 5 parallel_for_rows(B, S, D,
row_fn),

« #EX load_param_vec?2 / apply_residual_gate_vec / apply_norm_modulate_row =4>
helper JEFMRE £ (design): =4 row kernel UkEkB|[E—24H helper; gate HR&BtH—Ii%
1.0 2638, BARIEITEAD XY 8o

« forward_cpu F & .contiguous() TTEES|I A&, memcpy (performance): RALZNAFH
Xt residual / x @A .contiguous(), 1X weight / bias & _ensure_contiguous; {E
kernel Xt &G — 43S M ERIKIBEFE, JEELIMANRISINAT A RBNIAE %,

MRS HMNE AR (DTYPE_PAIRS #2E) (testing): EARZWAE, MRARNRES
broadcast_c B stride 0 / 1 FI&EZRE5 =4 E 5 gate/norm A&,

PNESE-A

« XFE: 1) 28 CPU JRKIEXZE: custom_op.py ¥ forward_cpu EBRIASZELA return
self.forward_cuda(...) XA return self.forward_native(...), B dispatch_forward() #r
His_cpu Dk, BRMKRESE forward_cpu WERFT = BAITAEM (WLET CPU &
else % 3| forward_native) , 1BiEXM [CPU £H CUDA 523l Tk [CPU E%
nativel , BT multimodal_gen BT CPU BERFAMMNIELRRKS), EXIETHER
HSKH B BB RR.

2) EELEMARNITARR: kernel MIBREKE—HELE, IPFHFHABRLELER contiguous() &3]
AFaRX memcpy, THASZIIE residual / x BAEEAN, R weight / bias ik
_ensure_contiguous, XEHREERE—EELENMA (FlR0kE unflatten/transpose B9,
B) 7 CPU LRMTATEZSNHIA, MRAFREET &E—% stride 0/ 1 FFIER, BH
FisEAESE LN,

3) FE—FMEIRFATLIFT: apply _norm_modulate_row BZ|EAMK norm FP32 ->
activation dtype -> scale/shift BIFEAAL CERE Match CUDA/CuTe activation-dtype
boundary] ) , WERBEFERMER K static_cast<scalar_t> iR, $E SZILAYENE T
normalized.to(input_dtype).float() £Z|iZ# R, —E CUDA MIXFAEMm CPU KREF,
ZRBRLAE; X2 [5 GPU RN Wit R K IR 4P B A,

4) dtype XFBEBENKE: C++ L™ weight / bias BEEAN const float*, gate R

activation dtype 2 FP32 Fift; /EERBMWHIANRERTAS, 2 LHERLN norm SHE
BF16 M3k FP32, &£&%| check REM AR, HERAELERAL,

5) MR E =R test diffusion_norm.py REEERE = fused scale_shift cpu 5§
fused_scale_residual_norm_scale_shift_cpu, fused_norm_scale_shift_cpu {X&it
layernorm.py 1834 3K; expand_scale shift cpu param B9 1D/ 2D / 4D (RMEFF) A%



MUK fuse_scale shift_kernel_cpu B F& R G IR =,

6) MREEIEER D EAITZE: 1.16x / 1.20x REMFFANFITEIN, ClI REIEHNE, RAMERE
E)3IE, FLEEA AR parallel_for_rows BIFATRE S #pragma GCC unroll 4, BAR
SWEMEN, - FW: AP CPU (Intel x86. ARMb4) _E3nfT Wan / LingBot /

Helios / HunyuanVideo / Hunyuan3D % diffusion R "[3XF3F|HA 1.16x. EHMELY
1.20x B9MNR, BARKEHHIEX (ZEXFF CUDA/CuTe MBI R) ; X GPU PS5 SRT
FEAEBERETLEM, NAR%K: sgl_kernel CPU EFRFLE=AE#| operator, normd.cpp
XA diffusion norm BYRSIER S, BLEREMEE T UIREA—BR (B tag + traits +
parallel_for _rows + stride 0/1 VY34) ¥ J&; CustomOp.forward_cpu BYERIAIE XA EE N &R
multimodal_gen R T ATE CPU E/RFERA IR, XEIBA: XZ Intel £ SGlLang %
CPU FP8 GEMM (PR#32618) Z/aX—% [4f CUDA F &t TRamizl B&k, WHAE
maintainer SREMNAFH LB T EFINEMTER, WA CPU BmNRNEREIIEES GPU M
R, NREEZEFEEELMAS dtype WEXFNMNRENREZNAE, - NEARIT: ¥
662 TF5 CPU W% , CustomOp.forward_cpu BRINEXEIR (£FEMW) , IEEELHMA
FKPNNREZE |, JBE dtype TIFEWHENKE , FIEL RS CUDA AT, BEKIAE
B, A MREEFIEE

RTINS

« PR #32618 [CPU] Add fp8_per_tensor_scaled_mm_cpu kernel: Fl—t&Ek 5 RBENE
BRIF: RMEE python/sglang/kernels/aot/csrc/cpu/ TH3g CPU WAk, R 1Bk
torch_extension_cpu.cpp JEM-5 test/registered/cpu/ MR, HEHE5H SRT BBy
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« PR #39293 [Diffusion] Clean up obsolete worker plumbing, dead helpers, and tests:
ElJ& multimodal_gen (Diffusion) F%%, BEERBRZFAGZNSELR (—/HRE
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« PR #35605 [XPU] Use torch scaled_mm for XPU block FP8 linear: EJ& 4 CUDA F
BT AR E native BTl BPREMLK: % PR £ XPU LR B ETIHRE fallback
, A& PR ZE CPU LE3E fuse_scale_shift_kernel B9 cpu IM lazy_fallback #mE LA,
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