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[AMD] [gfx95] Fill the chunked-prefill compute budget exactly
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JRSCEERE: http://prhub.com.cn/sgl-project/sglang/pull/32888

PATHRE

- —A)3E: gfxd5 LB prefill HEFH LRI token 1138, batch FEHE
chunked-prefill-size

- WEHME: EFRER, BEARE diff T8, ZVEEUATINFE:

1. PrefillAdder._update_prefill_budget #3%#) compute_charge £ ——3iX2% PR ik
TS, FBAEKY MEIR page. ITEIHEX token" TR E, URAMTLFANTETE
SAE R (FRAEFEESETRERE)

2. add_one_req BYFT elif self.exact_chunk_fill: 2%——%& chunk_tokens_limit f3E
rem_chunk_tokens B93%&$%. truncation_align_size X7, WUE
_check_prefill_tile_budgettFBEAME, X=mRE T BFSWAilebudgetfFIE B4 7,

3. &E— merge commit X L3 raw_extend_input_len B4R, RIEAMKEHNEE LF
0278 RIFSZBRAE A,

BRI A exact_chunk_fill AM—PNTEER B ETMIR (Fli0 page_size=64.
chunk=16384. prompt JB4&, Wie rem_chunk tokens V3R extend Bk Hh 16384) ,
EAYRSEMMES EaETSRBIEEN—R DR ER, TEEEEE)T,

Th RES EAL

PR body 8B AN B page BXREAEFFEMIRE chunk & : _update_prefill_budget & TTE
EEH extend KEIEE| rem_chunk_tokens / rem_input_tokens, add_one_req X{B&E—
BA M T floor E page, T& page_size=64 Bt 16384 B chunk R3] 16328 (trace
B toks=16350) , {EERIAXMNMROE gfx95 ERIMRE: aiter MLA absorb bmm & #E %
%HA constexpr M % BLOCK_SIZE_M ¥£3% EVEN_MN 4, M RMFEFiT —MNRiE™
MR EE—A kernel BaFkik, SN dense GEMM M 163.5 ms 33| 136.6 ms (RMAEIIk
=), FTAZBIEREMIE M 353X 4 F M,

LI AR

1. I XG5BT python/sglang/srt/environ.py ¥ Scheduler token budgeting and
admission” &% #3E SGLANG_EXACT _CHUNK_FILL = EnvBool(True); schedule_policy.py
PR IRE @lru_cache(maxsize=1) def use_exact_chunk_fill(), AE&IFEFFE5M
sglang.srt.utils TS AB is_gfx9d5_supported(), I PrefillAdder. _init_ &R SZP|FER
self.exact_chunk_fill = _use_exact_chunk_fill() and dlim_config is None, E 3B dLLM E&



BRHRESN, EKREFIZMIPFARAR, RRANEE 4 MRRAREERY, KFEETH.

2. iTEWMELS KV EAERE: PrefillAdder._update_prefill_budget 38 %5754
compute_charge: Optional[int] = None, BEEI% A ceil paged_tokens(extend_input_len),
rem_total_token_offset / cur_rem_token_offset / rem_swa_token_offset IAEREKE (
KV pool K BRI E R E page, VES OOM) , M rem_input_tokens. rem_dllm_tokens.
rem_chunk_tokens =MTEME KA compute_charge, SEBREBE WA MTEME LM E
BT BAREERARE—RE RE—APRILFE—ANEVFE, RAER admission, BEE
REWREME,

3. BEEANHEEITE: add_one_req FBEXRH input_tokens ¥ raw_input_tokens 5
ceil_paged_tokens(raw_input_tokens), #3& chunk_fit_tokens = raw_input_tokens if
self.exact_chunk_fill else input_tokens AT RETEELZEN LR, BE—KATEETH
prompt XA ceil 5% H L+ token BAEREIFK F —EX; ZER21E
compute_charge=raw_input_tokens, add_chunked_req 5 add_req_state E#1&
compute_charge=req.extend _range.length / trunc_len, {RIELLHRAnZ BR &Rt R 4 B 5
o

4. F3E exact-fill BT xZ: Y chunk fit_tokens > chunk_tokens_limit BEFF /& exact-fill B
, iR X B trunc_len = chunk_tokens_limit GERWBAA limit fmIE rem_chunk_tokens,
ZAT ik SWA BRAER chunk EFRZREEARR) , % truncation_align_size M TFXF. £
_check_prefill_tile_budget(trunc_len), A& reqg.set_extend_range. can_run_list.append.
new_chunked_req. _req_inc_lock_ref. _update_prefill_budget(...,
compute_charge=trunc_len), X—3#3BE¥K floor El page” BRI RFGHIEH, & M XF
& E— K,

5. MRS IAEEE: ARIXK 2 NBRE X, 7RA F R BAEFINR (
changed_files_count=2, T test BXZX %) ., BIHKEHES: PR body F 48 2H admission
& (page_size 1/8/64 x chunk 2048/16384 x WA prompt A&, 114 >R admission) &
XFFXES upstream/main MEITRBEFFT K. BEFRERBE) 73 7. page_size=1
FFPIERE2MEE; Uk MI35x EBY CI 1Elk (amd-bot BA#A & & ZERI2E
stage-b-test-1-gpu-small-amd-mi35x & 3 4 job EARSEZFRBUTHER) .

R

« python/sglang/srt/managers/schedule_policy.py (##3k EEE; 5| source; £H
core-logic; &5 _use_exact_chunk_fill, PrefillAdder.init,
PrefillAdder._update_prefill_budget, PrefillAdder.add_one_req) : 2¥AZZBIEFTIE:
3 use_exact_chunk_fill() 17#2. PrefillAdder.exact_chunk_fill SZ4|FF %.
_update_prefill_budget 8 compute_charge X 0421t %%, L& add_one_req B
exact-fill BlrL X ; FEHPRAEE®RLZRN admission T4,

« python/sglang/srt/environ.py (#3k n/TECE; K5 source; £ configuration; &F5
SGLANG_EXACT_CHUNK_FILL) : #3&2F/F % SGLANG_EXACT_CHUNK_FILL =
EnvBool(True), & gfx95 LERIAFFR. HthF & TEN IR T & B RKEER 6y — 386 &
IR HE M PrefillAdder.exact_chunk_fill, ZIBARIIRENX AL,



*PEFF5: _use_exact_chunk_fill, PrefillAdder.init, PrefillAdder._update_prefill_budget,
PrefillAdder.add_one_req, PrefillAdder.add_chunked_req, PrefillAdder.add_req_state

KERAD B

python/sglang/srt/managers/schedule_policy.py

AT A 3 use _exact_chunk_fill() 138, PrefillAdder.exact_chunk_fill 524
FF%. _update prefill_budget B compute_charge X B2t %, WK add _one req 8y
exact-fill Bl X ; RBEWHATA ERILEZMN admission 1T 4,

# python/sglang/srt/managers/schedule_policy.py

# ¥BHF N is_gfx95_supported MM, Iru_cache FRIEFHEAN RFIZE—K,
from functools import Iru_cache

from sglang.srt.utils import get_bool_env_var, is_gfx95_supported, is_hip

@lru_cache(maxsize=1)
def _use_exact_chunk_fill() -> bool:
"Whether to charge the chunked-prefill compute budget in tokens (gfx95 only).

Gated on gfx95 because that is where the win is: the aiter absorb bmm picks

its EVEN_MN specialization from M % BLOCK_SIZE_M, so a short batch costs 2x
on that kernel, against 1% for the hipBLASLt GEMMs that just run one extra
partial tile.

# NI FREZTERRIA True, BEENHEEREH;
# 3F gfxd5 (& CUDA / NPU) E#:iR[E False, AEITAL upstream 4 —3K,
return envs.SGLANG_EXACT_CHUNK_FILL.get() and is_gfx95_supported()

class PrefillAdder:
def __init__(self, ..., dlim_config: Optional [DliImConfig] = None, ...):

self.dlim_config = dlim_config
# dLLM BRI K token FEARAR, XEEAHR, BEFREITHOFEA.

self.exact_chunk_fill = _use_exact_chunk_fill() and dlim_config is None

def _update_prefill_budget(
self,
prefix_len: int,
extend_input_len: int,
max_new_tokens: int,
retracted_stain: bool,
mamba_gap_reserve: int = 0,
is_chunked_continuation: bool = False,
compute_charge: Optional[int] = None, # ¥ IHEMENITHOEZ

""Charge one admitted request against the prefill budgets.



compute_charge BiHEE (rem_chunk_tokens / rem_input_tokens /
rem_dlim_tokens) B9it2{E, BALA forward EIESHE token; KV W&
FITIRTURE G B token 113, BROARLRB|EBREKE, FHLRA
exact-chunk-fill B2 4 & upstream 1T R,
raw_extend_input_len = extend_input_len
# KV M5 3% page BRE: KV pool HIDECKRERLE page, VP E 4 OOM,
extend_input_len = self.ceil_paged_tokens(extend_input_len)
if compute_charge is None:

compute_charge = extend_input_len

page_overhead = self.page_size
self.rem_total_token_ offset += (
extend_input_len + max_new_tokens + page_overhead + mamba_gap_reserve
)
self.cur_rem_token_offset += extend_input_len + page_overhead + mamba_gap_reserve
if mamba_gap_reserve and self.rem_mamba_slots is not None:
self.rem_mamba_slots -= 1

# TEME KA compute_charge: BAAMNMTEMBELMEIR K, TREITEE
# IRNSIRBIIGRT admission, ETEREAEERETNE,
self.rem_input_tokens -= compute_charge

if self.is_hybrid_swa:
# SWA ring A REEREANRTE, SBRBKRK—REEEITH,
if not (self._swa_req_ring and is_chunked_continuation):
self.rem_swa_token_offset += self._swa_budget for_req(
extend_input_len, max_new_tokens

if self.dlim_config is not None:
self.rem_dllm_tokens -= compute_charge

elif self.rem_chunk_tokens is not None:
self.rem_chunk_tokens -= compute_charge

# BHEOR%—H upstream 3| AB raw_extend_input_len, gfx95 BIZARZE,
self.log_hit_tokens += prefix_len
self.log_input_tokens += raw_extend_input_len

# add_one_req FHIENEGERT: exact-fill BYFELE X EERTh
def add_one_req(self, req: Req, ...) -> AddReqResult:

#EEBANHE: exact-fill TRAKRBREKEWRER, TN—H£AKEEETH

# prompt £EA ceil &R mBEITKE K,

raw_input_tokens = len(req.full_untruncated_fill_ids) - len(req.prefix_indices)
input_tokens = self.ceil_paged_tokens(raw_input_tokens)

chunk_fit_tokens = raw_input_tokens if self.exact_chunk_fill else input_tokens

if ...



elif chunk_tokens_limit is None or chunk_fit_tokens <= chunk_tokens_limit:
if (tile_stop := self._check_prefill_tile_budget(input_tokens)) is not None:
return tile_stop
# HAME S (max_new_tokens &) {R3¥F upstream BRAE, HARF|ZE
self._update_prefill_budget(
prefix_len,
raw_input_tokens, # REAIE ceill —R#E KV MEEH
req.retracted_stain,
mamba_gap_reserve=mamba_gap_reserve,
compute_charge=raw_input_tokens if self.exact_chunk_fill else None,
)

self._account_prefill_cache_admission(req, prefix_len)

elif self.exact_chunk_fill:

# L X: RBHRAKRDUE, LEA batch EiFa+
# chunked_prefill_size, dense GEMM 8§ M Z BEXE 5%,
# A chunk_tokens_limit A& rem_chunk_tokens, ZA T it SWA
# FRAREM chunk EFRARLEARK; AL chunk fit_tokens >
# chunk_tokens_limit, FTAR&#E prompt KE,
trunc_len = chunk_tokens_limit
if trunc_len <= 0:
return AddRegResult.OTHER

if truncation_align_size is not None:
if trunc_len < truncation_align_size:
return AddRegResult.OTHER

EIAS

trunc_len = truncation_align_size * (trunc_len // truncation_align_size)

if (tile_stop := self._check_prefill_tile_budget(trunc_len)) is not None:
return tile_stop

req.set_extend_range(
len(req.prefix_indices), len(req.prefix_indices) + trunc_len
)
self.can_run_list.append(req)
self.new_chunked_req = req
self._req_inc_lock_ref(req)
self._update_prefill_budget(
prefix_len,
trunc_len,
0,
req.retracted_stain,
mamba_gap_reserve=mamba_gap_reserve,
compute_charge=trunc_len, # & token 1t%, TEEHFE
)

self._account_prefill_cache_admission(req, prefix_len)

python/sglang/srt/environ.py



/I X SGLANG _EXACT CHUNK_FILL = EnvBool(True), & gfxd5 LEBRIAFFRB. H
fth & RN IR R B BRERR B —1 6 5 JEREEFE M PrefillAdder.exact_chunk fill,
IR IE B X AL,

# python/sglang/srt/environ.py

SGLANG_PREFILL_TILE_BUDGET_MODE = EnvStr("compact")
SGLANG_PREFILL_DELAYER_MAX_PREFILL_BS WINDOW_SIZE = EnvInt(16)
# Charge the chunked-prefill compute budget in tokens, not page-ceiled

# tokens, so a prefill batch runs exactly chunked_prefill_size and the dense
# GEMMs get an aligned M. gfx95 only; see PrefillAdder.exact_chunk_fill.

# BRA True, BEIEARAE is_gfxd5_supported() HE;

# BEMFFAFEEAKERE upstream T, ®A False BIF,
SGLANG_EXACT_CHUNK_FILL = EnvBool(True)

SN
PR X& AT review 118, LR FHE PR Wi XKFr—% APPROVED review E:

. FEEBEZEE (HaiShaw 8y review) : "@Jacob0226 please extend this to cover
gfx‘742 next, gfx1250 later." fEEE £ "Will cover gfx942 in a follow-up PR, gfx1250
after that.", WEAZITIREZIEIES] gfx95, WkstER (absorb bmm By EVEN_MN 4
) RA—EE gfxd42 LRI,

2. BEE no-op WESEA R HaiShaw EE review BT EZEZ/EEE P "no functional
change made to non-gfx/hip"; amd-bot/bingxche B CI R4 #H— 4 EHLEIAER: "

This PR's new exact-chunk-fill logic is gated behind is_gfx95 supported() (MI35x
only); off gfxd5 the schedule_policy.py refactor is behavior-preserving
(compute_charge defaults to the page-ceiled length — identical to upstream), so the
NVIDIA/NPU/MLX/MI300 reds cannot come from it." iZiR& R RHRE R AREEN
NVIDIA base pipeline itk fast-fail BRJH T downstream stage; gfxd5 £ 3 /4 job liﬁ
XA red,

3. 513 main A RELIE (FE—A commit 92fcd31) : EIhsrs| N
raw_extend_input_len &3 7T log_input_tokens 8 TODO(Isyin), 1YE&3%&FXR A _LIFRA
FHEARLD XX gated BERAFEM BISZIN, FEHZ "on every exact-fill call site
raw_extend_input_len equals compute_charge, so the gfxd5 path is unchanged" —
XEAXN PR BREMATIEN—RERE: RAMELFOR, fAEAEBETK,

4, CI fu%E: 1E& %K /rerun-failed-ci M CUDA Base/Extra CI @4#.&, AMD
ROCm 10 8 run R4 X, &AL bypass-fastfail iEEFH,

« 3k gfx95 FE M no-op FEA R (design): &it: BFeFMEBNE (BRIMEETE) + 37
RERERXE, EXRECERNB MR RIELN,

- IBE— AL B gfxd42 / gfx1250 (design): BFE review BHAIAE 4T, (BEARZE

# gfxd5; gfxq42/gfx1250 BUkz B E AL (absorb bmm B EVEN_MN #LEE12 &
ERERE) FEZLERIL,



« 5 i raw_extend_input_len BI&FHERE (design): XA LKFEOR, BREALRAEREK
HEF RN SFMITERERE,; ofxd5 TARE,

« Cl RE5 6112 (testing): 7 AMD ROCm 10 CI k%k. NVIDIA downstream stage &
PITHIBR T E&H, SMUEEREZRBIEEBNE MI35x /EL 8y ElEE =,

R 5 B
o NS

1. ANEIRAERRAZEYI®E: schedule_policy.py & CUDA/NPU/MLX/ROCm #ZFR4,
_update_prefill_budget &% 51t % 0 2 &k, FER 48 HREKBIEXRF X
RFN—K, EXEHRREKR SERRAMNEIUR, —EEEFNKHDEHEX
extend_input_len B9IEX, XHFENMMERESE B 31FE,

1. BRAF R FERITHERE: SGLANG_EXACT_CHUNK_FILL BRIA True, EB#E MI355X

(gfx95) ELFELA TR A EARTE X ——chunk_tokens_limit BXAY
rem_chunk_tokens JREHEX chunk KE. BARH floor 3| page. X XTFMa] WM 6938 &

FTAREE (trace ¥ toks M 16350 A 16384) , A KESIHER ERANE, RA

BAERXFF X,

2. 5 SWA/ tile budget 8RB : HEMTH XA truncation_align_size X3 /5IRHA
_check_prefill_tile_budget(trunc_len), #IE4 HEIRE tile stop, MABEIBZHEIRE
ER B B/ NI FKEEIR,; ERNFRE SGLANG_PREFILL_TILE_BUDGET (
AMD/HIP-only) #93%RT, XMTAZRRARMNAES.

3. dLLM B&428938 8. exact_chunk_fill Z£ dllm_config is not None Bt A False, {BE—1%
_update_prefill_budget AER RS FALEEIR, dLLM IR A “compute_charge BRIANEX
BRKEX— BRI,

4 ¥5ES Cl iF#E5RE . GSM8K 0.933 — 0.927 2HIRiFS, 1EEERELRSWEN;
AMD ROCm 10 8 CI run 1320k, NVIDIA base pipeline fast-fail 2 downstream
stage KRBT, FTEL“IE gfx95 ToRpmm Hr) 52 2 093 B 3w 40 & .

5. BERANK: Wk —Io Kk E R ROCm/aiter#4453 (batched_gemm_a8w8 By
gfxd50 K M B2E) , PR BA#A'E “deepens the kernel win but does not gate this PR’,
BEREXFANKAREAR CERAR FTEEM, HENEEZRRERMRAN. - & X
AP MI355X (gfx95) L8y prefill EHE5EREEZ R, GLM-5.2-MXFP4, TP4,
in8192/out1024 ¥ TTFT Bk& 5.4% (FFK 4) Bl 9.5% (3F% 64) , 4L TPOT K
£ 0.3%2.9%; #X forward JFEERRA dense/linear GEMM E&Z (173.15 ms
— 107.18 ms) , sparse-MLA JE&A. all-reduce. MoE. DSA indexer ¥ E%ESEEN
, PLBAUR S SRR S ML EIARE—3K, CUDA. NPU. MLX. MI300 %3k gfx95 AFPITARS

3,

MAG: MEKAN B —EREOL TR KY % page. THHEZ token" N O 2, XEIFFEHIE
X EmNEHMTN, BEFIIEMELE (tile budget. mamba gap. SWA ring) #RAM
B A B TH—1ml,

XHEPFA: HaiShaw EEAMERIER —BRE# | gfx942. Z B & gfx1250, 1EEAE
follow-up PR, BEMIZITERIKEA AMD &R GPU AEMMANAEAD; REEHRET
kernel MIIAM (aiter BBE) HRBEMMTT (& PR) = AMERRIES,



« RFEFRIT: AL AERATE , O BabNREE | gfx95 BRIAFRITHEZTE , SWA /
tile budget REKEE , Cl RELL%EIEFH

RERIREE

« PR #39172 [AMD] gfx950 assembly attention: length-aware split-KV for dynamic
workload: FEAEE M gfx950 / MI35X B prefill BRAZMEREMSAL, T EARZBITRIRAIZ
KER&:; 5K PR AR L gfxd5 LB M / BHIIRIETT. 15 kernel 4R HY
AMD 1 BE £k,

« PR #39232 [Perf] trtllm_mla: reuse the fused fp8 KV/Q prepare on target verify: A
MLA B2 L8 kernel B5) / #IEEEFHMMA (BF 5 KX launch R 18) , 5K
PR — B SRR ST X AT B 86 ] BOmE3% TTFT. TPOT Wk, BZR—EHAK
AT X BRAEA

« PR #39360 [AMD] Fix AITER FP8-Q unified-attention Test: ¥ % AMD AITER ;¥ &5
3% (aiter_backend.py) 5 FP8 &—3¥ & MK, BT A& PR Frik&ifd ROCm/aiter RA%
AR, HE gfx95 EE AR EE —HAZRA



