PR #32798 BEIRLE

sgl-project/sglang
DFLASH support added for XPU
&3tmtE: 2026-09-11 10:39

JRSCEERE: http://prhub.com.cn/sgl-project/sglang/pull/32798

HATHHE

« —A]3E: XPU FEH3 DFLASH $ZALARED X 455 35 BU35MR

« WEME: EEER, EEAFRERBEE ORI +36/-19) , MAEZARITRE: —2
xpu_backend.py & non-causal & XM is_cross_attention ¥ &%| ENCODER_ONLY /
DECODER_BIDIRECTIONAL, 3X& DFLASH draft XEE&EABEE XPU £ T/ERAEIR,
HEAR PR E— KB RAEEABZNME, ZEiXE FlashAttentionBackend Z4T X fBH#
INTERA X ; =& dflash_utils.py ® _DFLASH_VERIFY_SKIP_CUSTOM_MASK_BACK
ENDS BiEX. (R decode graph capture BTAERR) URES topk==1 £ R, XRE
T #3EH decode-graph AR EHEAERE Z3F MR ; =& draft attention backend BIER
AMEEIFE AR R, B3 mingfeima BT % XPU AP KB AR E R MR X
P ELE RS sys.path &EBHITHEFEL,

Th RES EAL

PR body BA#E & [This PR add support for XPU with DFLASH algo in speculative
decodingl . ZER] DFLASH FE S ERAEAT I BX SRR 4413 -
speculative_hook.py::_handle_dflash R3#% cuda*/npu, draft backend 1#3%&E&BR AT
fi] Intel Ja3%, XPUAttentionBackend #9387F#F TSpeculative Decoding support] &3
7 TODO Lk, EMshtZASTFE X FFMmIEFEEL: 1L2A M DFLASH (block % verify &
O + M target hidden states #1t draft KV) 7 Intel GPU Lgbe. gede. A=VIAHF, 1T
WIRBEBBEREL WL EFR: Valentine233 £ lintel xpu B9INERLLE AT, RN ABRIATE
triton] F#E KT CUDA Ml SD FEE$#E; mingfeima %/ XPU & X page_size 256,

TR

1. BRBEIREIIZ (python/sglang/srt/arg_groups/speculative_hook.py:: _handle_dflash)
. ZFd cuda/npu ¥ EBA cuda/npu/xpu, REEXER P KA CUDA, NPU and XPU;
DP attention. pp_size. ®/MIEE draft AR ERFARIFARE, XPU £ 2FfHMF
& T E BRI

2. §&ka draft attention backend f##7 (R X _resolve_dflash_draft_attention_backend
+ python/sglang/srt/arg_groups/choices.py +
python/sglang/srt/speculative/draft_worker_common.py::_resolve_draft_attention_bac
kend_fallback) : MFRAHEE R EY supported_draft_backends Jo2E, KA 35|H
DRAFT_ATTENTION_BACKEND_CHOICES # &, HEZE EFHH intel_xpu; FLk



fallback M T{XF torch.version.hipl #%&A is_xpu 2 is_hip B ER triton, TN
flashinfer, JREZ Flashinfer R ¥ CUDA ] A,

3. ik XPU attention % #F DFLASH BIXR[A draft B (
python/sglang/srt/layers/attention/xpu_backend.py) : 3|\ AttentionType, &
forward_extend 5 forward_decode F 8y causal = not layer.is_cross_attention XA €
BTHERR AttentionType.ENCODER_ONLY 5 AttentionType.DECODER_BIDIRECTIONAL
, 5 FlashAttentionBackend & X5 ; BLE XPUAttentionBackend fn A
python/sglang/srt/speculative/dflash_utils.py #
_DFLASH_VERIFY_SKIP_CUSTOM_MASK_BACKENDS,

4. B XPU E£# GPU triton / fused-KV #B&42 (python/sglang/srt/speculative/dflash_w
orker v2.py) : 3| AN is_xpu, _use_fused_kv_materialize 5§ supports_gpu_triton #%h
Lt is_xpu(), MMA &l _use_triton_prepare_block. _use_triton_accept_bonus.
_use_triton_compact_rebuild =ZNFF&, #H XPU HLE 5 HOR host-sync B legacy
compact-rebuild 42,

5. M35 CI B2E (test/registered/e2e/xpu/test_dflash_intel xpu.py, +156 4T) : £H
CUDA flll registered.spec.dflash.test_dflash B9MRESE, A XPU_LAUNCH_ARGS =
"__device", "xpu", "--mem-fraction-static", "0.75"] BEELBRIAREI 5L, BT
register_xpu_ci(est_time=600, suite="nightly-xpu-1-gpu", nightly=True) £ 2| nightly
C 12 NEBIZKEE triton § intel_xpu WEEMR, 3% review EN4 E
--cuda-graph-backend-decode full 8 decode graph ZA&,

R

« python/sglang/srt/arg_groups/speculative_hook.py (#3k #ZHL5%; 5| source; HEA
dependency-wiring; &5 _handle_dflash, _resolve_dflash_draft_attention_backend) :
TEANO: _handle_dflash &FF xpu &&I1E, _resolve_dflash_draft_attention_backe
nd & draft backend &% #Uks4%| DRAFT_ATTENTION_BACKEND_CHOICES #¥F &
EERAHKA is_xpu or is_hip -> triton,

- python/sglang/srt/layers/attention/xpu_backend.py (#3k SEE A JE3; 25| source; 3£
# core-logic; &5 XPUAttentionBackend.forward_extend,
XPUAttentionBackend.forward_decode) : "—2&zhiE A XPU STE AR XM £
causal ¥ ZY E A EHEKR ENCODER_ONLY / DECODER_BIDIRECTIONAL, =Z
DFLASH draft full_attention B &E7E XPU _LBE3E B RIIR,

- test/registered/e2e/xpu/test_dflash_intel_xpu.py (3R 3HE|3RMIR; K7 test; KA
test-coverage; 5 TestDFlashIntelXPU, TestDFlashIntelXPUPage256,
TestDFlashIntelXPUChunkedPrefill, TestDFlashIntelXPUDecodeGraph) : #3%¢ 156 4T
MBI, 12 NABIEKEZE triton 5 intel_xpu MEEIR KX page256 / chunked
prefill / decode graph / overlap ZAK, FHEME nightly-xpu-1-gpu,

- python/sglang/srt/speculative/draft_worker_common.py (#3k Ef5/E3HEdR; £K5|
source; £ dependency-wiring; {45 _resolve_draft_attention_backend_fallback) :
_resolve_draft_attention_backend_fallback BF & E3RE speculative_hook fR¥#F[E,
XA is_xpu or torch.version.hip -> triton,



- python/sglang/srt/speculative/dflash_worker_v2.py ({3t EEBIT; 25| source; LR
core-logic; &5 _use_fused_kv_materialize, supports_gpu_triton,
_use_triton_prepare_block, _use_triton_accept_bonus) : £ XPU AN GPU triton /
fused-KV [RE&/Z¥|E, RE DFLASH &£ XPU LB &S #E fused_kv_materialize 5 triton
prepare_block / accept_bonus W#.

- python/sglang/srt/speculative/dflash_utils.py (#3k ISiEHAL; 25| source; LR
core-logic; &5 _DFLASH_VERIFY_SKIP_CUSTOM_MASK_BACKENDS) : 3&
XPUAttentionBackend #n A\ _DFLASH_VERIFY_SKIP_CUSTOM_MASK_BACKENDS;
review 8 HiZ&E & R ¥" decode CUDA-graph capture, ®it3| H##¥ decode-graph A
B,

« python/sglang/srt/arg_groups/choices.py (13 £#3%3M; KF| source; LA
configuration; #F5 DRAFT_ATTENTION_BACKEND_CHOICES) :
DRAFT_ATTENTION_BACKEND_CHOICES #3#8 intel_xpu, EiZ¥EEKA draft
backend B % #EyHE— KR,

*#F5: _handle_dflash, resolve_dflash_draft_attention_backend,
_resolve_draft_attention_backend_fallback, XPUAttentionBackend.forward_extend,
XPUAttentionBackend.forward_decode

RPERAD B

python/sglang/srt/arg_groups/speculative_hook.py

ZTEANDO: _handle_dflash B xpu %&I11E&, _resolve_dflash_draft_attention_backend
38 draft backend B 4% #Uk$53| DRAFT_ATTENTION_BACKEND_CHOICES 3% & E:RF+
KA is_xpu or is_hip -> triton,

# python/sglang/srt/arg_groups/speculative_hook.py

def _handle_dflash(server_args: ServerArgs) -> None:
cfg = resolving_view(server_args)

# REIIZM CUDA / NPU ¥ EBE| XPU: XZAK PR BIAT K51,
# EWZ A XPU AP SESIBETM B BE#EKE| ValueError,
if not (
cfg.device.startswith("cuda") or cfg.device == "npu" or cfg.device == "xpu"
):
raise ValueError(
"DFLASH speculative decoding only supports CUDA, NPU and XPU devices."
)

# HARMEIXE XPU RIFELER, HRIERA —FRLBER:
# DP attention. pp_size. ®MERNFEE draft BEEEKIZ,
if resolved_view(server_args).enable_dp_attention:
raise ValueError(
"Currently DFLASH speculative decoding does not support dp attention."

)
if cfg.pp_size I=1:



raise ValueError(
"Currently DFLASH speculative decoding only supports pp_size == 1."
)
if cfg.speculative_draft_model_path is None:
raise ValueError(
"DFLASH speculative decoding requires setting --speculative-draft-model-path."

def _resolve_dflash_draft_attention_backend(server_args: ServerArgs) -> None:
""}8 speculative_draft_attention_backend BT —NZ X HHNHELE, """
cfg = resolving_view(server_args)

# AREKAEH arg_groups.choices BB —F KR (K PR EHFHE intel_xpu) ,
# WHIXE S draft worker_ common &8 —HEIA&. BK—aR—4k,
supported_draft_backends = DRAFT_ATTENTION_BACKEND_CHOICES
# FlashInfer R CUDA ®=TH; XPU 5 ROCm —#Z[EI:R 3| triton,
# X—4THE fallback A [RF torch.version.hipl #%&AN TEFEE] ,
fallback_backend = (

"triton" if (get_platform().is_xpu or get_platform().is_hip) else "flashinfer"

draft_backend = cfg.speculative_draft_attention_backend

if draft_backend is None:
# PP ORTE ERDE AR prefill backend; A2 A%F|FE fallbacks
draft_backend, _ = attention_backends_of(resolved_view(server_args))

if draft_backend is None:
draft_backend = fallback_backend

# 54 trtlim_mha B9&E sliding / causal P|Z54 PR W& B *, REFERLE,

python/sglang/srt/layers/attention/xpu_backend.py

g —kshE A XPU ST BEABRR XM £ causal #|EY B A ERHFR ENCODER_ONLY /
DECODER_BIDIRECTIONAL, % DFLASH draft full_attention Z&E#E XPU L Hi@ A9 ETIR,

# python/sglang/srt/layers/attention/xpu_backend.py
from sglang.srt.layers.radix_attention import AttentionType

class XPUAttentionBackend(AttentionBackend):
def forward_extend(self, g, k, v, layer, forward_batch):
# (BE&: KV cache BA. forward_metadata EEER BT E, ¥HRKF)

# @O K/NTE; DFLASH draft 89 full_attention BERE SWA, &£%2 (-1, -1),
is_hybrid_swa = (
layer.sliding_window_size is not None and layer.sliding_window_size > -1

)

window_size = (layer.sliding_window_size, 0) if is_hybrid_swa else (-1, -1)

# XKEMEIE: X% FlashAttentionBackend —— ENCODER_ONLY / DECODER_



BIDIRECTIONAL
# (HEt=E DFLASH draft 89 full_attention &) RAZ3E causal,
# MAZRA cross-attention 43I causal, HRX—3F, draft REEE A
# WAL causal IHE, #ERE CUDA FEFXR—3K
causal = not (
layer.is_cross_attention
or layer.attn_type
in (AttentionType. ENCODER_ONLY, AttentionType.DECODER_BIDIRECTIONAL)

def forward_decode(self, g, k, v, layer, forward_batch):
# (#&®&: spec_info / cascade attention ¥|E SR BB 1])

# decode. DRAFT_DECODE 5 target verify £ E—&HE
# RIE draft 5 verify IAMEBXRE—EH causal 8 XfRF—,
causal = not (

layer.is_cross_attention

or layer.attn_type
in (AttentionType.ENCODER_ONLY, AttentionType. DECODER_BIDIRECTIONAL)

)

test/registered/e2e/xpu/test_dflash_intel_xpu.py

3 156 4TIRBISMAR, 12 NABGIKEE triton 5 intel_xpu WEF KX page256 /
chunked prefill / decode graph / overlap 1K, FH3EME| nightly-xpu-1-gpu,

# test/registered/e2e/xpu/test_dflash_intel_xpu.py
"""DFLASH speculative decoding on Intel XPU."""

import os
import sys
import unittest

from sglang.srt.utils.common import is_xpu

# 30 test/ R B FiKF sys.path: CI BB “python3 <full_path>" &4T
# pytest WRIBAXHEH BEER, BHWEBEF E=ZRREFE,
_TEST_ROOT = os.path.abspath(os.path.join(os.path.dirname(__file_ ), "..", "..", ".."))
if _TEST_ROOT not in sys.path:

sys.path.insert(0, TEST_ROOT)

# DUESRB MG AEE, MARERE import 4 pytest ## class __name__ Uk&,
# HEESAEENIUEXBHE —RIKE, I CUDA / flashinfer &R E i L,
from registered.spec.dflash import test_dflash as _dflash_base

from sglang.test.ci.ci_register import register_xpu_ci

register_xpu_ci(est_time=600, suite="nightly-xpu-1-gpu", nightly=True)

# setUpClass RIEXBSEEMERE LB S EHZE: REH —-mem-fraction-static



# BEEXERN 0.7, —device #EF Intel GPU; FEEFISHNTARLFILE HSEENETT
#  (RERMAEIH, FEB other launch_args ZEAREZRM)
_XPU_LAUNCH_ARGS = ["--device", "xpu", "--mem-fraction-static", "0.75"]

@unittest.skipUnless(is_xpu(), "Intel XPU not available")
class TestDFlashIntelXPU(_dflash_base.TestDFlashServerBase):
""XPU BRIAE3E (triton) THIZEE DFLASH &4, "

max_running_requests = 8
attention_backend = "triton"
other_launch_args = _XPU_LAUNCH_ARGS

@unittest.skipUnless(is_xpu(), "Intel XPU not available")
class TestDFlashIntelXPUChunkedPrefill(_dflash_base.TestDFlashServerChunkedPrefill):
"""triton J5¥m FEY/N chunk (4) chunked prefill &4k, """

max_running_requests = 8
attention_backend = "triton"
other_launch_args = _XPU_LAUNCH_ARGS + ["--chunked-prefill-size", "4"]

@unittest.skipUnless(is_xpu(), "Intel XPU not available")

class TestDFlashIntelXPUDecodeGraph(_dflash_base.TestDFlashServerBase):
""" % NFITHF decode CUDA-graph (--cuda-graph-backend-decode full) # XPU Fl,
BAT&Z DFLASH_VERIFY_SKIP_CUSTOM_MASK_BACKENDS #7138
XPUAttentionBackend, """

max_running_requests = 8
attention_backend = "triton"
other_launch_args = _XPU_LAUNCH_ARGS + ["--cuda-graph-backend-decode", "full"]

# -— JR& XPUAttentionBackend (intel_xpu) ZX -
# intel_xpu A& XPU BRiNEsm (BRIARZ triton) , B NEF;
# XHLRBISFIF DFLASH 89 draft / verify B842223¢ XPUAttentionBackend B94T 4,

@unittest.skipUnless(is_xpu(), "Intel XPU not available")
class TestDFlashIntelXPUBackend(_dflash_base.TestDFlashServerBase):
"B 4 XPUAttentionBackend THIZE DFLASH &4, """

max_running_requests = 8

attention_backend = "intel_xpu"
other_launch_args = _XPU_LAUNCH_ARGS

@unittest.skipUnless(is_xpu(), "Intel XPU not available")



class TestDFlashIntelXPUBackendChunkedPrefill(
_dflash_base.TestDFlashServerChunkedPrefill
):

nnn

intel_xpu %% page size [R&| (XX #F 64 /128) , chunk RAEEEX 128 MAE 4, "

max_running_requests = 8
attention_backend = "intel_xpu"
other_launch_args = _XPU_LAUNCH_ARGS + ["--chunked-prefill-size", "128"]

AT K

« siju-samuel Xt dflash_utils.py:39 &4 7 4 PR A MMEN—5 review: 1A
XPUAttentionBackend R " decode CUDA-graph capture, i XPU ERIAZA decode
graph, BIREAEAAFIE —-cuda-graph-backend-decode full, FrLAiZE&{Z LET MR E
ERAT; R TestDFlashIntelXPUBackendNoCudaGraph SBRIAERCEEZE S, it E T
The change itself is correct] ——DFLASH &%l speculative_eagle_topk = 1,
xpu_backend.py:288 B custom_mask iZEX%Z self.topk > 1 &3, HEib XPU BR RS
KA ——(ENHR R K decode-graph FFREIEIR, 1EEREEHT
TestDFlashInteIXPUDecodeGraph,

« siju-samuel Xt chunked prefill Rt#EFEE: Twhy big size chunk128 and not 4
here? Any issues7 I guess small chunks are the entire point of that variant.] 1E&##
£ intel_xpu % page size [R#&|, BRIR X#F 64/128, FrXZzZARREEA 128,

« mingfeima 319 [do xpu support pagesize 25671 , {EEEE page_size=256 F# XPU
G X 3. RIS override B 128, Page256 AFIXAE sanity checko

« Valentine233 F8 B EARES BRIAMEAR—3K:  TAccording to your perf result, intel_xpu get
a better speedup. Is there any specific reason to use triton as the default attn
backend?] 1E#E R RFAM triton 2. =T ABKERIAA intel_xpu; Valentine233 #TRKAX

25 mingfeima, 3iREE [please check CI failures like lint]l » ZEIFAE PR WRA &KX
/Dl@

« B4R review g MR E L LN (TestDFlashServerSpecV2 /
TestDFlashServerSpecV2PlanStream BEAREME) , EEFHIAERHT main LEE® LA
TestDFlashServerOverlap / TestDFlashServerOverlapPlanStream 3 5285 1E

« DFLASH_VERIFY_SKIP_CUSTOM_MASK_BACKENDS M A XPUAttentionBackend =&
B IFEWPAT (correctness): 1EZ B E ltestcase with xpu graph enabled is added] , &
KPR TestDFlashIntelXPUDecodeGraph (--cuda-graph-backend-decode full) , Ml
REBEROMA L,

« intel_xpu ZARH) chunked prefill AfTH 128 M3IE 4 (testing): YEHEAERF intel_xpu X
page size BR#, BRIR X3F 64 /128, ABTIEER 4; triton BARAARE chunk 4,

« XPU B& X #F page_size 256 (question): YEE#iIA page_size=256 F# XPU Jaig X #F,
NERE override B 128, Page256 ABIIXIE sanity check. T/ E

« DFLASH draft BRIANEE A SR triton 3£2 intel_xpu (design): PR V\]ﬂi?él*}f(, & FRR AT
L triton A XPU BRiA draft /53R, E4EERIEIFERK,



MREA LG LN R FHAFTRIKE (testing): MR XGREITELELMBIE, REARKYEK
TestDFlashServerOverlap 5 TestDFlashServerOverlapPlanStreams,

« CI RMKG lint B2 (testing): /EEHRAR T MILAY Linting commit, PR &% H mingfeima
&, MEPREHEREL Cl 2580,

R 5 B
o NS

1. RAEIRAEL S HNMRER KL _resolve_dflash_draft_attention_backend ZEFA &
E NI TR, LB prefill backend, B FEERE triton; mtEE B CHEIERHA
intel_xpu 7E block_size=12 Bt decode 5.23x. e2e 4.66x, AT triton Tk, BRIAE
AEERERSZHAFRERIRNEE, BiZER RETLRBERH. PR ARBR,

2. SEEEXIE XPU FER EMWHLSE: xpu_backend.py 8 causal ¥|ZEkzhEER T
forward_extend 5 forward_decode, 1EfT attn_type A ENCODER_ONLY /
DECODER_BIDIRECTIONAL BB XPU LERSM causal ZEAHIE causal, BRS
FlashAttentionBackend X552 IEA A A, {E3X2Z XPU BRFEARZTATE, I
DFLASH #y%wAd 28 2542 2 7% 2 B Y3 B0

3. XPU L& X2 H triton tRE&I2: dflash_worker v2.py & use_fused_kv_materialize
5 supports_gpu_triton ¥ &% is_xpu(), B XPU & >XE fused_kv_materialize.
triton prepare_block. triton accept_bonus. triton compact_rebuild % B & X kernel,
# XPU | sgl-kernel/triton JRAFIXEE FLIFARTE, SEDTIRLRE, BORmF
S B S EARR B,

4. page_size EEBRFER: TestDFlashintelXPUPage256 SZFrHary 2 NER override %|
128 (WELE, AP ERfE —page-size 256 BT HEWMEFR—3K, TREERHEE R,

5. BEZBES CI: MR RE is_xpul() B9 skipUnless BSEMA nightly (
suite="nightly-xpu-1-gpu") , E£F PR IMRARESHIT; PR body F pr-test.
pr-test-extra. AMD ROCm 10 =ANRSH ALK (:x:) , TP W ERFRE lint,
AR A H &AL,

6. MREXTELE LKA XS . XPU MR graph-off (24GB 74 T decode graph AR=[4T)
CUDA A graph-on, CUDA-off/XPU-off B EEEFE bs=1/4/8 2% A
2.28x/3.33x/4.50x, BRELEWFIEIEMIEL, - FW: AFPM: Intel XPU (Arc Pro
B60 24GB %) AP AIER—F DFLASH S8 T RGRAARILRE S, S decode fn
% 5.23x. e2e 4.66x (block_size=12. graph-off. mem-frac 0.75) , IWRBHETE
BHELFIEIRBZ 0.75~0.88 (0.75 Bf bs=8 B KV BRERE LB Z batch) . &%
Ml: XPUAttentionBackend B causal & X5 FlashAttentionBackend 5%, BT #EF
&—KMBE; draft backend REATHI R AL &I AL UK 853
DRAFT_ATTENTION_BACKEND_CHOICES ¥ —%5% %R, F&mFeRER—L,
A : #7312 NAB]. est_time=600 8 nightly-xpu-1-gpu Mk, KHEAEE XPU CI
FIREEPILY; BRI draft /EIEER B4 mingfeima, ESRBETRAE —RESRES 6
WECERE., - NRAAE: BA draft BimRER  EBEAEXEE , XPU BRER
triton A% , page_size BEERFER , IR nightly B % , CI RSKRHIER



KERIK L

« PR #32093 [XPU] Adapt device agnostic API usage: [EJ& XPU R&E LA BkiEL, #HAE
EEERED cuda / nccl FFEHIMTB AR ELXHAIR; A PR 8 is_xpu ITIEERR—BE
7 DFLASH B&#2 L BZE 4L,

« PR #32382 [XPU] Make checkpoint_engine worker device-agnostic: E#£7E worker ¥
EHEAR EANST XPU Fa0 X HEE XPU Cl 5X#4, 54K PR # dflash_worker_v2 /
draft_worker_common R HF &4 % E TR —#Ht XPU ERET/E,

« PR #36631 [Sampling] Support sampling masks with overlap scheduling: 5§ DFLASH
verify MBI B & X R & overlap AERBE—FKZBEL, APRE
_DFLASH_VERIFY_SKIP_CUSTOM_MASK_BACKENDS ##13% XPUAttentionBackend.
FHE £ overlap / overlap-plan-stream K, #RzE EZE BN HZ L,



