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HITHE

« —4)3E: CPU ¥ FP8 per-tensor GEMM A%, W8A16 Efbini

« ENME: BEEEIR, BOE SR per-tensor scale fEA block-scale BI45Ik £ AILE
tinygemm 1EZE, WHEE —FE GEMM; has_bias BIIERSHKERZHREF, BE
AT_DISPATCH_BOOL #%infTita % ; MRSIMNMBEET scale KEHE. prepack 5
bias &, BEIILE X FERZATEEA AR SNRARH, Uk CPU AMX RIERHE
U3 20 {T 4 38 AR B

THRES B

PR body BA##EH: IA CPU FP8 GEMM %X ¥#F (bmm_cpu # 8 fp8_scaled_mm) FZ i@
batched GEMM, fl#n DeepSeek MLA 42, &) per-tensor B FP8 GEMM B2, X
A per_tensor ¥UEH E8) W8A16 A (41 mistralai/Ministral-3-14B-Instruct-2512) T3k
7 CPU LERARAENZ, &N PR WEMRZEEHABEAR CPU FP8 scaled GEMM 5231, @38
per-tensor scale Y& K 2 3REFF, *FizbrkBiR,

LI AE

1. A B4 (python/sglang/kernels/aot/csrc/cpu/gemm_fp8.cpp) : ¥
tinygemm_kernel_nn2 M‘BF16 x FP8. T bias"tIE EHSY B AW packed t 5
has_bias RSB AT, FgmEIL copy_mul_add_stub (3 scale tn bias B9E
BRALTE) : F brgemm2 30 has_bias 454t; tinygemm_kernel2 340 bias ¥ H(REHR
A bmm FARAFEY, per-tensor scale I NEILE—FE] A vscale, HEEFN
K 2BRBRMEH—PUT fmadd, EMTFIEFAE block scale AER—% &,

2. #3 per-tensor A : fp8_per_tensor_scaled_mm_kernel_impl #% [MB, NB] Z 41T
, {8 AT_DISPATCH_BOOL(bias != nullptr, has_bias, ...) & ZFHELL; K M &£
brgemm2, /[N M £ tinygemm_kernel / tinygemm_kernel2, 3 %3#F prepack (VNNI) 5§
FITEREFHMH A

3. EF580FM: gemm.h EFT per-tensor AR tinygemm_kernel #0 (¥73% Bbias 5
do_unpack %K) ; torch_extension _cpu.cpp BRI
TORCH_LIBRARY_FRAGMENT Mt fp8 per_tensor_scaled_mm_cpu &F; bmm.cpp
HEEE bmm FP8 AAAME nullptr bias, B EERES L TN F KR IF LK,

4. BI3IEN: cpu_graph_runner.py A CPU BZRi%)EM fp8_per_tensor_scaled_mm_cpu
8 fake T2 R, TRiE compile AT FHME shape; fp8.py B



process_weights_after_loading 3#/m CPU AMX % (3B R EHM AMX TITR/EIERT
return) , apply H3#3t use_intel_amx_backend(layer) 2% BRAFH N, 3HH
output.view(*x.shape[:-1], ...) TRMREE,
5. MRELE: test/registered/cpu/test_gemm.py F3E test fp8 per tensor_gemm, %Mk
M=[1, 11, 97]. N=[128, 224]. K=[512, 576]. scale_as_vector. has_bias. prepack
UREMNEH FP32 5EfEFME AN SEHAT assert_close BRI,

REEF:

« python/sglang/kernels/aot/csrc/cpu/gemm_fp8.cpp (#Eik FP8 W#Z; 285! source; 3£
A core-logic; 5 fp8_per_tensor_scaled_mm_kernel_impl, tinygemm_kernel_nn2,
brgemm?2, tinygemm_kernel2) : B2 24 tinygemm_kernel_nn2 / brgemm?2
/ tinygemm_kernel2 1R, ## copy_mul_add_stub 5
fp8_per_tensor_scaled_mm_kernel_impl AH, & per-tensor FP8 GEMM B E 1%,

- python/sglang/srt/layers/quantization/fp8.py (#3k FP8 &1k; 25| source; L&
core-logic; 5 Fp8LinearMethod.apply, Fp8LinearMethod.process_weights_after_lo
ading) : BIEIEEAL: process_weights_after_loading #in CPU AMX RRERE 53Ta4
%, apply F# A\ fp8_per_tensor_scaled_mm_cpu BEF, EERMERZAZNXE,

- test/registered/cpu/test_gemm.py (3R WAMIR; K7 test; KR test-coverage; F
5 test_fp8 per_tensor_gemm) : ¥ test fp& per tensor_gemm SEAMRX, BE
scale IR, bias. prepack 5% f M/N/K, ZARZIEMAMENEERE,

- python/sglang/kernels/aot/csrc/cpu/torch_extension_cpu.cpp (13k EF5EM; 25|
source; XM core-logic; &5 fp8_per_tensor_scaled_mm_cpu) : EFIME: FHHF
3#3¥ TORCH_LIBRARY_FRAGMENT ¥4 fp8_per_tensor_scaled_mm_cpu St 3|
sgl_kernel &34 %24,

« python/sglang/srt/model_executor/cpu_graph_runner.py (3t El%wi%; K7 source;
KA data-contract; &5 ) : A CPU BZRiZEM fp8_per_tensor_scaled_mm_cpu By
fake TTIE R, RiE compile X T FHE shape,

- python/sglang/kernels/aot/csrc/cpu/gemm.h (FEk RAZIEED; 23| source; LR
core-logic; 5 tinygemm_kernel) : [@# B # per-tensor kX tinygemm_kernel 30,
#36 Bbias 5§ do_unpack £k, EBERZEAN—IRL,

- python/sglang/kernels/aot/csrc/cpu/bmm.cpp (#3k BMM &42; 3B source; A
core-logic; 5 bmm_kernel_impl) : EWRHEREL T : BEA bmm FP8 AAME
nullptr bias, FFikEZwiFEK,

XS fp8_per_tensor_scaled_mm_cpu, fp8_per_tensor_scaled_mm_kernel_impl,
tinygemm_kernel_nn2::apply, brgemm2::apply, tinygemm_kernel2, copy_mul_add_stub,
Fp8LinearMethod.apply, Fp8LinearMethod.process_weights_after_loading,
test_fp8_per_tensor_gemm

KR BR

python/sglang/srt/layers/quantization/fp8.py



BIBREEANE . process_weights_after_loading 3&in CPU AMX RE# B 53THA X, apply &
A fp8_per_tensor_scaled_mm_cpu HF, ZEAMEAZAZH KR,

# CPU + AMX J53: per-tensor FP8 REEMEEH B FH M AMX FiT &,
# EWAEXEIRAT return, Bk Marlin / MXFP8 BB 4 E&T 18,
if _is_cpu:
assert _is_cpu_amx_available, (
"Fp8LinearMethod on CPU requires that CPU has AMX support"
)
layer.weight = Parameter(
layer.weight.data.t().contiguous(), requires_grad=False
)
_amx_process_weight_after_loading(layer, ["weight"])
return

# ... £ Fp8LinearMethod.apply ¥, 3E block-quant. 3E Marlin, 3£ MXFP8 A
# 4 Intel AMX E3REt, EERAFTIEH per-tensor FP8 GEMM AW#%,
if use_intel_amx_backend(layer):
output = torch.ops.sgl_kernel.fp8_per_tensor_scaled_mm_cpu(
X,
layer.weight,
layer.weight_scale,
bias,
x.dtype,
True, # is_vnni: REBZ VNNI #EXIT &
)
# AAZR & 2D [M, K] x [N, KIAT, XERRREHORERE
return output.view(*x.shape[:-1], layer.weight.shape[0])

test/registered/cpu/test_gemm.py

3L test_fp8_per_tensor_gemm SHLMIR, BZE scale IR, bias. prepack 5%+
M/N/K, BRAZIEFMEN T ERRE,

@parametrize(
M=[1, 11, 97],
N=[128, 224],
K=[512, 576],
scale_as_vector=[False, True],
has_bias=[False, True],
prepack=[False, True],
)
def test_fp8 per_tensor_gemm(self, M, N, K, scale_as_vector, has_bias, prepack):
data = torch.randn(M, K, dtype=torch.bfloat16) / 10
weight = torch.randn(N, K).to(torch.float8_e4m3fn)
scale = torch.tensor(0.01, dtype=torch.float32)
# #& scale A 0 fKEE 1 EMERAMEATR
scales = scale.reshape(1) if scale_as_vector else scale
bias = torch.randn(N, dtype=torch.float32) if has_bias else None

# 525, REM B 3| FP32 EMbrEsEfE3k, FB3E per-tensor scale



ref = torch.matmul(data.float(), weight.float().T) * scale
if bias is not None:

ref = ref + bias
ref = ref.bfloat16()

kernel_weight = (
torch.ops.sgl_kernel.convert_weight_packed(weight) if prepack else weight

)

out = torch.ops.sgl_kernel.fp8_per_tensor_scaled_mm_cpu(
data,
kernel_weight,
scales,
bias,
data.dtype,
prepack,
)

atol = rtol = precision[ref.dtype]
torch.testing.assert_close(ref, out, atol=atol, rtol=rtol)

B
review %% bias 89 nullptr 2545 % 5 NEFT:

« mingfeima & gemm_fp8&.cpp &4 “bias could be nullptr? so test case did not cover
bias is none as well.”, &L bias BBERMREZE, 1EE xinguozhu-2026 EE : tiny
kernel &£TF has_bias #r& 18] bias, EEPUTHRASAES| A nullptr, KBRS
has_bias=[False, True] &% mitiEN,

« mingfeima % %t3t bias 4% H AT_DISPATCH_BOOL 21X, FEEE “done”, &&A
fp8_per_tensor_scaled_mm_kernel_impl %A AT_DISPATCH_BOOL % Z#A0 X BFF
, M tinygemm_kernel 32 2R if (bias = nullptr) ZEIFEEAREZE], B E S F 35t
5taE,

* bias A nullptr BFBIRAZATAEMIRE X (correctness): BAIA has_bias iR X ARIE
nullptr 24, MR bias BRHBEEE,; BFEX “done” X,

« bias @& A N: AT_DISPATCH_BOOL 53z/THA if 893%&4F (design): XA
AT_DISPATCH_BOOL RiF#AN %L MRE, has_bias o X ERFHAEI, BEmfTRFFHE,

PNESE-A

- QFe:
1. EERAREREYIE: gemm_fp8.cpp F tinygemm_kernel_nn2 / tinygemm_kernel2
/ brgemm?2 HEREZL TS RTA A RARRIZ, bmm.cpp BAM nullptr bias 3&EE
, BEEMRBIARSERRDEFRREFLKR (BTFRIFHERF, RRTEHE)
2. AMX BE{&#i: fp8.py &£ CPU X £ A assert _is_cpu_amx_available, 3 AMX 8§
CPU L/2R W8A16 FP8 R ERREE, FEHE+ RMBEFRITE.



3. BISRB AN fp8.py M apply 1K¥ process_weights_after_loading #
t().contiguous() #ES5 AMX TR LB, EHMMNREEALLETIZRER, THEHI
shape BSFEEHIR; FERAE] return Sk Marlin/MXFP8 #&3Z1E, ART CPU L
HEEHE,

4. BYmiF—M: cpu_graph_runner.py B fake ST R#ESF M*N shape, ZHTFELE
SRS (WHTH block_size) , FERFEH, TN compile A5 eager BENAT AT
BEA X o

5. BMERIEEAR: PR body X% H gsm8k 200 B4R (0.935vs % 0.959) , B
FH &8 PyTorch fallback EAREAREE A Ministral A, E AR A2 09563 5mAE
EBERRE., -®": AP Intel AMX HLE LB CPU B3 3REB R4 per-tensor
FP8 GEMM X#, Ministral-3-14B & W8A16 A RERE bmm £ AR, HIEHE
3K gsm8k 0.935, XA %: sgl-kernel B CPU EFEHE—MNAEFE—FEBERE:
fb, 3E CPU B3R ZHm; CPU FP8 &AMEMIIL AMX HEERTIR, XHIPA:
sgl-kernel / CPU 43P& & B X TEARZAIEEE bmm BAZHRMH, FHIEL
mingfeima L HFIREEH cookbook EF (K PR REEXKKE) . - NFEARD:
S RAZAERBRE | AMX BREL , CPU EXATREATE |, bmm BEZ2E)IE

RERIREE

« TR E KB PR



