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MTRE

« —AiE: fE Intel XPU LEH LoRA Zhek, BEREE IR 2 AHEE TEM R,

« WEME: b PR E—NEENTHEET E, 1§ LoRA X FFET 3| Intel XPU F &, BOEH,
BE (REHL. KBFHF. MHRER) EEMBESELSHN, Af, £T Cl BEXKEL
W, BEIHSZIMYE (Ao EERRERZR) RELLENMRIE, BIESHFHEZTHHET CI R
SlREP R, FTEIBTEHFEMSR XPU SR IR, (EEFLHETIER, 453
& rotary_embedding BIFFIR S AL lora_utils.py FHIEE LLRHLE].

THRES B

Intel XPU 2 SGLang H—RIEIZ B AR, LoRA MURMRRIEA = 2EH, NAEEE XPU LEIF
2, PR body BARIEH, RETERLE 'cuda' FHEEEFHORERLERIZITIEE R, BRK
FFERAYIEHAME Bug. Bhoh, BRZIRELKAVINREREHE, XPU 89 LoRA BRIZAMIIEFRIFFL
R, BHERFREMEIE)T,

SCEL AR

1. &&HMEIL: EZ/ LoRA Ei# (base_backend.py, triton_backend.py,
chunked_backend.py, torch_backend.py) # init_cuda_graph_batch_info &%, %
torch.cuda A E#A self.device_module, FEH torch.device(self.device) BRHEE 4
FOEY "cuda" FEH, FERAEAZFEERETLK, ¥ #E CUDA Graph 5 LoRA HIAHETHEE
E XPU E7TH,

2. RBEENS 3P 1 rotary_embedding/base.py #n rotary_embedding/mrope.py &, ¥
XPU 45 ZE 8 sgl_kernel (#n fused_gk_rope_with_cos_sin_cache_inplace,
multimodal_rotary_embedding) S A®ZEE try...except ImportError 3k, HR&BRHZA
None #iBKE4E, 7 forward_xpu AJAHIEH None K&, EERBEANZ. #MH: Fik
£ XPU RG> IR B IREAMERDE M R,

3. MoE LoRA B&t: 7£ lora_moe_runners.py F, ¥ XPU &&BBE|48 PyTorch 23
_naive_moe_lora_align_block_size E3REEfZ, EA moe_lora_align CUDA WA A,
TE test_fused_moe_lora_kernel.py ¥ AR T AN 2 X,

4. B MBABE . & lora_overlap_loader.py B9 _drain_completed_overlap_loads A&,
¥ torch.cuda.current_stream().wait_event(event) &R
self.device_module.current_stream().wait_event(event), 88 7 XPU L8z /TETEEIR,
EIBRTEA T try_overlap_load_lora B9FR&IR, WUE B HIRE B KN E.



5. MR EA R 3 AR ThBENR X4 test/manual/lora/test_lora_xpu_basics.py, &%
MASHE / HEK. EEFEE. Radix BF. MAEE £ LoRA. MoE LoRA F3R a9
S 5HEMR. T python/sglang/test/lora_utils.py #, A XPU F&3IANTET
ROUGE-L FE£®HELE (Lassert_lora_output_match) , MMM XPU LRZ S 25
BN R R E. ZANIAE MR XIS E R R & T X B get_device() #n
register_xpu_ci, FETENEHEIF LIEER XPU (WEA intel_xpu E3RENR flashinfer)

]

R

« test/manual/lora/test_lora_xpu_basics.py (B3R LoRA JMIiR; K5 test; K&
test-coverage; {45 lora_temp_dir, _cleanup_lora_temp_dirs,
create_attention_lora_adapter, synth_adapter_path) : #3g89. KA XPU LoRA ZhéE
ZEMR X, BETRAOTHEEAMI EAENIR, EBIE XPU LoRA XIFHIXE,

« python/sglang/srt/layers/rotary_embedding/base.py (#3k Feiefy B %maL; 355 source
; A dependency-wiring) : Xt XPU $FE 89 sgl_kernel AR/ T I ME try-except 3%
, B RAZ BTSRRI AR, XEARIE XPU AR EMENXBEE,

« python/sglang/srt/lora/lora_overlap_loader.py (£ LoRA FFn#k g ; 2£5| source;
ER core-logic) : BETFHMBFREREHN CUDA MIAA, FHEHLANREL XM
%, BBE XPU TSRO EEBTE,

XEFE: RotaryEmbedding.forward_xpu, MRotaryEmbedding.forward_xpu,
LoRAOverlaplLoader._drain_completed_overlap_loads,
LoRAOverlaplLoader.try_overlap_load_lora, _assert_lora_output_match,
assert_nearest_reference_routing, _compute_moe_lora_info

RERED R B

test/manual/lora/test_lora_xpu_basics.py

FE. KA B XPU LoRA ZHEELZEMRA X, BE TAOTHEENMI S5A AR, 21E
XPU LoRA X #EFrayx#E,

# MR EREK (BAARE) 8 LoRA EELE, MERTERBIERMERE,
# EELRE create_attention_lora_adapter 813&, HLEHAE synth_adapter_path,
# OMIRZB A generate REKH, T SRTRunner &% ERHFLLRHHE,

SYNTH_BASE_MODEL = "Qwen/Qwen2.5-0.5B"

SYNTH_TARGET_MODULES = ["q_proj", "v_proj'l # q_proj/v_proj f& A gkv_proj, MR TP ok
SYNTH_LORA_RANK = 8

SINGLE_LORA_B_STD = 0.02 # BOfME: EUBEIA token, BARE argmax

MULTI_LORA B_STD = 0.04 # %3i&ECHEHEE KRS UK token X4

def assert_nearest_reference_routing(
test_case,

*



batched: List[str],
reference: dict,
slots: List[Optional[str]],

context: str="",

W= MM K E ROUGE-L LB H B BERENREM N,
XHLEHLEE & HABLRTARLR, TaESFRE bs=1 BITHMHEAE R,
test_case.assertEqual(

len(batched),

len(slots),

f"{context} expected {len(slots)} outputs, got {len(batched)}",

adapter_slots = [i for i, s in enumerate(slots) if s is not BASE_SLOT]
for i in adapter_slots:
sims = {
j: calculate_rouge_I([batched]i]], [referencel[slots[j]]])[0]
for j in adapter_slots
}
best = max(adapter_slots, key=lambda j: sims[j])
test_case.assertEqual(
best,
i,
f"{context} slot {i} (adapter={slots[i]}): batched output is closer to "
f"another adapter's isolated output than to its own; wrong adapter routed?”,
)
# BRARERESEMARER LB R T2ER
test_case.assertFalse(
all(s == batched[0] for s in batched),
f"{context} all outputs identical despite distinct adapters {slots}; routing had no effect.",

)
python/sglang/srt/layers/rotary_embedding/base.py

3t XPU 45 Z 8 sgl_kernel AR T FFIPM try-except 3R, b/ WA BR SRR SR AN R
, XEIRIE XPU AR E N ABTE,

# FRBRASE XPU LEES A, #F sgl_kernel ATHMKI %
ImportError, SEEAERME LK,
# Bk ERAS NPU 2SN,

if _is_xpu:
try:
from sgl_kernel import fused_gk_rope_with_cos_sin_cache_inplace
except ImportError:
fused_gk_rope_with_cos_sin_cache_inplace = None
logger.warning(
"sgl_kernel.fused_gk_rope_with_cos_sin_cache_inplace is unavailable;



"XPU rotary embedding will use the generic rotary_embedding kernel. "
"Upgrade sgl_kernel to enable the fused XPU kernel."

# 7 RotaryEmbedding.forward_xpu A3k :
# AXERLE WAL A B Sk R 5508 4 468 A g iR A2
if fused_gk_rope_with_cos_sin_cache_inplace is not None and self.head_size in [
128,
256,
512,

# .. RAARERZ ...
return query, key
else:
# B3R 3|38 A e 3L B Jm Al L E
self _match_cos_sin_cache_dtype(query)
.. {8 torch.ops.sgl_kernel.rotary_embedding %% F 8842

python/sglang/srt/lora/lora_overlap_loader.py

B8 T R mBFREIF T CUDA RIAR, BHBBRARELXNHE, 2EE XPU BIT
R RAZCEETE

# 1EPRRT: REZmED CUDA i, 7 XPU E&XMK,
for lora_id, event in completed_loads:
torch.cuda.current_stream().wait_event(event)
del self.lora_to_overlap_load_event[lora_id]

#BRE: ERRESEREE,
for lora_id, event in completed_loads:
self.device_module.current_stream().wait_event(event) # R& T X BRIRIE
del self.lora_to_overlap_load_event[lora_id]

# try_overlap_load_lora A ABYRGEIREN, B B HHASN B AER 5 K.
elif lora_pipeline_load_status == LoRAOverlapLoadStatus.NOT_LOADED:
if not self._try_start_overlap_load(lora_id, running_loras):
return False

logger.debug(f"Loading LoRA adapter {lora_id} asynchronously")
# ERHMBE LA ERHZERRAME, LUELEIRE LOADED JR7S,
self._drain_completed_overlap_loads()
return self._check_overlap_load_status(lora_id) == LoRAOverlapLoadStatus.LOADED

it A 4
FEESEPE MREMBZEYERESR CI £R L, FFHE gaopengff F8H

register xpu_ci AR SHAER (RRES runner_config) , HEREZ ARG+ %
— &8, WHEZE siju-samuel BIMERS%—8) empty_gpu_cache TER#K, F It
test_virtual_experts_kernels.py FXSMREGBRIEZ 88, AR R BAFH stz 6Bk &, FF
H ANSHUMANS7 ZPCEE TR A EHNERA M, RARRE®R TR FREE,



YEERIBX L RIHAT T BK. BARITWRIA T AFTFEaRNMEFFN, MRAREREMERE

—RMENEZEM,

« CI MiREME "VIRFE (testing): 1EBHRMAE T A XPU L3BAT test_lora_backend.py B9/
PEMHAREE R, B~ LoRA #itB5 HuggingFace 2t ROUGE-L fox #HiER £ 5 £14
ERRTBEN, Cl MEE TAEIEEDT,

< MIRARAL R E 5 RFIEE (testing): VEERIBATA RBUEER T MRAMNAD, WiEAET
register_xpu_ci A, AT empty_gpu_cache, FEM T HOMRAUER ERET X,

R fe5 7

« QFe: EVARFE: ZTEH K LoRA BB ZANGH, REBKREREWMEN, EAREE
4hEsm CUDA/ROCm LRI EFT A, Cl B RKELE, RAFEZEIERIIAET, HEER
f&: £ XPU {4 PyTorch ERER{Z (Wm0 MoE LoRA X)) wEEMAER{E, IEFAMENX,
F&: FE rotary_embedding FiRIIH None t#&&fnERIFEE, ERAOMIR, "TaEESERE
AREE T SEERMH, Cl THEM: PR 8 CLBTRK, RHA XPU MR LR R MR
AETREGFERE, TEBEEREAETEELIT,

< B AP R {E Intel XPU AP RES{ER SGLang MISEE LoRA ThEE&L, BHEZS LoRA.
MoE LoRA &4, AT REXIFEE, A% RBERELX, BT ERY
W RAEF MABEFEE Bug, EIIANKREREO XM BEE M T R E &, AREY
M ARRAHAIE CUDA REMMIIFRMA T EIFNRELE SE, FEHXE XPU
k% Cl g fnfaEt,

« REARIE: ClLRASLAT , REFEERER , MRBEXLE

KERPKZ

« PR #31113 [Intel] [XPU] Add NUMA node binding support for Intel XPU: @A Intel
XPU FEMTHAREESR PR, XEEFRA (NUMA 48E vs. LoRA X)) , E#JET SGLang
Xt Intel XPU XFFHFLTEE.

« PR #24959 XPU: Enable GLM5.1 (GImMoeDsaForCausalLM) DSA Attention: A Intel
XPU BRFERR (GLM5.1) B DSAERAXS, BTRT XPU FErty BAEMEN

(R&EE. AZHF. MRAEE)

« PR #38095 sglang-server remove opaque type: ¥ Rust ZESMAMNRIEZRER EHH
KRS, R T REBREMEFMTEFERANED, 54K PR KERDE 'cuda' F/FE
R H B AR M Z 4k,



