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JRSCEERE: http://prhub.com.cn/sgl-project/sglang/pull/28723

PATHRE

« —AJiE: itk fused_moe_triton LR X3 XPU, H#HE Arc Pro B60 B
DeepSeek-OCR-2 MoE L EE

- BENME: EERIE, LEHEEAEMZEIK Triton kernel ALK MoE X
benchmark TR T, =/ MEESXTNIRITERR: —2H get_device_module —X P
WeskE . B, BHEHEERMN, BEE kernel EE XPU RS X, X2 [HR/INFLERA)
BB EREM,; — & clear_b_tma_desc_cache BB AEES—RABTEES BHERK
NEERH, EKEGRBRSHIBRTAMLRE no-op; =2 topk_ids B A MEE D
RAMNEREE YT, RMESIANT RE TR F RN, 322 X E AR
Intel Triton issue #7306 / #7691 5 PR body #8y workload &£ 8£ %, #EBXE
tuning_fused_moe_triton.py 5§ _sep IRAIERFITHA—E, UK review F airMeng 1=
HHT—2AmE (KV cache store & memory-bound kernel) .

THRES B

ALK E PR body: AME _sep lRAZ CUDA £ AKN, EHZE. E4. BiFfoittoifEE
torch.cuda.*, B Ray worker 88/ actor #ETHE device 0 £, 53 XPU LT x%RAEE
X B MoE R, 1EE A B Intel Triton BIPAXFSEERIS % (TensorDescriptor +
autotune) 7 XPU _E3E fused_moe_triton AF| &M, H A Arc Pro B60 L#
DeepSeek-OCR-2 B T A E# 8 AME EHIE, IRAREHEE T HEND LI Triton issue:
intel/intel-xpu-backend-for-triton#7306 (host il TensorDescriptor & 2D-block-1/0 #
B12) 5 #7691 (TensorDescriptor IR EEKEA batch size HiF—R) , WEHE*
E3

SRR

1. &&HE (tuning_fused_moe_triton_sep.py) : F3E get_device / get_device_module
[ is_xpu EAGEREK device_module. _is_xpu; KernelWrapper.cuda_graph_wrapper
5 forward_cost ##] torch.cuda.synchronize. torch.cuda.Event.
torch.cuda.CUDAGraph. torch.cuda.graph ©38&# 4 device_module.*, XPU &% &
A torch.xpu.XPUGraph fE A3, BenchmarkWorker. _init__ #
torch.set_default_device("cuda") XA get_device(), manual_seed_all EHEREIEIR
: benchmark / tune (Round 1 5 Round 2) / cmp_configs F & & LT XE&M4dE
is_hip() BXBEA _is_xpu or _is_hip, £ XPU WEEIEAINH#E device, Rt A AZIEIFHE B



FEAY tuning_fused_moe_triton.py, FREFHETERRIZ—K,

2. Ray worker #8E X% (tuning_fused_moe_triton_sep.py. pyproject_xpu.toml) :
self.device_id EHEE 0 2&A 0 if not ray.is_initialized() else int(ray.get_gpu_ids()[0])
commit message AR EZE XPU £ Ray 897 WiIREHB ERKE, EARENEH Ray
SEH id, B worker S device 0 £, BLELE pyproject_xpu.toml Fig vk
extra ray = ["ray[default]>=2.55.1", "dpctl"], 7EFFEIEH dpctl & Ray FM Intel GPU %
JRBYRIEE; Z extra A opt-in. RFAN all, BERREHARSIEE,

3. BEfERAEEIS) (tuning_fused_moe_triton_sep.py.
benchmark/kernels/fused_moe_triton/common_utils.py) : load_topk_ids M5 45 &Y
num_layers = 61 / dense_layers = 3, B&K A& sglang.srt.runtime_context 8
get_model() / get_parallel() R|ERERIZ. tp/ep, BHIAA get_model_config, AREH
num_layers. dense_layers #S MoE E#k. At get_model _config &
DeepseekOCRForCausalLM fm A DeepSeek Kikn %, FAEREETFIE num_layers (
getattr(config, "num_hidden_layers", 0)) 5 dense_layers (getattr(config, "
first_k_dense_replace", 0), %A RA DeepSeek Rk H dense BE#AI =T
MoE EB) .

4, FRTEEEIE (python/sglang/kernels/ops/moe/fused_moe_triton_kernels.py) : 7
kK% B DESC _CACHE Z#3% clear_b_tma_desc_cache(), benchmark_config # A
R BRAA. RERZ tuner 84 config S EFH OB wl/w2, EHFEMNIH
TensorDescriptor RL{TEEAREH LERRIAGFTZE;, REMUEHRESGHBER LG
1, EWiZEZEAELLER no-op, CUDA REEZKRZRM,

5. BBEIHIESMRAEE (configs/*.json. test_fused_moe_common_utils.py) : g
configs/triton_3_8 0/E=64,N=896,device_name=Intel(R)_Arc(TM)_Pro_B60_Graphics.]
son (LE¥%%, 17 /™ batch size) 5[E%& _down.json (T, FMIME USE_TMA: true)
, 1% shape #4FE W t3E FF DeepSeek-OCR v, SMIRMEF Kimi-V0L B & &S H
FE, FFF test get_model_config_reports_deepseek_ocr_layer_layout B
DeepSeek-OCR-2 89 12 B / 1 dense BEfif@. & 4 /> commit FUIMERT R EEF
get_global_server_args BI{£H,

R

« benchmark/kernels/fused_moe_triton/tuning_fused_moe_triton_sep.py ({3 LT E
; 5| source; ER core-logic; 5 KernelWrapper.cuda_graph_wrapper,
KernelWrapper.forward_cost, load_topk_ids, benchmark_config) : #Z:&ekiE S 18
CUDA T ABIAMLEERANRETLX (sync/ F4 / B / #EME device_module) , £IE
Ray worker Z&48E, I topk_ids BRBEMNERD 61/3 B MEREL B AR,

« benchmark/kernels/fused_moe_triton/common_utils.py (&3t EREE; 25| source;
KA core-logic; &5 get_model_config) : ARAMLEBEMER B TIHIE: 1
DeepseekOCRForCausalLM AN DeepSeek MoE 2%, FH7EiR B 8 b #r
num_layers / dense_layers, BE#ERE load_topk_ids BETE IR B F & X1

. test/registered/unit/layers/moe/test_fused_moe_common_utils.py (3R BITMR; 3£
7l test; A test-coverage; 45 test_get_model_config_reports_deepseek_ocr_layer
_layout, test_get_model_config_supports_kimi_vl) : BB EESE: B Kimi-VL Bk



TSRS FER, HIE DeepSeek-OCR BB EZ, IERE review T ERAMOMR
« python/sglang/kernels/ops/moe/fused_moe_triton_kernels.py (3t NAZEF; K5
infra; 2£®& infrastructure; &5 clear_b_tma_desc_cache) : H3g
clear_b_tma_desc_cache, BT tuner & X# config IR EEHEN B
TensorDescriptor, Z&# TZFEITERANRE. HMILERFEIR] BXEB/INKED,

» python/sglang/srt/layers/moe/moe_runner/triton_utils/configs/triton_3_8_ 0/E=64,N=89
6,device_name=Intel(R)_Arc(TM) Pro_B60 Graphics.json (3t NAZBLE; 25| config
: A configuration) : DeepSeek-OCR-2 E#% %t Arc Pro B60 AL R, 17 AN

batch size, EMREWKZIHEBIEERE,; I shape #IE, WHARSE DeepSeek-OCR v,

« python/sglang/srt/layers/moe/moe_runner/triton_utils/configs/triton_3_8_ 0/E=64,N=89
6,device_name=Intel(R)_Arc(TM) Pro_B60_Graphics_down.json ({3 N#ZEE; K5
config; EA configuration) : TH&RPEE, H—#F USE_TMA: true 85—12, =&
untouched %% (I down config. & TMA) H5iRKEREENEERIR,

« python/pyproject_xpu.toml (#£3k (KB R; 25| config; A configuration) : A
XPU EBR opt-in B ray extra & dpctl, ERMEBE XPU LEEit Ray EEFIRE|H B
Intel GPU, RERARHFA all. ARSIV EZE,

XS clear_b_tma_desc_cache, test_get_model_config_reports_deepseek_ocr_layer_
layout, load_topk_ids, benchmark_config, KernelWrapper.cuda_graph_wrapper,
KernelWrapper.forward_cost, BenchmarkWorker.init, get_model_config

K BURRD B
benchmark/kernels/fused_moe_triton/tuning_fused_moe_triton_sep.py

o BE X : B CUDA TRMRAMERARETL X (sync/ 4 / BHHIEK / HBFE
device_module) , M&IE Ray worker &&4FE, FHE topk_ids BB MNELREL 61/3 BRAM
¥RV B AR,

REMZLHEHER (ESENENEESXI)

# benchmark/kernels/fused_moe_triton/tuning_fused_moe_triton_sep.py
_is_hip = is_hip()

_is_xpu = is_xpu()

# %—H 0O : CUDA/HIP T & torch.cuda, XPU F & torch.xpu
device_module = get_device_module()

class KernelWrapper:

""—A MoE FAFFIAER AT ERNRER, FERIMTE, "

def __init__(self, moe_inputs, use_cuda_graph=True, inner_iter=10, **kwargs):
self.func = invoke_fused_moe_kernel
self.use_cuda_graph = use_cuda_graph
self.moe_inputs = moe_inputs
self.inner_iter = inner_iter
self.kwargs = kwargs



self.graph = self.cuda_graph_wrapper() if use_cuda_graph else None

def cuda_graph_wrapper(self):

moe_input = self.moe_inputs[0]

self.func(
**self.kwargs,
topk_ids=moe_input.topk_ids,
sorted_token_ids=moe_input.sorted_token_ids,
expert_ids=moe_input.expert_ids,
num_tokens_post_padded=moe_input.num_tokens_post_padded,

)

# JEEZ torch.cuda.synchronize(), IEIZKREIRE

device_module.synchronize()

# 48 inner_iter XA ARSI —KATERNE; XPU FEZH XPUGraph 2%
graph_cls = torch.xpu.XPUGraph if _is_xpu else torch.cuda.CUDAGraph
graph = graph_cls()
with device_module.graph(graph):
for k in range(self.inner_iter):
moe_input = self.moe_inputs[k]
self.func(
**self.kwargs,
topk_ids=moe_input.topk_ids,
sorted_token_ids=moe_input.sorted_token_ids,
expert_ids=moe_input.expert_ids,
num_tokens_post_padded=moe_input.num_tokens_post_padded,

)

device_module.synchronize()

# WA 5 OR, IBERRIFS ERPUTHEREITET X (8] Z 4h
for _in range(5):
graph.replay()
device_module.synchronize()
return graph

def forward_cost(self, try_cnt=2):
time_cost = float("inf")
for _in range(try_cnt):
# BHRFEREHE, TN XPU L&8l2Z CUDA F#
start_event = device_module.Event(enable_timing=True)
end_event = device_module.Event(enable_timing=True)
start_event.record()
if self.use_cuda_graph:
self.graph.replay()
else:
for k in range(self.inner_iter):
moe_input = self.moe_inputs[k]
self.func(
**self.kwargs,



topk_ids=moe_input.topk_ids,
sorted_token_ids=moe_input.sorted_token_ids,
expert_ids=moe_input.expert_ids,
num_tokens_post_padded=moe_input.num_tokens_post_padded,
)

end_event.record()

device_module.synchronize()

time_cost = min(time_cost, start_event.elapsed_time(end_event))

return time_cost

B RfENT. MRFEFRES Ray REHE:

def load_topk_ids(topk_ids_dir, i: int):
""¥Z MoE B RE|IRERKH4THY topk_ids,

EARRBABERIL A DeepSeek-V3 8y 61 2 / 3 dense B, MEMERE BT,
E b DeepSeek-OCR-2 (12 B, & 1 BA dense) 7 REERE|IEA X1,
model_config = get_model_config(
get_model().model_path,
tp_size=get_parallel().tp_size,
ep_size=get_parallel().ep_size,
)
num_layers = model_config["num_layers"]
dense_layers = model_config["dense_layers"]
moe_layers = num_layers - dense_layers
return torch.load(

f"{topk_ids_dir}/topk_ids_layer{i % moe_layers + dense_layers}_idx{i // moe_layers}.pt

def benchmark_config(config: BenchmarkConfig, num_tokens: int, ...) -> float:
ncu_enable = os.getenv("NCU_ENABLE", "0") == "1"
if ncu_enable:

num_iters = 1

# BN config FRESEH B wl/w2, ZHEEHNIE TensorDescriptor RE5TERRE,
# HILEHRAGZE, REMCRRESHEREGRAL, FTUERELLERE no-op.
clear_b_tma_desc_cache()
init_dtype = torch.float16 if use_fp8_w8a8 else dtype

class BenchmarkWorker:

def __init_ (self, seed: int, server_args: ServerArgs) -> None:
torch.set_default_device(get_device())
device_module.manual_seed_all(0)
self.seed = seed
# XPU Lk ray 897 WIREHERL £ BRI, SMENER ray 2B device id,
# TNEA actor FHEE device 0 £, ZFRAMKGERLIEE,
self.device_id = 0 if not ray.is_initialized() else int(ray.get_gpu_ids()[0])



set_global_server_args_for_scheduler(server_args)

benchmark/kernels/fused_moe_triton/common_utils.py

AR BIREEA D TTEIE: £ DeepseekOCRForCausalLM ZH N DeepSeek MoE 4%, 3F
TR EIFHEPFIE num_layers / dense_layers, BEHERE load_topk_ids BEE & FF &34,

get_model_config XL X 5REME (E5EHNTEREIRERE)

# benchmark/kernels/fused_moe_triton/common_utils.py
elif architecture in [

‘DeepseekV2ForCausalLM",
"DeepseekV3ForCausalLM",
"‘DeepseekV32ForCausalLM",
"DeepseekV4ForCausalLM",
# #3: DeepSeek-OCR-2 5 DeepSeek Rkt AR—%F MoE FEBH A
"DeepseekOCRForCausalLM",
"Glm4MoeForCausalLM",
"Glm4MoeliteForCausallLM",
"GImMoeDsaForCausalLM",
"KimiVLForConditionalGeneration",
"MistralLarge3ForCausalLM",

E = (config.n_routed_experts // ep_size) + (
0
if disable_shared_experts_fusion
or architecture
not in [
"DeepseekV3ForCausalLM",
"‘DeepseekV32ForCausalLM",
"Glm4MoeForCausalLM",
"Glm4MoeliteForCausallLM",
"GImMoeDsaForCausalLM",
"MistralLarge3ForCausalLM",
]
else 1
)
topk = config.num_experts_per_tok + (
0 if disable_shared_experts_fusion or topk_ids_dir is None else 1

)

intermediate_size = config.moe_intermediate_size

shard_intermediate_size = calculate_shard_intermediate_size(
intermediate_size, tp_size, ep_size

# text_config FTREARHY torch_dtype, XE[EIRE| bf16

torch_dtype = getattr(config, "torch_dtype", None) or torch.bfloat16
num_layers = getattr(config, "num_hidden_layers", 0)

# RA DeepSeek ZHEAH dense BEIHIE TE MoE E;



# BUREIBTERIA O, AR A E BATAE moe_layers A 0 B9 %R,

dense_layers = getattr(config, "first_k_dense_replace", 0)

return {
"num_experts": E,
"topk": topk,
"hidden_size": hidden_size,
"shard_intermediate_size": shard_intermediate_size,
"dtype": torch_dtype,
"block_shape": block_shape,
"architecture": architecture,
# TERNEZEEARITE, ¥ tuning_fused_moe_triton_sep.load_topk_ids & %%
"num_layers": num_layers,
"dense_layers": dense_layers,

}
test/registered/unit/layers/moe/test_fused_moe_common_utils.py

E)IEEBE A B Kimi-V0L B U BEFEF R, FH#E DeepSeek-OCR BB R E,
R review B2 RKAMGMIR

36y DeepSeek-OCR B MR (BB AH)

# test/registered/unit/layers/moe/test_fused_moe_common_utils.py

def test_get_model_config_reports_deepseek_ocr_layer_layout():
"""load_topk_ids # MoE B RIIEEHIX M, Bk num_layers - dense_layers #H,
E—FBA 0 HA1L tuner EBFIR (IRAE]) BITRHIEKE,

ARBIRNBET [EHRFERE text_config MiESNE configl X—F5L,

common_utils = _load_common_utils()

text_config = SimpleNamespace(
hidden_size=1280,
n_routed_experts=64,
num_experts_per_tok=6,
moe_intermediate_size=896,
num_hidden_layers=12, # 12 B & 1 BX dense
first_k_dense_replace=1,
torch_dtype=torch.bfloat16,

)

model_config = SimpleNamespace(
architectures=["DeepseekOCRForCausalLM"],
text_config=text_config,
get_text_config=lambda: text_config,

with patch.object(common_utils, "get_config", return_value=model_config):
tuned_config = common_utils.get_model_config(
"deepseek-ai/DeepSeek-OCR-2", tp_size=1, ep_size=1



assert tuned_config ==
"num_experts": 64,
"topk": 6,
"hidden_size": 1280,
"shard_intermediate_size": 1792,
"dtype": torch.bfloat16,
"block_shape": None,
"architecture": "DeepseekOCRForCausalLM",
"num_layers": 12,
"dense_layers": 1,

}

T XAF L

« BERIEBAZE (design) : mingfeima BABaRZ lour strategy is to keep triton path
functional not necessarily performantl , AJ XPU _E Triton R & nice to have, RN{%
BFE/MEA; airMeng # 7t 1 am okay for tuning triton configs since it can improve
performance with the least effort. But DeepSeek-OCR is not quite critical. You can
switch to some other memory-bound triton kernels like kv cache store] , BEIA®f
config BIMEMELB R ERFTE RN EE M, /EESIA Intel Triton EZA [Improving
performance of your Triton source codel 18FEER, FRBIFIFERAERE: FK
MoE kernel JR®S, J& XPU T A% XK. tuner BREhZ &L X bug B £,

« CI EY3 (testing) : mingfeima WX CHANGES_REQUESTED 38
benchmark/kernels/fused_moe_triton/common_utils.py #3%& num_layers /
dense_layers JEk[E# test_fused_moe_common_utils.py, Kimi-VL A2 FHBEANFEE
S 3 base-a-test-cpu kMK, FEK [Need update the existing assertion and add
coverage for the DeepSeek-OCR layer layout used by load_topk_ids] . {E&E
3a37051cb1 &8 34 5% DeepSeek-OCR & % ; mingfeima 58 T [Please do self
check next time. I am super busy right now...] ,

- R BE (correctness) : gemini-code-assist Xt tuning_fused_moe_triton.py ¥
search_space = search_space[:4] 3TH high priority, ER&#F 81K, =X configs B
= 18 A batch size 92 E sweep, BB RHNTRLIRA,

s REHESEGFRER: commit message 5 PR body 18k 7 XPU E Ray mask ARkt ik
S EFTA worker B7E device 0, & B #RNFEFITERNRE. MIEEHRANIERM
Z W0, RIE A ray.get gpu ids() 88, EEH clear_b_tma_desc_cache() 18 £.,

« XPU E Triton BEE&RBIIRANFRER 537 = %E3F (design): A EHIEZ (airMeng. mingfeima,
polisettyvarma %4 approve) , {8 DeepSeek-OCR FE X ] WEIREAE
R, BT RS mZENXTmIEREM,

« get_model_config #EFEFEK base-a-test-cpu CI @I (testing): EIVIEAE
3a37051cb1 &£, Kimi-VL Br=5 DeepSeek-OCR B F AGIREANT; RiEETE
T EBRAELER ClI HEXR,

c AMBERZEEWIGEEBRT AR 4 NERE (correctness): RARXMNEEESE 18
batch size B2 E sweep, BUMTRRBERLRA,; ZXAERHAERLT EXHT]
x¥,



« XPU £ Ray worker Bi%& 4 E 5 dpctl & (correctness): self.device_id 2R AM
ray.get_gpu_ids() #%, FIE pyproject_xpu.toml F3& opt-in B9 ray extra (
ray[default] >=2.55.1 5 dpctl) , RF A all LR HRZIEZE,

+ B TensorDescriptor &5 EHEKRNAGTER (performance): #3%
clear_b_tma_desc_cache() 37 benchmark_config AOEA, AREBEZITARE,

R 5 B

- R

1. BEEANTHOB(EBE: load_topk_ids &% model_config['num_layers"] -
dense_layers, i get_model_config B getattr(..., 0) B{H, & FEAEAIELE &R
num_hidden_layers, moe_layers A 0, i % moe_layers & E1FEMW ZeroDivisionError
; FEMEREY docstring BEBAX—AKRER, EBERERERMEHE, BT RALIEE
A THIR RN REY,

2. BB device_name FR BT FIGEE XHFL A
Intel(R)_Arc(TM)_Pro_B60_Graphics, R&#w &M (Rapir4. B580 FH RS,
RENKL) 25%EHKEAGTHER get_default_config(), HIFRLEREMREREEL
fdEREE; FEBF USE_TMA: true R HILFE _down.json, FRIEDLE FEH X,

3. KEEIFEREAMR: PR body B3k olmOCR-bench K& 85.6% Xt 85.8%, {BFEHIE
B—MR&E (old_scans 496 vs 472 N W HEAR) , EEHWARAERERA 0.4% KL
N, REEEF MEERNLEYT) , FEEEA™EEEYIUER; bf16 VFLA)RFHRE
BLOCK_SIZE_M / BLOCK_SIZE K Bk%Z,

4. 2RTERSHE Y clear_b_tma_desc_cache BRET
python/sglang/kernels/ops/moe/fused_moe_triton_kernels.py, Z&#RSILAEF
ANBIREIR, YA[rE—IRE AL benchmark R, BIEOLIFRAR, ERIZARRESEREZ
KEE B R EGEHTREZTH.

5.ClI 5 &3M4: &K PR BHWiHZ base-a-test-cpu job, EEEEE A, B PR body
PRI PR Test (Base) 5 Extra MIB/REAIK / KBEIARD, FHAIREHIART S
AERAREM; Wb —configs R —RRXN—NMERAER, EN—HBEBEETEZ=RAAA
IH% (PR body BEAHMA) , MELRIKBFIHE, REBHRKS.

6. REBIZR XA : tuner BEE ray 5 dpctl, ER/EA opt-in extra BEBEFRFHFA all
, ERAEE XPU LBE tuner & BAT®R X sglang[ray], PR RFMERUEA, - #r@: Xt
AP : 7 Intel Arc Pro B60 LA —moe-runner-backend triton ¥ DeepSeek-OCR-2
AP TERY +13% MB e, 4 +12.8%~13.6% B TPOT/ITL 2kE (eager 5
XPU graph AMERNE L —F) , RNMEIIEML device RELE; FIEE triton G
Bf moe_runner_backend £FENT A auto, ELEEHRASH ALK, KZIHE, WNES:
CUDA/HIP BREMLB 25242 K2K, clear_b_tma_desc_cache % LA no-op; REBX
FIGRIRR L BB XX, HEMRELR . XHE: AREA CUDA TARAETRIEE
TXIER, 54 AMD/NPU RILTTXEEE AR —F device %5 ray HEZHE; [
RZEREH 5RT benchmark TREMALRERZAFZARZNR] AERR, %PF
BABERERAMBAR Cl, - REARD: AT ERRRBAER TEIE | ER
device_name FAF LR , FEITLIER —MRE , €ITHT base-a-test-cpu Cl, £2FH%



FEEEO LW RIARE , ray extra L B2 R

KRR EE

« PR #34712 [Fix] Spawn, don't fork, the benchmark server process: EJ& XPU F& £
benchmark £mZHEEE (python/sglang/benchmark/endpoint.py) , 574 PR —#£A#
#RTTESEE XPU LBIRHE / AN W, =TEE XPU TREEERRE,

« PR #32618 [CPU] Add fp8_per_tensor_scaled_mm_cpu kernel: [@A Intel FF& kernel
M T/E (CPU GEMM W + EWEERE) , 54K PR T aLtrt kg —3%, BEY
B IR % B 1 B9 51 F B,

« PR #39631 [AMD] Prefer HIP Top-K for GLM-5.x on ROCm: RA [#&i&& / FEe5%EFENRN
IR ELE ] 892ksh (arg_groups/model_hook.py &%&1134%) , TTXEA PR By
device_module/config ZX B, MEZL 53R kernel B4R KR HEH,



