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5. BT : #3E test/registered/xpu/test_topk.py, ®E& TestBiasedGroupedTopK &,
£ A Nemotron-3-Nano-30B-A3B W& E (E=128, G=1, topk=6) MRZ M token k& (
1024/2048/4096/8192) , Xttt biased_grouped_topk_gpu 5K 4%
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« python/sglang/srt/layers/moe/topk.py (1&3k MoE E&d1; 28 source; & core-logic;
&5 biased_grouped_topk_gpu) : BAMEEX: FE biased_grouped_topk_gpu F%k & 13
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. test/registered/xpu/test_topk.py (3R MoE e ; 25| test; A test-coverage; &5
TestBiasedGroupedTopK, _run_single_test, test fast_biased_grouped_topk) : #r3g
XPU mE X4 topk BWETTMIR, HZE Nemotron #EREE, IS fused 25 JR 4 S,
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RPERRD B

python/sglang/srt/layers/moe/topk.py

BAMEER: TE biased_grouped_topk_gpu REKH i XPU hERR L X, HERAA
topk_sigmoid BR:E AL,

elif (
_is_xpu
and num_expert_group ==
and topk_group == 1
and num_fused_shared_experts ==
and num_experts <= 256 # XPU LFRIEF CUDA (512) , BHEMHFFMHERE
and topk <= 8

# ¥ apply_routed_scaling_factor_on_output A False B, ZH scaling
if not apply_routed_scaling_factor_on_output:
scaling = 1.0

num_tokens = gating_output.shape[0]

# ML EMEIKE, BRmSH A
topk_values = torch.empty(
(num_tokens, topk), dtype=torch.float32, device=gating_output.device
)
topk_indices = torch.empty(
(num_tokens, topk), dtype=torch.int32, device=gating_output.device

# EFGREERE
if num_tokens == 0:
return topk_values, topk_indices

# A topk_sigmoid T IHE
topk_sigmoid(

topk_values,

topk_indices,

gating_output,

renormalize,

correction_bias,
)

return topk_values * scaling, topk_indices



test/registered/xpu/test_topk.py

i XPU 1RE 94 topk BWE TR, HZE Nemotron HAE E, I fused 525 R4 5L
W—3K,

import unittest
import torch

from sglang.srt.layers.moe.topk import (
biased_grouped_topk_gpu,

)

from sglang.srt.layers.moe.topk import (
biased_grouped_topk_impl as native_biased_grouped_topk,

)

from sglang.test.ci.ci_register import register_xpu_ci

from sglang.test.test_utils import CustomTestCase

# M| XPU CI, fhitEtiE 5s, Y3 stage-b-test-1-gpu-xpu B4
register_xpu_ci(est_time=5, suite="stage-b-test-1-gpu-xpu")

# Nemotron-3 1 biased_grouped_topk
class TestBiasedGroupedTopK(CustomTestCase):
def _run_single_test(self, M, E, G, topk, topk_group, renormalize,
gating_dtype, bias_dtype, routed_scaling_factor):
torch.manual_seed(1024)
device = torch.device("xpu")

# 7E&: hidden_states 7 bfloat16 THEEA/NTEESLESE, EHA randn(M,100) FRIE %A
hidden_states = torch.randn(M, 100, dtype=torch.bfloat16, device=device)

gating_output = torch.randn(M, E, dtype=gating_dtype, device=device)

correction_bias = torch.randn(E, dtype=bias_dtype, device=device)

# RAESZIHEASE

ref_topk_weights, ref_topk_ids = native_biased_grouped_topk(
hidden_states, gating_output, correction_bias,
topk, renormalize, G, topk_group,
routed_scaling_factor=routed_scaling_factor,

# fused fRA (BRATIGAY XPU [RF B2

topk_weights, topk_ids = biased_grouped_topk_gpu(
hidden_states, gating_output, correction_bias,
topk, renormalize, G, topk_group, 0,
routed_scaling_factor, None,

#BERBEFA M, E) 2KEHIT close thIR

res = torch.zeros(M, E, dtype=torch.float, device=device)



ref = torch.zeros(M, E, dtype=torch.float, device=device)
res.scatter (1, topk_ids.long(), topk_weights)
ref.scatter_(1, ref_topk_ids.long(), ref_topk_weights)
torch.testing.assert_close(res, ref)

def test_fast_biased_grouped_topk(self):
# BLE X BE Nemotron-3-Nano-30B-A3B 47!
E_num = 128
num_expert_group = 1
topk_value = 6
topk_group = 1
gating_dtype = torch.bfloat16
bias_dtype = torch.float32
renormalize = True
routed_scaling_factor = 2.5

bs = [1, 2, 4, 8]
seqg_len = 1024
num_tokens = [b * seq_len for b in bs] # [1024, 2048, 4096, 8192]

for M in num_tokens:
self._run_single_test(
M, E_num, num_expert_group, topk_value, topk_group,
renormalize, gating_dtype, bias_dtype, routed_scaling_factor,

if _name__=="__main__":
unittest.main()
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scaling % &, MRASEERMLEEITE (2K PR E&E8MR) .

2. CI BfjafEiHiA%: mingfeima 384 est_time=300 ¥ K, €%" CI (5 X%, EINKA
S FRiEATH B, gaopengff FE/EERA 5, HFRTMIALFFRIR,
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