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PATHRE

« —4)3E: X FF Nemotron A& NVFP4 AR E#X Marlin W4A16 £ SM80-SMA0 L #3E

« EME: BWFIR: Z PR BRTWMTEER EMHERN (NVFP4 ModelOpt) BRETE|EA
Marlin WA, B2 scale ¥#. FEITHE MoE ¥ B. ZEBEERITREK, XTHEME
SGlLang HEMA TR EF MoE X FASEHMME, KT A scale B FEILERHME. FE]
2 MoE BUBUE R AR, 2/ scale FEF IR ZHES,

Th RES EAL

Serve NVFP4 modelopt checkpoints (modelopt_fp4) on Ampere/Hopper by routing them
through Marlin W4A16 when native FP4 is not supported. (PR Body J&X)

SR

1. NVFP4 B| Marlin # scale 3EEE : & marlin_utils_fp4.py 1 #73E
nvfp4_marlin_process_scales ¥ per-group scale M FP16/BF16 ###4 Marlin FTE R
FP8E4M3 KR; #FI nvfp4 _marlin_process_global_scale ¥4&& scale 4TI ERFE L
CECARAZEREE ; #7138 apply fp4 _marlin_linear fERFEAD, @3 gptg_marlin_gemm A A
Marlin W#%, X 3F FP16/BF16 35&; 3 register _custom_op JEM fake EZIATF
tracing.

2. Dense Linear £/ : & modelopt_quant.py B9 ModelOptNvFp4LinearMethod #,
create_weights &% quant_config 8 params_dtype, process_weights_after_loading
M LRI EIRERA Marlin, ZEZNERA prepare_nvfp4d layer for marlin FATAX E fn
scale By repack, FBkiERAR Blackwell B12; apply A xtuihseiE & 3|
apply fp4 _marlin_linear, EBF get_min_capability M 100 F&ZE 80 U ¥F SM80+ 34T,

3. MoE ¥ B : fused_marlin_moe.py ®¥ B get scalar_type % global scale £k A LEL
NVFP4 8 scale 3EX; ¥ is_nvfp4_marlin #5338 fused_marlin_moe R¥3E
w1 _global_scale. w2_global _scale. activation. is_gated &%k, F#EHITE gemml_n
AP EHOE REAVER  (X3F silu #v relu2) . MarlinMoERunner &
moe_runner/marlin.py F{£#2F scale,

4. FP4 GEMM JE3@idF: fpsd utils.py B FpdGemmRunnerBackend #3% MARLIN;
initialize_fp4 _gemm_config £ SM80-SMJI0 B CUDA BB &hik#F marlin, AT HAM
a3 (flashinfer (XM SM100+ 2 CPU) .



5. BAEF: nemotron_h_hook.py ZEAME| modelopt fp4 B modelopt_mixed /LA
SM80-SMA0 Bf, B#hiRE —moe-runner-backend marlin, # %R FahEE,

6. MRE XA : Fr B TTMIRIIE scale TIHBIEERAME (test_gptg_marlin.py) . dense
linear 5 dequant 2% 84EE (test_gptg_marlin.py) . MoE JFEI TR W4A16 Fo NVFP4
BIREBRAEE (test_moe_wnalé_marlin.py) o #73E3REBIRARTNIR
test_nvidia_nemotron_3_super_nvfp4.py. B#r
docs_new/docs/references/fp4_gemm_backend.md %8 server_args X#4,

R

« python/sglang/srt/layers/quantization/marlin_utils_fp4.py (#3k 4 E; 225 source;
2K AR core-logic; %5 nvfp4_marlin_process_scales,
nvfp4_marlin_process_global_scale, fake_apply_fp4_marlin_linear,
apply_fp4_marlin_linear) : #ZQH3E X4, 5230 NVFP4 E| Marlin B9 scale ¥k,

dense linear apply RkfuiXE prep #1&, FiA NVFP4 & A NAZIEEL R I 5T B
python/sglang/srt/layers/quantization/modelopt_quant.py (3t E/EE; 25| source
; KA data-contract; 5 create_weights, process_weights_after_loading, apply) :
Dense layer £ A0, MEREZRE BT Marlin 8%, apply BHEA Marlin GEMM, [
IS AR T EAE A RS, # NVFP4 BALHER B SM80+ EinEk,

python/sglang/srt/layers/moe/fused_moe_triton/fused_marlin_moe.py (i MoE W%

; 2B source; 2R core-logic; &5 get_scalar_type, fused_marlin_moe) : MoE #Z»
REBY ', FE NVFP4A M. 2/ scale XFF. JEITHEREK, £ fused_marlin_moe
BEaB 4032 NVFP4 MoE &,

python/sglang/jit_kernel/tests/test_moe_wnalé_marlin.py (R MoE Mlik; 25| test
; KA test-coverage; 5 test fused_marlin_moe_non_gated_relu2,

test_fused_marlin_moe_nvfp4_non_gated_padded_intermediate_launches,
test_fused_marlin_moe_nvfp4_non_gated_matches_dequant_reference) : #3& MoE Ik
1132 NVFP4 0 W4A16 BYE TGN, B2 fused_marlin_moe By non-gated B2 FokE &
Ebxt,

python/sglang/jit_kernel/tests/test_gptg_marlin.py (B3 RAZOMR; 23| test; LR
test-coverage; 5 test_nvfp4_marlin_support_and_scale_transforms_sm80_smd0,
test_nvfp4_marlin_dense_matches_dequant_reference) : ¥3¥¢ NVFP4 scale Z#efn
dense linear ¥ MR, I8F scale AIFBIEMPELR apply_fp4_marlin_linear 5
dequant & B —EK M,

python/sglang/srt/layers/quantization/fp4_utils.py (3R F3i%$F; 25| source; EH
core-logic; %5 Fp4GemmRunnerBackend, initialize_fp4_gemm_config) : FP4 JE3mtk
3 MARLIN, FREMEHREF RN SMB0-SMI0 B 513%3F Marlin 53, BMATA
FP4 BRI AR LI,

python/sglang/srt/arg_groups/nemotron_h_hook.py (3R R EF; 25| source; 3£
# dependency-wiring; &5 apply_nemotron_h_defaults) : #®$F, %tX+ Nemotron

NVFP4 # & B 1% E MoE runner A marlin, SR ERE,

python/sglang/srt/layers/moe/moe_runner/marlin.py (#3k MoE #4TZ; 285 source;
E R core-logic; & MarlinMoERunner) : MoE runner 3gi1xt global_scale Z#kt91&



3%, R NVFP4 2/ scale 33X kernel,

python/sglang/srt/layers/quantization/marlin_utils.py (#3k 84T E; 2£5| source; £
A core-logic; &5 MARLIN_SUPPORTED_GROUP_SIZES, check_marlin_supported) :
&2k £B MARLIN_SUPPORTED_GROUP_SIZES, #nA 16 MAXF NVFP4 #Y
group_size=16, R check BEREEHME B RR,
python/sglang/jit_kernel/utils.py ({3 JIT TH; 25| source; £& core-logic; &5
_local_jit_source_hash) : Bk JIT ZHESHNG, FEHESRREB XGRS, BERETNR
FHIERME, RO ELXXGEESRNERTRGP R,
python/sglang/test/test_marlin_utils.py (#3k MR T E; 55| test; LA test-coverage
. f&5 make_nvfp4d_weight_and_ref, _unpack) : #3¢ make_nvfp4_weight_and_ref %
BhER$K, A NVFP4 BTMRIZMHME NVFP4 AREA dequant SR K,
python/sglang/jit_kernel/csrc/gemm/marlin/marlin_template.h ({3t NAZAENR; 5|
source; 2R core-logic) : Marlin NAZEARMGE, TTEEH & NVFP4 fEXMEE, ik
JIT i,

KBS nvfpd_marlin_process_scales, nvfp4_marlin_process_global_scale,
apply_fp4_marlin_linear, prepare_nvfp4_layer_for_marlin,
prepare_moe_nvfp4_layer_for_marlin, fused_marlin_moe, get_scalar_type,
check_marlin_supported

R R B

python/sglang/srt/layers/quantization/marlin_utils_fp4.py

B FHE X4, 523 NVFP4 3| Marlin B scale ##t. dense linear apply R3kFiXE prep
B, A NVFP4 & F NAZERS I 7E b 52 iR

# python/sglang/srt/layers/quantization/marlin_utils_fp4.py

def nvfp4_marlin_process_scales(marlin_scales: torch.Tensor) -> torch.Tensor:
# NVFP4 ModelOpt scales N R IET{E, (BREEEUELRIRE checkpoint
if not (marlin_scales >= 0).all():
import logging
logging.getLogger(__name__).warning_once(
"NVFP4 Marlin assumes non-negative scales, but negative scales "
"were found. Accuracy may be degraded."

)

# ¥ A FP16 EPTEENF EH (0,2,1,3)

marlin_scales = marlin_scales.to(torch.half)

marlin_scales = marlin_scales.view(-1, 4)[:, [0, 2, 1, 3]].view(
marlin_scales.size(0), -1

)

# L 277 HAEF 1AL, U FP16 futERFR3X FPSE4M3 153k

marlin_scales = (marlin_scales * (2**7)).view(torch.int16) << 1

marlin_scales = marlin_scales.view(torch.float8_e4m3fn)

# Marlin kernel B #1REX K589 scale



return marlin_scales|[:, 1::2].contiguous()

@register_custom_op(fake_impl=fake_apply_fp4_marlin_linear)
def apply_fp4_marlin_linear(

input: torch.Tensor,

weight: torch.Tensor,

weight_scale: torch.Tensor,

weight_global_scale: torch.Tensor,

workspace: torch.Tensor,

size_n: int,

size_k: int,

bias: torch.Tensor | None = None,

use_fp32_reduce: bool = USE_FP32_REDUCE_DEFAULT,
) -> torch.Tensor:

if input.dtype not in (torch.float16, torch.bfloat16):

raise RuntimeError("NVFP4 Marlin requires FP16 or BF16 activations.")

reshaped_x = input.reshape(-1, input.shape[-1])
out_shape = input.shape[:-1] + (size_n,)

use_atomic_add = should_use_atomic_add_reduce(
m=reshaped_x.size(0), n=size_n, k=size_k,
device=input.device, dtype=input.dtype,

#RA JIT &FH Marlin GEMM kernel, £ A&/ scale 53k
output = gptg_marlin_gemm(
a=reshaped_x,
c=None,
b_g_weight=weight,
b_scales=weight_scale,
global_scale=weight_global_scale,
b_zeros=None,
g_idx=None,
perm=None,
workspace=workspace,
b_g_type=scalar_types.float4_eZ2m1f,
size_m=reshaped_x.size(0),
size_n=size_n,
size_k=size_Kk,
is_k_full=True,
use_atomic_add=use_atomic_add,
use_fp32_reduce=use_fp32_reduce,

if bias is not None:
output.add_(bias)



return output.reshape(out_shape)

python/sglang/srt/layers/moe/fused_moe_triton/fused_marlin_moe.py

MoE A REY &, #FE NVFP4 &M, 2/ scale Z3F. FEITIBBUER K, &
fused_marlin_moe RETE4LIE NVFP4 MoE E,

# python/sglang/srt/layers/moe/fused_moe_triton/fused_marlin_moe.py

def get_scalar_type(
num_bits: int,
has_zp: bool,
scales: Optional[torch.Tensor] = None,
global_scale: Optional[torch.Tensor] = None,

from sgl_kernel.scalar_type import scalar_types

# NVFP4 33X global_scale X4: #&HF global_scale MAANZ float4_e2m1f
if not has_zp and num_bits == 4 and scales is not None and (
scales.dtype == torch.float8_e8mO0fnu or global_scale is not None

return scalar_types.float4_eZ2mif
if has_zp:
assert num_bits == 4
return scalar_types.uint4
else:
return scalar_types.uint4b8 if num_bits == 4 else scalar_types.uint8b128

# 7 fused_marlin_moe REXA M NVFP4
is_nvfp4_marlin = (

num_bits ==

and wl_zeros is None

and w2_zeros is None

and w1_global_scale is not None

and w2_global_scale is not None

if is_mxfp4_marlin:

assert hidden_states.dtype == torch.bfloat16, ...
elif not is_nvfp4_marlin:

assert hidden_states.dtype == w1 _scale.dtype, ...

# JEI1ER gemm1_n = N fi 2 2*N
gemml_n =2 * N if is_gated else N

Wi A4
48 group size BN



TomerBN-Nvidia 8 H % MARLIN_SUPPORTED_GROUP_SIZES #inA 16 ¥ A
Marlin 2428 check_marlin_supported, LRI bypass. shaunkotek FE/ETE
check_marlin_supported #3407 Xt group_size BIFRSMESIE, XAE NVFP4 X574
float4_e2m1f Bt 2 16,

FP4 J53%56 E PRl

TomerBN-Nvidia $#88 initialize_fp4 _gemm_config ) elif £HSIREE SM10+/11+ &E
Z| Marlin, shaunkotek f&E A (8, 0) <= capability < (10, 0),

MoE FEI TR

TomerBN-Nvidia 21U is_nvfp4 marlin O is_mxfp4_marlin B9%F S &1, shaunkotek
fERE mxfp4 R X 3F BF16. nvfp4 X3 FP16 fo BF16, HENRE AN, &AL TomerBN
AT,

MR 7B 2= 22X

b8zhong & XA MiEBEEERNIR, shaunkotek F3E T test nvidia_nemotron_3 super nvf
p4.pye

A% 2 A

b8zhong EIXFEMR £ A BEA B is_smI0_supported / is_sm80_supported BN B & X &K
¥%, shaunkotek &2,

« & group size BB RFE (correctness): shaunkotek FE/EZE check_marlin_supported &
T X group_size BYFSNIEIE, {XAE NVFP4 X floatd _e2m1f B 16,

« FP4 E3RSEEFRE (correctness): shaunkotek &£ (8, 0) <= capability < (10, 0),

« MoE JE[TH8MWTE (correctness): &% TomerBN AT HRTiRIT, REMIL X,

« MR E E 22N (testing): shaunkotek FTIE T test_nvidia_nemotron_3_super_nvfp4.py,

R 5
- RS
« FMERENFE: NVFP4 3| Marlin W4A16 B scale ¥##u% R I $miEF0)Z & reinterpret
, FRESI NNBE Kk, B dense linear 2 MoE #7uiR, 18 CI T JIT fHiFEtE
"KW skip, FBEFHBITRIUE,
. 2B % : MARLIN_SUPPORTED_GROUP_SIZES K& %2 bypass /e BmZix, (B
FEHHEMEMLERBIMNESZ group size 16,
« FEREME: NVFP4 BBAZ{XFE SMB0-SMI0 BHA, SM100+ AERRAE FP4 Bk, A<

&

g 24 Th k.
- MEBE: Marlin WAA16 FEELE A FP4 WEERRIE, (EXEMER fallbacks
< B

« AP : Nemotron NVFP4 #EAVIAE R LE A100/H100 L#E, THE
—fp4-gemm-backend marlin (8 # nemotron hook B#h%&#F)

« A% #3E Marlin B3, REMILA flashinfer/cutlass JEigikiFiB g,



- BRN: T4 NVFP4 EERE MR, ClI P EIERI|RERIN R ((EM skip, FERRmF
BFiE] (el RR) o
« RFEFRIT: BOBMHEBRETE |, MHRE CI $4% skip, £/F group size #ZEM

KRR EE

- ELAEKEX PR



