PR #3256 &KL

radixark/miles
e2e: run the DSv4 megatron impl CI on the cudnn DSA backend
&FBtla]: 2026-09-15 11:28

JRCEEE: http://prhub.com.cn/radixark/miles/pull/3256

MRS

. —H]3E: $184 FlashMLA/cudnn-frontend, DSv4 e2e #]%| cuDNN DSA f&3#

cHESME: BURIE, BEEARENRXEN—1TKE), & docker/Dockerfile FHTIEH
@R —no-deps 5 ENABLE_CUDA_13 [#MKILT [HBBIRFRZE Cl BEA1 HILEZY
R, BEMBACE GPU Cl RAN—AMIHEAR, BENESXE= A —=& flash_mla
wheel BI3EJRE torch BRAYERXEZ (FF& torch HEERFP EH wheel) ; —& 54
register_ci_gate FEMEIAZERERETREENINERL, ZBEBNGELEA
flash_mla &3 L5 H M wheel —3k89 Is | grep -q . BEMSTT, R wheel Br&itis
BB EEREEK, T REWWEZENIEE, K PR 7T,

TN EES BAL

PR body BA##EE: [The megatron-impl 4-layer e2e has been running
dsa_kernel_backend="none" (pure-PyTorch fallback) because the CI image shipped
neither FlashMLA nor the cuDNN python frontend. This puts the production kernel
path under CI] ., et 2W, 1% e2e WRIRIIET megatron-impl BRI LEFERIZ (
dsv4_hybrid attention. native mHC) , 4= SZFrEREY DSA ALK A Cl BE; RN
FmE ) FlashMLA 5 cuDNN Python ®i#R, SEERIAB cuDNN SRR AT ER 5, KEBEX
Issue A%, sIHLERIELEWERSFE PR body o commit message B,

LI RE

1. M FAZRKG (docker/Dockerfile) : & fast-hadamard-transform &3k 5.
Mamba kernel 32z Bl A—E RUN if [ "${ENABLE_CUDA_13}" ="1"], % pip install
/tmp/wheels/flash_mla-*.whl, & pip install --no-deps "
nvidia-cudnn-frontend==1.26.0", FA/NEXR Megatron cuDNN DSA 53 (
—dsv4-impl megatron) FrEHR FlashMLA 5 cuDNN Python Rid#; wheel 3B wheels
release (nv_dev b7643bd, $t3+51&8 torch 2.13.0+cul130 ¥2&, EHAAN
cul30-torch213-* /&%) .

2. RBEE: —no-deps 5§ cul3 [1#: cudnn-frontend # cutedsl extra &8
nvidia-cutlass-dsl $T# 4.5.0, MR EHLEW sglang / DeepGEMM / flashinfer A
89 4.6.2, i DSA BBATHEMHEZ B dsl #8 JIT, EbBIREAEHET, F& 11N
EA cul2 B wheel REEBRARA flash_mla, cul2 HFHBEAFRR.



3. MR MG (tests/e2e/megatron/model_scripts/test_deepseek_v4_flash_4layer_m
egatron_impl_ci.py) : _args() ¥ dsa_kernel_backend & "none" BA "cudnn", Flis
ZATRR TR RIRBAT AR gk 1b) BUERE, AR KRB FE (
dsv4_impl="megatron". hardware="H200", --ci-test. --num-rollout 2 &) RFFr5h,

4. MIRBAE I THELRE: register_cuda_ci(est_time=1900, suite="stage-c-4-gpu-h200",

labels=["megatron", "model-scripts"], hardware=["hopper", "blackwell']) 5§ 5 A
register_ci_gate (train/grad_norm. train/ppo_kl. train/train_rollout_logprob_abs_diff.
train/train_rollout_kl. rollout/raw_reward) ¥RfEk——/FRZX 5 4 gate ML
L cuDNN DSA BEEAMEL, EARKNREEAEHNHT,

5. X 5IERE: AN commit 2814 81a5019 (docker 1&K¥) 5 ad1f83e (e2e i)
, IRFEAT. WS, ETEMEIR; PR % run-ci-megatron 5§ bypass-fastfail Fr& X
fih & B 5 GPU Ba#tt, PR body iB& T devbox BIELE: dsl 1&3#F 4.6.2, from cudnn
import DSA 5§ import flashinfer ¥4I %,

R

« docker/Dockerfile (13t KBS X5 infra; 2R infrastructure; &5 flash_mla,
nvidia-cudnn-frontend, ENABLE_CUDA_13) : #3% cul3 2% 78 FlashMLA +
cudnn-frontend &2k, B AR e2e BEEF| cuDNN DSA S3EmRTIR, RNKRTFAA
cul130-torch213-* $FBINE; HPH —no-deps 5§ ENABLE_CUDA_13 | J#52 PR #E—
B SZ BRI R K,

* tests/e2e/megatron/model_scripts/test_deepseek_v4_flash_4layer_megatron_impl_ci.p
y (B3R sB3gmis; 285 test; A test-coverage; &5 _args) : 3L
dsa_kernel_backend M none 2X4 cudnn, HIEMELE fallback BEERBEMER; X—TRET
1% e2e MILBEAE = AAZEER, RIBTRLEEH 5 A register_ci_gate F8Ar~F(E DSv4
megatron-impl B¥AEEY3,

KBRS _args
KRS A B

docker/Dockerfile

1 cul3 2% TH FlashMLA + cudnn-frontend Z233R, B AR e2e REIZE] cuDNN DSA
JEIREYRTER, RIEBRKZEFTA cul30-torch213-* B HANE; HPH —-no-deps 5§
ENABLE_CUDA_13 []#%2 PR ME—BYSZ R ITRE,

# Megatron 89 cuDNN DSA JE3% (—dsv4-impl megatron) EE FlashMLA 5 cuDNN £
# Python ®i3%; WLAT Cl BEFEERAE, FIKZ e2e RAERIL AL PyTorch fallbacks,
#
# &I R cul3 E——cul2 By wheel £EBZA flash_mla, ETHILTMAT o
# REENE: cudnn-frontend @A —no-deps &%, EAEH cutedsl extra &3
# nvidia-cutlass-dsl $TE 4.5.0, MffEEHEE+F sglang / DeepGEMM / flashinfer
# HRAM 4.6.2; DSA BTN REBWH dsl M JIT, EHARFEZ extra SRR,
# flash_mla wheel k8 wheels release (nv_dev b7643bd) , #A4551£H) torch 2.13.0+cul130
M,
RUN if [ "${ENABLE_CUDA_13}" = "1"]; then \
pip install /tmp/wheels/flash_mla-*.whl && \



pip install --no-deps "nvidia-cudnn-frontend==1.26.0"; \
fi

tests/e2e/megatron/model_scripts/test_deepseek_v4 flash_4layer _megatron
_impl_ci.py

1 dsa_kernel_backend A none B4 cudnn, FHIEAELE falloack BHEBEMIE; X—TRET
% e2e MILBRAE = W12, RIBTREH 5 A register_ci_gate F8ArF1E DSv4
megatron-impl| BYER(EEYT,

# ZABIBAERA (K PR RKEY) : suite="stage-c-4-gpu-h200",
# hardware=["hopper", "blackwell"], Xt 5 ANl /rollout FEFRFM CI gate:
# train/grad_norm. train/ppo_kl. train/train_rollout_logprob_abs_diff.
# train/train_rollout_kl. rollout/raw_reward,
def _args() -> ScriptArgs:
return ScriptArgs(
model_name="DeepSeek-V4-Flash-FP8-4layer",
task="gsm8k",
enable_eval=False,
num_nodes=1,
num_gpus_per_node=4,
hardware="H200",
skip_saving=True,
use_fault_tolerance=False,
dsv4_impl="megatron",
# XEEPK50: B "none" (4 PyTorch fallback) #1%] "cudnn',
# BT FlashMLA 5 cudnn-frontend &, e2e BEWEAZNZEEZ (DSA) |,
# fAH R Z megatron-impl BRI 5] (dsv4_hybrid attention. native mHC)
# BIEA: £ 5 NMERR gate BEEELMEZ M fallback EFE| cuDNN DSA,
dsa_kernel_backend="cudnn",
extra_args=(
"—-ci-test "
"--check-weight-update-allow-quant-error "
"-—ci-disable-logprobs-checker "
"--num-rollout 2 "

)

EAE L
A PR XA LZFMENIEFEITS: claudelbot] RET —&OELRIET (ZOEEEBEANTFIN code
review, EE @claude review Z %) , guapisolo § Zhichenzzz ¥4 APPROVED B
body A%, review comments_count 1 0, EMFIABEARAKERLE PR body BIBERS/EE
TE devbox ERY—RMRIE, SRMTHFMER X, HEFXFNAZFEARRKRE: H—,
[This puts the production kernel path under CII SBA T sh#l; H=, [the cutedsl
extra pins nvidia-cutlass-dsl==4.5.0, which would downgrade the image's 4.6.2 shared
by sglang/DeepGEMM/flashinfer; DSA JITs against the image's dsl at runtimel , XZ
—no-deps BIEEILIE, HWEAN PR ME—H A RITARETHIRE,



« Cl KA R ¥ PyTorch fallback, &= NZBRTLEE (testing): AN FHAZIREE BN IR 1 2]

cudnn, ERZEZH#AN CI BVIEE; RITEREEEHMIMEE —5 fallback BFIERXE
Jit

« cudnn-frontend B —-no-deps &%, #ABFER nvidia-cutlass-dsl (design): XA —-no-deps
, L devbox BIEYEJE (dsl £&3F 4.6.2, from cudnn import DSA 5 import
flashinfer ¥ = IE% import) ; IIESEE{X—>K devbox &1T,

. flash_mla [RZEE cul3 812 (design): cul2 BBITARE, 1BiZ e2e & cul2 SELE
AT MRSEME hopper + blackwell BERATAAR R H200 suite B3,

IRFEITWERE, EEEBIES Cl B#t)R (other): %(81%1t (—-no-deps. cul3 [1#&) %k
RKRAF=FAF AR, =EERB PR body 8y devbox &5 % run-ci-megatron $r& 8y
GPU it

R 58
- R

1. wheel 28RV EHEMSFT T (docker/Dockerfile) : R X+
fast_hadamard_transform. causal_convld. mamba_ssm & EERLA Is
/tmp/wheels/... | grep -q . RIFBELE, MHILHI pip install
/tmp/wheels/flash_mla-*.whl BE#EHAT; —E wheels release #% A LE X4 (glob
FEF) , cul3 BERMESEEAKR, PHEEERAD cul30-torch213-* FnEFTA
ERA .

2. IRBRRAFEES (ABL 8UR) : flash_mla wheel Z5t3t torch 2.13.0+cul130 #zEH,
BT ABI 88K ; HBBELEIHK torch B CUDA BREERF:ZD EH wheel, TNEXRIA
import RIKEE/TEARE, MXXEBRKE Cl/ WEBsHEA RE,

3. —no-deps BYEIBR N FE: Bkit cudnn-frontend FEERBKES, & DSA RIIRIGITHARE
BHMARBELTENE, REERITE kernel B AIREE: Y ATEE(XFR devbox L—
RESIE, SRV Cl ZSMNOIRIELEFE,

4. FERRELIERS . register_ci_gate B9 5 NEFRILETIEH PyTorch fallback =4, 1%|
cuDNN DSA EHETREAXETN, THEAMEK gate ®RIR, WA REE AR EHKTmMEE
BEYI; XEAR PR REELESE nightly PETERN—T,

5.cul2 5B EERD: ENABLE_CUDA 13=1 Z/MIBBRRERE flash_mla, %
e2e £ cul2 FIE T L3RBT, MR FEMEIESZ hopper + blackwell, 1€ PR R
H200 (hopper) suite L#IsE, blackwell MI4TH KT,

6. BBAREMERE: ZERNMNE (E— 1 HiwF wheel §— frontend) *WEIFTA
SRZEZRN Cl job £, BTHRAAEFLNRAT, - W NA%: Cl BXES
DSv4 megatron-impl B9 cuDNN DSA £/~ A2, EVAMM ERLER) RS I
WAZSZIL) , R 5 NIk /rollout FE4R gate BOIEXFEZ E#H. AP SHE: FAaE
A cul30-torch213-* Ge& il gksk CI BX R AR SR FEM (FlashMLA +
cudnn-frontend) , HBRMELKHNE)TENARALYT KB|2C%E cul3 job; BE
torch / cutlass-dsl / CUDA #AREZR K=& flash_mla wheel § cudnn-frontend &
FEM, BT FHRAEF R, XRE: K PR L Issue. THEX review., BH/EEHE
oed, UEAXE ICI B AT BEIERRARB THRE R, B O HRALXNE NEE



, B ERERNREEE Cl itmIFTHEREK. - RRANT: FEMERKBIIER
wheel, B wheel FEMF T , ERELMARMIEERE |, cul3 TAELX, cul2 T&
£, ABI 8UR&H torch IRARE , WHFITOHK
KERIKZ
« PR #2701 feat(ci): declare supported GPU generations on every CUDA test: & PR 15
XM tests/e2e/megatron/model_scripts/test_deepseek _v4_flash_4layer_megatron_impl
_ci.py IEZ #2701 BAEHBENN R Z—, H register_cuda_ci(hardware=["hopper", "
blackwell"], suite="stage-c-4-gpu-h200") B A ZERZRME; 4~ PR 2E—F &L [HELE ™
NAZBZBWMA ClI BT —2F,
« PR #3184 ci: declare hardware on the two CUDA tests that landed after #2701: EJ&
[CUDA MIREM / BARAAE] X4 CI BB T4, HHAMRIMRANSTINES
%, A PR NMER—H# e2e LBMEHEBEEK,
« PR #3192 fix(docker): bump torch_memory_saver to pick up the free-while-paused
fix: FIAEEBIB&5h docker/Dockerfile FHIE = FIRFKKE Cl 5T TH, X PR T
FARIRBURE CI BB A1 BIRIEER—3K, T RERERB A RO TF B,



