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« miles/backends/megatron_utils/lora_utils.py ({&3k EREE; %5 source; LR
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miles/backends/megatron_utils/lora_utils.py

#rMEE X load _lora_adapter 8 _load_training_state #3E load _optimizer %%, =l
resume BFEZ LR E optimizer, FBHMRE iteration 5 LR scheduler 1% £,

def load_lora_adapter(
model: Sequence[torch.nn.Module],
adapter_path: str,
*)
optimizer: Any | None = None,
opt_param_scheduler: Any | None = None,
load_optimizer: bool = True, # BRIA True fR¥FIHITA, RA load_checkpoint X ENA flag
) -> tuple[bool, int | None]:
""Load LoRA adapter weights from a saved checkpoint into the model."""
adapter_dir = Path(adapter_path)
if not adapter_dir.exists():
logger.warning(f"LoRA adapter path does not exist: {adapter_dir}")
return False, None

tp_rank = get_parallel_state().tp.rank



pp_rank = get_parallel_state().pp.rank

# — EZEIR Megatron-native 18R, (fk TP/PP 4, TEHH) —
global_rank = dist.get_rank() if dist.is_initialized() else 0
native_path = adapter_dir / f"adapter_megatron_rank{global_rank}.pt"
if not native_path.exists():
legacy = adapter_dir / f"adapter_megatron_tp{tp_rank}_pp{pp_rank}.pt"
if legacy.exists():
logger.warning(f"Using legacy tp/pp-named adapter shard {legacy}; only valid when
EP<=TP")
native_path = legacy
if native_path.exists():
state_dict = torch.load(native_path, map_location="cpu", weights_only=True)
loaded = 0
for model_chunk in model:
for name, param in model_chunk.named_parameters():
if name in state_dict:
param.data.copy_(state_dict[name].to(device=param.device))
loaded += 1
logger.info(f'Loaded {loaded} adapter tensors from Megatron-native checkpoint: {native_
path}")

# € load_optimizer FELINERSKE, REETBT optimizer

iteration = _load_training_state(adapter_dir, optimizer, opt_param_scheduler, load_
optimizer)

return True, iteration

# -— HF PEFT &R, (MRIIFEEME) —
hf_path = adapter_dir / "adapter_model.bin"
if hf_path.exists():
logger.warning(
f"Found HF PEFT adapter at {hf_path} but direct HF PEFT loading into "
f"Megatron is not yet supported. Please save using Megatron-native format "
f'(adapter_megatron_tp*_pp*.pt files) for checkpoint resume."
)

return False, None

logger.warning(f'"No adapter checkpoint found at {adapter_dir}")
return False, None

def _load_training_state(
adapter_dir: Path,
optimizer: Any | None,
opt_param_scheduler: Any | None,
load_optimizer: bool = True,
) -> int | None:
"""Restore optimizer/scheduler state saved alongside a LoRA adapter checkpoint.



load_optimizer=False X --no-load-optim: fRE2# optimizer,
BRI E LR scheduler 5§ iteration, 5§ Megatron R4 iEX —3K,
if optimizer is None:

return None

rank = dist.get_rank() if dist.is_initialized() else 0
state_path = adapter_dir / f"training_state_rank{rank}.pt"
if not state_path.exists():

return None

# optimizer state dict FTAEE3E tensor X% (A0 step it#. param group TTHIE) |,
# AX BB RFIIML, F8EE weights_only=True,
training_state = torch.load(state_path, map_location="cpu", weights_only=False)

if not load_optimizer:
# —-no-load-optim: EAARkiY, #%IH Adam moments ST 4 # optimizer
logger.info("--no-load-optim: keeping the freshly initialized optimizer")

elif training_state.get("optimizer") is not None:
#entry HEMST: & #3083 # —no-save-optim B & null optimizer B35
optimizer.load_state_dict(training_state["optimizer"])
logger.info("Restored optimizer state from LoRA checkpoint")

if opt_param_scheduler is not None and training_state.get("opt_param_scheduler") is not
None:
opt_param_scheduler.load_state_dict(training_state["opt_param_scheduler"])
logger.info("Restored LR scheduler state from LoRA checkpoint")

iteration = training_state.get("iteration")
if iteration is not None:

logger.info(f"Resuming LoRA training from iteration {iteration}")
return iteration

miles/backends/megatron_utils/checkpoint.py

BEMANOEL S load checkpoint 7 LoRA 4% H38 not args.no_load_optim 154
load_lora_adapter, 1# flag BREIER|X LoRA kB 3Z 45,

# Load LoRA adapter weights if available
if is_lora_enabled(args):
adapter_path = getattr(args, "lora_adapter_path", None)
if adapter_path is not None:
loaded, iteration = load_lora_adapter(
ddp_model,
adapter_path,
optimizer=optimizer,
opt_param_scheduler=opt_param_scheduler,
# 38 Megatron B —-no-load-optim & X &£ XK :
# False BHRE2#7 optimizer, B & iteration 5§ LR scheduler
load_optimizer=not args.no_load_optim,



)
if loaded:

logger.info(f"Successfully loaded LoRA adapter from {adapter_path}")

if iteration is not None:
# A LoRA LIRS F Y iteration BE X checkpoint BYIRE %5
result = (iteration, result[1])

else:

logger.warning(
f"LoRA is enabled and —lora-adapter-path={adapter_path} was specified, "
f'but adapter weights could not be loaded. "
f"Training will start with freshly initialized adapter weights."

)

return result
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