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1. F3E needs_cuda_image HHHESR: £ tests/ci/ci_policy.py B _write_github_outputs
H, F bool(CUDA STAGES.keys() - set(policy.skipped_stages)) #SF CUDA 12 E XK
, M tests/ci/hardware.py 3| X\ CUDA STAGES, Z#H{XA&E pull_request 4P IKIE &
& stage EFFHE X, schedule/workflow_dispatch/push Bf skipped stages A%Z, FrL
18X true, RIFEEEIT A

2. BIE diff BRABTH) stage 3EFFIE X tests/ci/stage_selection.py B4
select_skipped_gpu_stages 18 changed_files is None B¥|dr# 2| runnable_stages it
25, diff RETARSRE PR_GPU_STAGES - runnable (¥ runnable #%3%) , f1FR
EZREBMARREIZITA (£ETFA GPU stage & runnable) o ci_policy.py B main
BT else %, diff BREBMIFAT stage %1%,

3. CUDA workflow []#F: .github/workflows/pr-test.ym| B resolve-ci-policy job %
needs_cuda_image, docker-build By if &#73% needs.resolve-ci-policy.outputs.needs
_cuda_image == 'true's CPU-only PR BHZAEA false, MIZEFEM Bk ; resolve-ci-image
JRA needs: [docker-build] A1 docker-build.result == 'success' {&R&, HEIE CUDA 4
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4. ROCm workflow [1#2: .github/workflows/pr-test-rocm.yml 8 resolve-ci-image #3%&
needs: [resolve-ci-policy] #a&F skipped stages By if &4 (K&
stage-c-4-gpu-mi350 B &I skipped Fl&kH) , EHIA MI350 stage LM, TF
¥ policy #iH,

5. MR 5 XALBLE: tests/ci/test/test_stage_selection.py Hr3g
test_policy_cli_image_demand_matches_selected_gpu_tests S¥ft5EME (BZ
CPU-only/CUDA-only/ROCm-only/mixed %3%5 valid/empty/malformed diff) .
test_image _jobs_require_their_selected _gpu_stages (= workflow (A B 138 5&4)
: tests/ci/test/test_ci_policy.py By test_cli_appends_exact_github_outputs B #rHA 28 i
H, HFHE test_non_pr_cli_preserves_image_preparation £RiE
schedule/manual/release HRFEZAEEZFZE; docs/developer/ci/00-stage.md.
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- tests/ci/ci_policy.py (HE3R SKESARAT; 57| source; A core-logic; &5
_write_github_outputs, main, resolve_workflow_inputs) : & SRega B4 i
needs_cuda_image S, I diff SREEZRIRGIRUEYE runnable 3%, BEAXRRBE
B SR ERMAZ

. tests/ci/stage_selection.py (HE3R MBEE; KB source; ER core-logic; 5
select_skipped_gpu_stages) : &£ diff k& Bt select_skipped_gpu_stages £t
runnable ZEFREE, EAORITREERXBRIZFEIR AR,

« .github/workflows/pr-test.ym| (#3k RA2%HE; K5 infra; EA& infrastructure) :
CUDA B8R 138 2k3h: docker-build /KEHFT3E needs_cuda_image == 'true' &4F
, & CPU-only PR Bk BN BRI E,

XS _write_github_outputs, select_skipped_gpu_stages, main
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tests/ci/ci_policy.py

oL RBE I B 4R H3E needs_cuda_image #E, FHE diff BR&EFAEEHIRUSRE
runnable %%, EAOREE HIRBEMAZS,

def _write_github_outputs(policy: WorkflowPolicy, output_path: str) -> None:
raw_labels = " ".join(policy.raw_labels)

bypass_fastfail = str(policy.bypass_fastfail).lower()

skipped_stages = json.dumps(policy.skipped_stages, separators=(",", ":"))

# BREREENRL stage EFRS: REXFE(T CUDA stage Rkt

# (BRiZ stage kP B 5fT) , MR EHEE CUDA H&

# CPU-only PR B skipped_stages & &2 CUDA_STAGES, HEtXE A false,
needs_cuda_image = str(bool(CUDA_STAGES.keys() - set(policy.skipped_stages))).lower()

with open(output_path, "a", encoding="utf-8") as output:
output.write(f"cadence={policy.cadence}\n")
output.write(f"raw_labels={raw_labels}\n")
output.write(f"bypass_fastfail={bypass_fastfail}\n")

(

output.write(f"skipped_stages={skipped_stages}\n")



# I . i docker-build job By if KEBEIENET
output.write(f"needs_cuda_image={needs_cuda_image}\n")
print(
f"Resolved CI policy: cadence={policy.cadence} labels=[{raw_labels}] "
f"bypass_fastfail={bypass_fastfail} skipped_stages={skipped_stages}"
)

tests/ci/stage_selection.py

B & diff HR&B select skipped _gpu_stages 283¥ runnable #EIFH IR, BAXITABIESN
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def select_skipped_gpu_stages(
event_name: str,
changed_files: tuple[ChangedFile, ...] | None,
registrations: Iterable[CIRegistry],
run_policy: RunPolicy,
raw_labels: Iterable[str],
) -> tuple[str, ...]:
"""Return local GPU stage IDs that a workflow can safely skip.
# 3E PR E1 (schedule / workflow_dispatch / push) FSAEST stage BIAL
if event_name != "pull_request":

return ()

registrations = tuple(registrations)
# %3tE runnable: B cadence / label / BRI R[3EATIEM R R E
runnable = _runnable_stages(registrations, run_policy)
# diff Bk (W git diff KK HABREREZEILFTA stage WA TIELT,
# MERMT RIEEIT] B stage, 1RY label BREF W RIT stage,
#XEXM #2548 BUMEIE: diff SRR IEARIERE GPU stage ZEX runnable,
if changed_files is None:

return tuple(sorted(PR_GPU_STAGES - runnable))
affected = _affected_stages(changed_files, registrations, run_policy)
affected.update(_explicit_scope_stages(registrations, run_policy, raw_labels, runnable))
# RARNES = 288 PR GPU stage - (F[3E4T N ZmM)
return tuple(sorted(PR_GPU_STAGES - (runnable & affected)))
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