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PATHRE

« —A)iE: JHRR NVFP4 IE XA B AR 5 N335 44

- WEEMSME: A/, AHIEFLEI NVFP4ARL. RERP S checkpoint S HMEER T
2R, EAXFWEAMEITARE: (1) B Python #rE + clamp_max + torch.where BRI E
KEANES CUDA IrBE(EFIN, XEHRRARSWERFE AIIRELSTE FP32 F
YRR RN (1536 /2688) , #:HEY e4m3_max REBEHHIA; (2)
_literal_ignore_rules 3RE None fEA“RAENBKA WHEEE, BAKRETINF
re.match 5RE/TAH, BIEEAMEFAERALNE L, BNEEN— s RE
_is_ignored # B X4 ; (3) B TorchDispatchMode 1EMEERA B RIS, XEA PR &
BEAEELHONRTERN; (4) 8% (1,) BRERF. HE head ERIBREKBREIINGR, B TFHAHK
FRNERE, EINELANE tests/fast/utils/test_nvfp4_ignore_policy.py SEMAFI, FH
EAEFHF head LEH—REEL A BRHIES X LR S M EEIEERE,

THRES B

PR body FFE SR B#r: “Reduce NVFP4 weight-publication overhead by keeping
global-scale conversion on device and avoiding repeated Python scans of checkpoint
exclusion rules”s BAREEARA: (1) IBH nvfpd_global_encode_scale_te A if
global_encode_scale == torch.tensor(0.0, ...) & Python fl|#|k CUDA #xEEE, PR
body 1Z3E3IX4 “synchronize once per expert quantization during weight publication”, BEf
BN EREMRAME KR device—host B (2) —R GLM-5.2 K%t 1888 £FHE
ignored module & Fff 96000 YRIBFE LA, 7E& [ AR IAATIE R Preserve the
quantization math and weight-selection semantics”, BRAALRFR TR LER, KB
issue WLH 4 E yueming-yuan RIEH “‘please fix precommit’, ¥tBH-& AR —B9RE
B 5] /L

LI RE

1. J4PFR CUDA $rEMREFEE (miles/utils/nvfp4.py) : nvfp4 global _encode scale te J&
AFH torch.tensor(FP4_E2M1_MAX, device=...).
torch.tensor(float(nvfp4 e4m3 _max), device=...) BEFEIKE, B torch.min HEEH
U, &EE numel() == 1 X BX CUDA #/EM Python BEEHIBIREEERE, KA
torch.div(float(nvfp4_e4m3_max) * FP4_E2M1_MAX,
global_amax.to(torch.float32)).clamp_max(torch.finfo(torch.float32).max), ZEREE



£ %—R 4% torch.where(scale == 0.0, 1.0, scale)s WEEARE: MEKEFBRE T
N lift 2| device, UWABEEI device HIZEEAN; nvfps global decode_scale_te RZ
BREIZR, BElBshSAIZEKHA, FEEIRPAHTRIFAIIE—RANZZIFLF 1536 (
256x6) 5 2688 (448x6) #REEME FP32 ¥k, FrULEKHE Python JFEARKEAL R LE
=,

2. MR EE NHERRIN & MR (miles/backends/megatron_utils/megatron_to_hf/process
ors/quantizer_nvfp4.py) : #F3¥ @lru_cache(maxsize=16) ZEMHHY
_literal_ignore_rules(ignore_rules: tuple[str, ...]), 3B—ANEEHIL R A B 5 BRI B X,
frozenset; RERBEE ST re: MNERE None, RERAIF re.match B2,
_is_ignored &0 literal_rules ®[3%5%k: 3E None BFH name in literal_rules 4pH 52 EAX
54, BHA name.rpartition('.') EKEME| m oL, BXEMTIEE name == rule or
name.startswith(f'{rule}.'), 1B O( N E xR E L %K ) BB O( BEFRE ),
_quantize_moe_params FERLXFF LA —>X _literal_ignore_rules(tuple(ignore_rules))

, HIRLERIBEAFOR should_quantize_paran@ A (gate/udt X135 AR EZEIR)
, RIEERAEFES B IUF A E,

3. I A BIEESRE BEMAATEITRY (tests/fast-gpu/test_nvfpd _quantizer.py) : #ig
_NoHostScalarRead(TorchDispatchMode), FE _ torch_dispatch _ F##;
aten. local_scalar_dense.default (device—host #r&EiZ) 5 aten.lift fresh.default (I,
BIHAMEKRKE) HFXNFEUS LMK, F3E test nvfpd global scale_exact without host
_scalar_read, Hdevice (cpu/cuda) »4m3 max (256/448) shape ((). (1,). (8,).

(2, 4)) BFF 16 HRAHBI, MANEZE 0.0, 3.5. finfo.tiny. finfo.max. =inf. NaN, HAZE{&
B CPU LAZHNIEHREEARAESR, LLRMEA rtol=atol=0 5§ equal_nan=True, ZMiXE
B E encoded.shape == amax.shape, I TEE 4 SWPRBZBARE T kK,

4. BRBEANE NN (B—RXH + B—MR) : BEIWE numel() == 1 BREA 0 H&
H torch.tensor(1.0, device=...) B#t, 3 (1,) J|LEK (); W torch.where o X ZFFH
ANFHRe PR body TtRAE P BMERFAEANNERE amax, ElIZE R Rt IRA LT
ZWIER, FHRAMRR S B BRI E X,

5. £ERECHIEE (tests/e2e/megatron/test_glm5_2 744b_a40b_5layer_nvfp4 w4alb.py)
: ACTOR_NUM_GPUS / ROLLOUT_NUM_GPUS & NUM_GPUS (8) BkHX 4/ 4, HBKR
—colocate, ff W4A16 £S5 WA4AL JTFH 4+4 R BERNLE (TP4/EP4 Ik + AN
TP2/DP2/EP2 #3351 %) , ATERLRELMKEZ LEERMMR; Bb4, rollout KEK.
K E. fake QAT S5HEE / B3 XBKRKs), ZRHMEARKET Cl BENHRIMNES.

6. WAEHAGRIIEE: 5 MRERIKAKA d0c60050 (@R/REERK) . d8el2d10 (RE
EYIABFIEH) . a819achd (FEEFREMM) . 313343d8 (MIFREKEEEVIMR) .
7f3697f4 (pre-commit #BRAL) . FEIERHREA: 2R/REMX GPU £ 1592
passed / 0 failed / 0 skipped in 53.45 s (¥ c2 % & 8xB300, Python 3.12.3.
PyTorch 2.13.0+cu130) , &£HKEBITH WALA16 FHEAMABEEF 3.9060—1.2606 s,

W4A4 1.1443—0.8699 s; FREM| 11 § CPU ®Y3AHF (0.63 s) & import commit £
IOE 5 BRAR A FRo

R



« miles/utils/nvfp4.py (FE3k BN, £ source; FER core-logic; F5
nvfp4_global_encode_scale_te, nvfp4_global_decode_scale_te) : &R 4% EKImAY / AR
REZRELZMABZNZOITE,; N PR EhEEREKRELES CUDA fnEE(EH KT
, BEHEMREELT X device—host ¥, RREEREMBEL— AKRERH torch.where,

« miles/backends/megatron_utils/megatron_to_hf/processors/quantizer_nvfp4.py (&
REZY; £5| source; EH core-logic; 5 _literal_ignore_rules, _is_ignored,
_should_quantize_param, _quantize_moe_params) : 3| A _literal_ignore_rules &&5
A EMITEL, 1€ 1888 £F @ EHMRANZREMEITHENEHERERFEN, FERN K
B re: IENKEEHAF re.match BI25REITA,

. tests/fast-gpu/test_nvfp4_quantizer.py (13 E4MR; K F| test; H A test-coverage
; &5 NoHostScalarRead, torch_dispatch, test_nvfp4_global_scale_exact_without_h
ost_scalar_read) : #3¢ _NoHostScalarRead (TorchDispatchMode) SFR5 16 HER
RARF, EREBEFFIEE device frE. FMEIEFNAAERE NO LA ZE TR YT
Wrs, REBEARREFRA,

. tests/e2e/megatron/test_glm5_2 744b_a40b_5layer _nvfp4d whalb.py (B3R SERSHES
; KA test; EA test-coverage; 5 ACTOR_NUM_GPUS, ROLLOUT_NUM_GPUS) :
W4A16 EREHT KA 4+4 RBERAE (TP4/EP4 %k + P/~ TP2/DP2/EP2 #3E5| %)
FHBIR —-colocate, ATHEEENREAMBALEEMMANE, RANKET Cl BE8ET

He,

XS nvfpd_global_encode_scale_te, nvfp4_global_decode_scale_te,
_literal_ignore_rules, _is_ignored, _should_quantize_param, _quantize_moe_params,
_NoHostScalarRead.torch_dispatch, test_nvfp4 global_scale_exact_without_host_scalar_
read

KRR Fr B

miles/utils/nvfp4.py

LRBRRY | DR ERREL A ARZNZOITE, A PR EbEEAEKRELSRS
CUDA trEREHH, BEHEREL R device—host A%, RANIBEREMBEZ—NHRFFMIR

B torch.where,

def nvfp4_global_encode_scale_te(
global_amax: torch.Tensor,
nvfp4_e4m3_max: int = int(FP8_E4M3_MAX),
) -> torch.Tensor:
# ANZRIFLTF 1536 (256 * 6) 5 2688 (448 * 6) #EEMW FP32 HHETR,
# FTAE A Python 2S5 52B8LA R EMNRLER;
# M torch.tensor(..., device=...) MENIRBKESWH FIERN lift / F,
# ERRA (BANEREN—KR) TERTUEZEFFH.
global_encode_scale = torch.div(
float(nvfp4_e4m3_max) * FP4_E2M1_MAX,
global_amax.to(torch.float32),
).clamp_max(torch.finfo(torch.float32).max) # 5188 torch.min(scale, FP32_MAX) &4y

# |HSZEZ if global_encode_scale == torch.tensor(0.0, ...)™:



# %t CUDA #rEM Python BEfEH|KT &4k —>K device—host [,

# XERNRERMNENEZBITHERR,

# WEL TE WEREMB SN EAREE device L,

# #rE amax 5#ME amax ER—FKA %X, REBEHE numel() == 1 894561,
# MwEE: [HNARES XA 0 #kELRE, BB (1)) B|/EK ();

# IIRIFRMAR, ZEAE TEMRXHFFH shape B B b,

return torch.where(global_encode_scale == 0.0, 1.0, global_encode_scale)

def nvfp4_global_decode_scale_te(
global_amax: torch.Tensor,
nvfp4_e4m3_max: int = int(FP8_E4M3_MAX),
) -> torch.Tensor:
# ARRD R E R R A0 RE MBI BREMBEEELEFETRX,
# XBAREZBRAMEME BB RIARTA;
# BT RIGERIZEN 4 device T8, ARRDEEZ B ALK,

return torch.div(1.0, nvfp4_global_encode_scale_te(global_amax, nvfp4_e4m3_max))

miles/backends/megatron_utils/megatron_to_hf/processors/quantizer_nvfp4.
2%

I\ _literal _ignore_rules ZF 5 GCEMMITE, 1€ 1888 &£FE EHBRMN AZE R TR
RN E B EReHEW, HENRY re: ENFKBEWIRF re.match BRS5REITA.

@lru_cache(maxsize=16)
def _literal_ignore_rules(ignore_rules: tuple[str, ...]) -> frozenset[str] | None:
# BANEHAR DMK RBGIR I list BT EAN tuple IEAEFE,
# RN SPRT, REANSZMLERAR, KBEALRK,
# XBAEFKE, FESERE, BAILEAIERWHSHERRZ,
# RERREBNEM re:” MUEERE None, REJEAMWIAF re.match B&1Z,
# MRE IEN A AERRINT. JESRENMH 5% KRS 2 IEHIT A
if any(rule.startswith("re:") for rule in ignore_rules):
return None
return frozenset(ignore_rules)

def _is_ignored(name: str, ignore_rules: list[str], literal_rules: frozenset[str] | None = None) ->
bool:
if literal_rules is not None:
# FEEMNZAZESS, oFEME 001);
#05 " REEMEL, SN TIHEZIE
# “name == rule or name.startswith(f'{rule}.")” BIBIZIE X,
#1248 11888 &KMM * 96000 KAIE] ERR & FREREFEMA]

#3EE: REBELMNE “re:”, _literal_ignore_rules st&3iR[E None,
# Eb XA X RSB BRBRE IE AL,
while True:

if name in literal_rules:
return True
non

name, separator, _ = name.rpartition(".")
if not separator:



return False
# ENRRARRERAZ: MFiEH, ERTASKRARTLE K,
for rule in ignore_rules:
if rule.startswith("re:"):
if re.match(rule[3:], name):
return True
continue
if name == rule or name.startswith(f"{rule}."):
return True
return False

def _quantize_moe_params(converted_named_params, ignore_rules):
# BRI EF —REE, MARBRNREH EHREE;
# TEPR _should_quantize_param A (gate/up BEEX1AR 5 R AL EZ/EIR)
# HEAR—A literal_rules, fRIEFCXESE. TTEIRE MBI EARE,
literal_rules = _literal_ignore_rules(tuple(ignore_rules))
gated_candidates = {}
for converted_name, param in converted_named_params:
base, role = _split_gated_pair_name(converted_name)
if base is None or role is None:
continue
if _should_quantize_param(converted_name, param, ignore_rules, literal_rules):
roles = gated_candidates.setdefault(base, {})
if role in roles:
raise ValueError(
f"NVFP4 requires a single complete gate/up pair per conversion batch; "
f'found duplicate {role} tensor for {base}."
)
roles[role] = (converted_name, param)
# ... EEHE amax 89 nvfp4_quantize_1d_pair X BN S Z4EMBHRIFARAE
return quantize_named_params

def _should_quantize_param(name, weight, ignore_rules, literal_rules=None):
if ignore_rules and _is_ignored(name, ignore_rules, literal_rules):
return False
# HRADFE (weight B4, dtype. £E. NVFP4_GROUP_SIZE ¥[R) Ee&KRK
if not name.endswith(".weight"):
return False
if weight.dtype not in (torch.float16, torch.bfloat16, torch.float32):
return False
if weight.dim() < 2:
return False
if weight.shapel[-1] % NVFP4_GROUP_SIZE != 0:
raise ValueError(f'Last dim {weight.shape[-1]} must be divisible by {NVFP4_GROUP_SIZE}
for NVFP4 ({name}).")
return True



tests/fast-gpu/test_nvfp4_quantizer.py

13 NoHostScalarRead (TorchDispatchMode) SF15 16 AEEZR AR, I REBER
B1EE device frE. AEMEFNAAERE NOLAZETRTERER S, RNEARESR
24,

class _NoHostScalarRead(TorchDispatchMode):

# A TorchDispatchMode EEFE&Z+:

# —B REBREAMBT device—host /a2 (_local_scalar_dense) ,

# REIET —ADENSREKE (lift_fresh) , BIEgL2IKK,

# XHEERBRAR D X—H BB RPALTFE

# mXA Cl o =YIIEET R A,

def __torch_dispatch__(self, func, types, args=(), kwargs=None):
assert func != torch.ops.aten._local_scalar_dense.default, "Scale conversion read a
device scalar"
assert func != torch.ops.aten.lift_fresh.default, "Scale conversion created a host scalar
tensor"

-k*(

return func(*args, kwargs or {}))

@pytest.mark.parametrize("device", ["cpu", "cuda"])
@pytest.mark.parametrize("e4m3_max", [256, 448])
@pytest.mark.parametrize("shape”, [(), (1,), (8,), (2, 4)])
def test_nvfp4_global_scale_exact_without_host_scalar_read(device, e4m3_max, shape):
if device == "cuda" and not torch.cuda.is_available():
pytest.skip("CUDA is not available")
#16 AEEZRAM: 0.0 MEATREBESX, tiny/max BEIELF,
# +inf ARASH HET, NaN BEEREBRE,
values = torch.tensor(
[
0.0,
1.0,
3.5,
torch.finfo(torch.float32).tiny,
torch.finfo(torch.float32).max,
float("inf"),
float("inf"),
float("nan"),
1.
dtype=torch.float32,
)
# H2{Ed CPU LAZNIBREBEEARES, SPNE device SLILARR,
# RIS R REEN, MAREBE .
numerator = torch.tensor(float(e4m3_max), dtype=torch.float32) * torch.tensor(6.0, dtype=
torch.float32)
expected = torch.div(numerator, values)
expected = torch.min(expected, torch.tensor(torch.finfo(torch.float32).max))
expected = torch.where(expected == 0.0, torch.ones_like(expected), expected)

case_size = torch.Size(shape).numel()



for cpu_amax, expected_encode in zip(values.split(case_size), expected.split(case_size),
strict=True):
amax = cpu_amax.reshape(shape).to(device)
expected_encode = expected_encode.reshape(shape)
with _NoHostScalarRead(): # Xa|A R #3%F device MIEF
encoded = nvfp4_global_encode_scale_te(amax, e4m3_max)
decoded = nvfp4_global_decode_scale_te(amax, e4m3_max)
# REA: BRRELSZRE (1)) BUER (), FLILMREFRATL R,
assert encoded.device == amax.device and encoded.shape == amax.shape
torch.testing.assert_close(encoded.cpu(), expected_encode, rtol=0, atol=0, equal_nan=
True)
torch.testing.assert_close(decoded.cpu(), torch.div(1.0, expected_encode), rtol=0, atol=0,
equal_nan=True)

AN

TFHEAFIEFIZE: claude[bot] #BA “This pull request is from a fork — automated

review is disabled”, RAHNETF; yueming-yuan 44 APPROVED BEIEX A%, Review

FWHRAE, BEEAMMENERRBIEEE PR body PRBERIFEE: O11 £RBEIFAHA

FR7E B tests/fast/utils/test_nvfp4 ignore_policy.py ZEXRII IR 313343d8 M4, 1EE

B 5B “Those 11 cases are historical validation, not tests present at the final head”;

Q@iE#EL B R £ & IE— No new GPU run or complete combined-head

weight-publication result is claimed “the isolated policy measurements do not establish

a full-publication speedup for the combined head”; QLRI BA—#3228 &

literal-policy ALIFBEA PR, #3227 89 scalar kernel fusion. T8 #&fE#. P2P 5

SGLang BEWHKEIEHERRESN . " —BIIMERE R E R Z issue i please fix precommit’,

B AR 7136974 URSK,

« KEEEINHIRE R head MR (testing): FEEREMM (BFR. HEEM. re: &
M) EEH head LRAEMBEMNMLESR,; FE W HERIE + IEEA R H N E Rz O
, WHERERIE,

c BEREBEN I IREZAZTE (correctness): EZHRBRIFATFRA, HERRITALRE
AR H MR IR B S EERMA 0 #' R A AR H,

< PEREUKZE BOIETE RS BSIR X B4 (performance): REXR P UK A SN X #, Regufb
R ERIRERES I head LEN; BHERNZ BRIEAE + REIEE W OREMRELEL,

« pre-commit KJIREIERER (style): BNIHBABEMBKERRER, RETAEMEBEX; XEXR
PR o — B9 SN IR EE PR ITL,

« WAAT16 SERET KA 4+4 R BERNLE (design): BEAE #2855 By W4A4 AT, B
Cl Bt R~BEE% 8 GPU colocate TH) NVFP4 &% 12,

- fork PR B9 BENLIFHWER (other): % PR BARMAIFFEATHET AN, RANBAR
X, RBEMUFETRDOE=FEZ,

R -5 B
o QS



1. RERERIZAETRA head ELEVANMR: _literal_ignore_rules B HEE. frozenset 4pF
5 rpartition('.") A EMX ZE&F1E, & head LRAEMMENLAR; SMMHEREEE
AL#E, EANEHIN . R, &L NEHRLA, B
startswith(f'{rule}.') 5FELE ST R B TREZEEZR, @ Cl FaRE,

2. ARAZTERS: _is_ignored T literal_rules is not None Bt ZZE while True A
return, FKILAESEITEN re: 9%, HIEHAMZELSEKE _literal_ignore_rules A,
£& re: MNBFRE None, EF/ELEA AERZRENEZMALAE frozenset &N,
ENFN SRR A A SZIRA R & BB AR RFIEX—&)

3. WRBATE: (1,) FEHBEA (. PR body FEMRAEBIIZEIRE amax, BAEAREL"
FEREMGEFRMA 0 H O THNRE (FlinxE3REREM reshape = item() B9FH /
WEZE) SEZER;, MRAREBET RBEREA,

4. MERELEWIRKFFBIRRAPHE: 1592 ABIS5EHEIERE global-scale BH B R 5 HE
, REEALBUKE REEFF head LHEIRHFSHEN; Iru_cache(maxsize=16) il L
N6 ARAMN (Zhte/ ZEAELESH) SBRMMWAREEFE frozenset,

5. kMERZM: & quantization_config B ignore/exclude R HEIEFFETTE (AN
dict FERHMN) , frozenset(ignore_rules) # TypeError, flBSZILELE
rule.startswith & AttributeError; FEERE T fail-fast, BERE XA 5 B IHESR
KR

6. Cl BERSKE: WLA16 BEAPR —colocate H KA 4+4 J5, 8 GPU colocate A
T8 NVFP4 EMBERERAEIZ e2e MIREE.

7. ¥UEZ 4L clamp_max 5 torch.where 7 -0.0. =inf. NaN L EBEXZAGEZ (
NaN HUEIRIIEmIE payload fi—2KM) , RAIMAE=)I; ERFIEME blackwell
B, CPU M{X 3 torch.cuda.is_available() Bkit, - ®m: FN%IES: NVFP4
RL (BHE GLM-5.2 B9 WAA16/WAAL BLF) MNNATHRER S RITRRE, 1FEE
B oc2 A 8xB300 EIEE W4A16 FH &AL 3.9060—1.2606 s. W4A4
1.1443—0.8699 s (BRAGIAY) , AERZEXNIRKEZERE, XA%L: BT
& FP4/FP8 FH5miE& QDQ By uint16 MERBEHESE. RERAGIZSER, EMEE
MR Z R, RENEFHESE TR REL, XA : _NoHostScalarRead XE&E
TorchDispatchMode 2RI 5FTE. UK Iru_cache + frozenset + 1845 B 8900 T AL
ERXEATEARHET checkpoint FHEREITERAZ, XEASER: KaEPERAD
BXHEEFANR A, R EEHE. P2P 5 SGLang #UksH, ENRRAML: (EFRE
AR ERD head FOMIR, EDRAIKT R BEIRHL PR body H B A EIERE. - KEARD:
BOENBRETE , KRRV KA head MIREE , ERELQZHRZATE | MAE
WS IETE IR R BHE |, e2e A AFBEE colocate A

RTINS
« PR #2855 Restrict NVFP4 RL to routed experts: El—3ZhaEsk: RAREKTD
miles/backends/megatron_utils/megatron_to_hf/processors/quantizer_nvfp4.py 5

GLM-5.2 W4A16 e2e B2y, W T ‘HELREFEHRE. REMERE TR WREXFE
X, A PR BABERARKTIZIE X,



« PR #2864 Add fused NVFP4 fake-QAT QDQ kernels: F— NVFP4/W4A16 SRR i
PR, tests/fast-gpu/test_nvfp4_quantizer.py $8 TE SFHERE QDQ X EbAEEEI B it
N AR PR EREXLEA RAFIMRIERTEM 16 ARERH

« PR #2701 feat(ci): declare supported GPU generations on every CUDA test: A& PR &K
AR ANR S ER# A hardware=["blackwell"] SEMEBA, run-ci-blackwell-only F&HY
T BB ARBUZALE], EbAR PR BYIOIE =] FE AT R AR 4 s iF A&,

- PR #3228 (MFERIBHATA) NVFP4 F i EHFRREEMA © PR body HEAZ PR 89
literal-policy AL HE#EIT#H A PR (import commit a819ac5d, £~ RS EYINRFEF
Te—EK) , B PR HERERKEHIKIR,

« PR #3227 (M¥IRIIBMARM) NVFP4 scalar kernel fusion: PR body BA#YS scalar
kernel fusion HIFREAR PR 24, 54 PR B9 KR device trE R~ BAMBAMEIF R AT
, B EBAWRAM T IHE R ST,



