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1. 33 LSRR S BRREEZHE: £ github/workflows/scripts/ci_failure_analysis.py
3¢ FAILURE_BLOCK _RE IEM|FUEE Last output of <test>: 4T, FFrig
_failure_block_ranges() &K, KEMNEMBIRBEN (BT, T —INREBIT) XiE,
extract_log_evidence() EJRA marker-window 212 BRI ZINIERFTA £ KR, &L
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ZF; MERRRAERAFEA marker H 0Z 18, [FNTCIEEMEZ BB L
_log_evidence() helper, #%E &R,

2. IMEMBAEHEWMHE: _collect_evidence() B E T
HARD_MAX_LOG_SCAN_BYTES (256KB) BYBHEE O, i extract failed_tests() M
suite summary Hi%H LA BONREKE failing_tests, BitHE wanted =
policy.max_log_chars_per_job * max(1, len(failing_tests)), FEITERBF| A
MIN_LOG_CHARS_PER_JOB (4000 F4F) fEAENEL job TR, FFILFHA job Bk
W ZmERARTME (ARX: log limit = max(min(wanted, remaining -
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3. BESITHENEE: #3% LOG_TIMESTAMP_RE EN| (IEATE
YYYY-MM-DDTHH:MM:SS.ffffffZ) , # redact_and_normalize() F&—E#MAE, X&
49 9% BRFAR, BREEREH evidence B run BRmw,

4. FEERREME FFR: .github/workflows/policies/ci-failure-analysis.json #
max_log_chars_per_job M 12000 2| 14000 AR ENEKIT) |,
max_total_evidence_chars M 60000 #£F%| 160000; BIARN
HARD_MAX_LOG_CHARS M 20000 1272 60000,

HARD _MAX_TOTAL_EVIDENCE_CHARS M 80000 #®# %] 240000 LB H Kk,

5. MIRELE: tests/ci/test/test_ci_failure_analysis.py #3% failure_block() fm
two_block_log() #3&R BRI R TRIRE &, FHFHE=/NK: HEBRERE. MER®
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. .github/workflows/scripts/ci_failure_analysis.py (#3k %£MKHH; 25 infra; R
infrastructure; &5 _failure_block_ranges, _log_evidence, extract_log_evidence,
redact_and_normalize) : BT E XX FERIKSSEEIRG|. BERMALREEE, #FE
WA EHEWME, FHEBRT BRI ERERK,

. tests/ci/test/test_ci_failure_analysis.py ({&3k &LWoHT; 2KF| test; A test-coverage
. &5 failure_block, two_block_log, test_log_evidence_drops_the_timestamp_every_li
ne_carries, test_every failure_block_survives_whole_when_the_budget_allows) : #3g
failure_block 5 two_block_log MiX#3E2E, B EEEIIE. BEHREE. MER EER
ZHRKRBITA, MkmEYI,

« .github/workflows/policies/ci-failure-analysis.json (3R £WKKE&; 5| infra; £H
configuration) : REKECE R A%E: max_log_chars_per_job B A&k MKkit,
max_total_evidence_chars M 60000 #&F %] 160000,

XS _failure_block_ranges, extract_log_evidence, _log_evidence,

redact_and_normalize, _collect_evidence
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# UDSED suite summary F 8y "Last output of <test>:" k3,
FAILURE_BLOCK_RE = re.compile(r"(?m)A\s*Last output of (?P<path>\S+):\s*$")

def _failure_block_ranges(lines: list[str]) -> list[tuple[int, int]]:
B AL AN R BONR B "Last output of" BREYERIEATIX ],

EHFEERABONRPAT T Xk, XBILOIBRAE,



WHREHA marker EO05EMELE— job WE,
BRERITET —NRFBT, &E—NBREMEHERRE,
starts = [index for index, line in enumerate(lines) if FAILURE_BLOCK_RE.match(line)]
return [
(start, starts[position + 1] if position + 1 < len(starts) else len(lines))
for position, start in enumerate(starts)

def extract_log_evidence(text: str, job_id: int, char_limit: int) -> dict[str, Any] | None:

"M job HEPIRBIEER K, KRS TEIKE, "
sanitized = redact_and_normalize(text)
if not sanitized.strip() or char_limit <= 0:

return None
lines = sanitized.splitlines()
blocks = _failure_block_ranges(lines)
if blocks:

ranges = _merge_ranges(blocks)

excerpt = _render_ranges(lines, ranges)

if len(excerpt) <= char_limit:

# MEBRERRE, EERE
return _log_evidence(job_id, lines, ranges, excerpt)

# MEREERE|RA marker & O KBE
markers = [index for index, line in enumerate(lines) if FAILURE_MARKER_RE.search(line)]
seeds = [(max(0, index - 8), min(len(lines), index + 13)) for index in markers[-4:]]
ranges = _merge_ranges(seeds) if seeds else [(max(0, len(lines) - 40), len(lines))]
excerpt = _render_ranges(lines, ranges)
if not excerpt.strip():

return None
return _log_evidence(job_id, lines, ranges, excerpt)

def log_evidence(job_id: int, lines: list[str], ranges: list[tuple[int, int]], excerpt: str) -> dict[str,
Any]:
# evidence id AfTS XIE4riR, text BEREEENEE

return {
"id": f"job:{job_id}:log:{ranges[0][0] + 1}-{ranges[-11[1]}",
"kind": "job_log",

"text": excerpt,
"sha256": hashlib.sha256(excerpt.encode()).hexdigest(),

}
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« PR #3149 ci: repeat a failed test's last output in the suite summary: &R PR By %& Kk K
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« PR #3152 ci(lark): explain each failed job on the CI status card: 3| A& job kKoM
8 Lark FH, &R PR & HIEFERIRERA-,
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PR AH "Last output of" 3RIZft5EEEIE,
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