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SRR

1. &8 & miles/backends/megatron_utils/model_provider.py &
_apply_bridge_runtime_config &%+, %4 calculate_per_token_loss /
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R s EE LA A E o
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embedding / output &, RillZk draft Z#; mtp_num_layers EECFEARZR W, 4
flag XA ERKLE, Y provider JRA M mtp_detach_heads 18, FBITKE,

3. MERECE: FHE tests/fast/backends/megatron_utils/test_bridge_mtp_detachment.py,
SEMER| stage-a-cpu CPU B (register_cpu_ci) « AZEFF model_provider.py Xt
GPU-only Megatron RIS AN, fixture B ast.parse EALFHHER
_apply_bridge_runtime_config &#JR5S, ELUEAN argparse BIE Z A F exec JFiRE



TRANE, S5 6 ARFIEZE enable_mtp_training 8 True / False / f&k =fuRkAS
x #¥4 mtp_detach_heads 8 True / False, Wi mAMEFESTEE mtp_num_layers &
iR,

4. BWIELER: PR body RE 6 NEVIAFILIER, RITATH main & enabled-MTP A
L% M; Nemotron Lightning AutoBridge #3& + finalization 8 CPU #F5t#4IA
mtp_detach_heads=True; Native Megatron MTP #) CPU probe B R~#&*E backbone /
embedding / output BN EVAE. draft BEIEE. EERBEEH backbone, ZIF
fHER/ N CPU BS mock RK&uEkE, FHIETE GPU MR,

R

« miles/backends/megatron_utils/model_provider.py (3 R R4E; #78)| source; LR
data-contract; &5 _apply_bridge_runtime_config) : &£ ~=&EHE—RIE X4, &
_apply_bridge_runtime_config Fih £ MTP #E L BN, ZARE B,

- tests/fast/backends/megatron_utils/test_bridge_mtp_detachment.py (#&3t BN ;
25 test; LR test-coverage; &5 apply bridge_runtime_config, runtime_args,
test_bridge_mtp_detachment) : #73% 6 AB| CPU ®YVIMNHR, EHE flag FFBE / X / &
k5% detach (HHNEPAE, HRIEREIRKNTE,

XS _apply_bridge_runtime_config, test_bridge_mtp_detachment,
apply_bridge_runtime_config, runtime_args

KBRAL B EX
miles/backends/megatron_utils/model_provider.py

A B E R —IRES S, TE _apply_bridge_runtime_config 4k £ MTP B E L EMN, &
AR B HRZS,

def _apply_bridge_runtime_config(provider, args: argparse.Namespace) -> None:
"""Copy the runtime config from args onto a bridge-built provider.

Bridge # XM HF checkpoint Mz2 &R, Bk Y
core_transformer_config_from_args, &&4T5$kEtbAKEFIX provider,
XEREHATLRE args Ik, H47. RESHEREFE;
EARIIRG dtype FER provider B2M checkpoint $7A IEFA(E,
BEEEZSBHBRHEITER (bridge RELE. FiREE)

PG flag NEPRERAREA, mMARECEELMREP,

##H1T/ HRRE

provider.tensor_model_parallel_size = args.tensor_model_parallel_size
provider.pipeline_model_parallel_size = args.pipeline_model_parallel_size
provider.expert_model_parallel_size = args.expert_model_parallel_size
provider.expert_tensor_parallel_size = args.expert_tensor_parallel_size
provider.sequence_parallel = args.sequence_parallel
provider.context_parallel_size = args.context_parallel_size

# loss / Fp3|4b38

provider.calculate_per_token_loss = args.calculate_per_token_loss # CP>1



ERER QW E IE

provider.variable_seq_lengths = args.variable_seq_lengths

# X353 bridge B2 MTP R&blZ4BE & draft 53K,

# getattr ERERA B flag—bridge AAZE TREREM T Megatron 534,

# BEXH enable_mtp_training FIIMETIZ False &3, RIFRITA,

if getattr(args, "enable_mtp_training", False):
provider.mtp_detach_heads = True

# BUERE GNEEMIRE, FEREXTE)
provider.attention_softmax_in_fp32 = args.attention_softmax_in_fp32
provider.gradient_accumulation_fusion = args.gradient_accumulation_fusion
provider.fp32_residual_connection = args.fp32_residual_connection
provider.deterministic_mode = args.deterministic_mode

#MOEEME (WAIEBRER > L checkpointing -> & £ T3¢ OOM)
provider.recompute_granularity = args.recompute_granularity
provider.recompute_method = args.recompute_method
provider.recompute_num_layers = args.recompute_num_layers
provider.recompute_modules = args.recompute_modules

# BUE / RfF offload
provider.cpu_offloading_num_layers = args.cpu_offloading_num_layers
provider.distribute_saved_activations = args.distribute_saved_activations
# cpu_offloading BIRAEFE, X% cpu_offloading_num_layers>0 BH&E, &EHAFEREE
if hasattr(args, "cpu_offloading"):

provider.cpu_offloading = args.cpu_offloading

#BARFES

provider.tp_comm_overlap = args.tp_comm_overlap

# FP8 EfLELE
provider.fp8 = args.fp8
provider.fp8_recipe = args.fp8_recipe

# R RARSE
provider.attention_backend = args.attention_backend

# MoE token dispatcher (R4 BIaAREE)
provider.moe_token_dispatcher_type = args.moe_token_dispatcher_type

tests/fast/backends/megatron_utils/test_bridge_mtp_detachment.py

#r3g 6 ABl CPU ®VIMIR, BE flag AR / XA / BRESH4E detach HEESILAE, HE
TR R KT B .

@pytest.fixture(scope="module")

def apply_bridge_runtime_config() -> Callable:
# N AST MATA RS, RIBERBARRIFHERE 6& S B P AT,
# %S N model_provider.py Bffi# GPU-only B9 Megatron ik,



# Mifmib iz R ¥k aerE2s CPU CI EREBRVIE X,
path = Path(__file_ ).resolve().parents[4] / "miles/backends/megatron_utils/model_provider.

py
tree = ast.parse(path.read_text())

function = next(
node for node in tree.body
if isinstance(node, ast.FunctionDef) and node.name ==

_apply_bridge_runtime_config"
)

namespace = {"argparse": argparse}

exec(compile(ast.Module(body=[function], type_ignores=[]), str(path), "exec"), namespace)
return namespace["_apply_bridge_runtime_config"]

@pytest.mark.parametrize(

("enabled", "initial_detach", "expected_detach"),

[
(True, False, True), # FF/& MTP il&: B&HILH, BIEIHBRIMTA
(True, True, True), # FFB MTP il%: BEELOBRSURIFRE
(False, False, False), # xF/a: <& provider RARE
(False, True, True), # KA R: REEBEAENLIERE
(None, False, False), # flag k& (RIEM Megatron %K) : RFFERIA
(None, True, True), # flag k&% : REBEHARE

)
def test_bridge_mtp_detachment(

apply_bridge_runtime_config: Callable,
runtime_args: argparse.Namespace,
enabled: bool | None,
initial_detach: bool,
expected_detach: bool,
) -> None:
# None LI A HRA EM enable_mtp_training 4%, RIUBRE R,
if enabled is not None:
runtime_args.enable_mtp_training = enabled
provider = SimpleNamespace(mtp_num_layers=1, mtp_detach_heads=initial_detach)

apply_bridge_runtime_config(provider, runtime_args)

# R ATFRE mtp_detach_heads, FAVFIRIK mtp_num_layers F4EMF K,
assert provider.mtp_detach_heads is expected_detach
assert provider.mtp_num_layers ==

i AR
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+ PR #3164 Fix Nemotron-H forward compatibility when MTP is disabled: R —
Nemotron-H & Fikh) MTP FEMMBE, AR MTP Y42 H1IE XIT B RELR
#,

« PR #3169 fix(ci): keep the Nemotron-H plugin importable without megatron.bridge: &t
72 megatron.bridge L GPU SRBE T TR AN, K PR MIRMWZIELSF GPU-only =3k
A, BEEXE—AR,

« PR #3163 Fix missing Nemotron-H Mamba convolution mappings: Nemotron-H = #43&
BME 2, PR body YL Nemotron Lightning AutoBridge 1EAIIEEE, BRI —ERER K,



