PR #3192 &R L

radixark/miles
fix(docker): bump torch_memory_saver to pick up the free-while-paused fix
&3 8tlE]: 2026-09-15 05:55

JRCEEE: http://prhub.com.cn/radixark/miles/pull/3192

MRS

« —A]iE: CUDA 81872 torch_memory_saver, &8 BB R

< EESE: RBEAERAE—T pin TE, MEBRITHEIR, EEESZNERTRERS
#3243 HIRIEREE—OMEZE T N1t4 Tfork PR B9 GPU 4IXTARBEYUIEIE] , MU KRLAfTH
B X ABRBEBRIIE, MEM K Dockerfile/ {&K# pin BIAFEETE R, XEF=/1EKIT
RE: B E R merge commit (/1N bump) iR ZBEIARA: CUDA/ROCM X
pin BIXTARMELT; URIREH segfault § backward OOM A% FF issue, BEREA
PR —#2 X%,

THHES BAL

PR body %4 7 BEMNEIEE: test_deepseek v4_flash_4layer ci.py B 09-09 &1
nightly 3 [torch_memory_saver.cpp] CUresult error: 1 (invalid argument)
file=csrc/core.cpp func=free, M [The failure started after weight sync began calling
torch.cuda.empty _cache() while the trainer is paused by torch_memory saver] ——¥4&]
pin f0508754d 7 empty_cache() B EEXBANEEFERN, 1t torch_memory_saver
BR release [@— allocation MR, LJF issue #92 (Freeing a paused allocation
double-releases the VMM handle) #&H pause() B2 cuMemUnmap/cuMemRelease
FHE allocation B A PAUSED, free() X3tRE— handle BR—&, BREXATAFTH
abort; ZiE&E L PR#95 5, K PR MEEXAMEE 3| N CUDA Hff.

SCEL AR

1. ZALEYIAD: nightly 89 tests/e2e/megatron/model_scripts/test_deepseek_v4_flash_
4layer _ci.py T torch_memory_saver 8y free #42_E#t CUresult error: 1 (invalid
argument), BfE &5 main £ RRERFHAEAA torch.cuda.empty_cache()] BIEREIY)
&, SMMTL5 issue #92 B9 double-release %%,

2. BR—4T pin (ME—JRAE&E)) : docker/Dockerfile H1%23% torch_memory_saver 8 RUN
TMS_CUDA_MAJOR=$%(...) pip install git+https://github.com/fzyzcjy/torch_memory_sa
ver.git@<sha> -—-no-cache-dir —-force-reinstall, pin ®#
f0508754daf68238d54e4cf31cb3ba866684bbaf HakX,
b5588e83de8641204868906583a4b567e75f7acc; TMS_CUDA_MAJOR Wi FiZ 15,
--no-cache-dir --force-reinstall & X & RIFAE, BERFEMED NERXKF,



3. %1% &/ bumpl MIEREZFT: # sha 2 L PR#95 B9 merge commit, 2 EEIZEE
H&/MER; package BRAEIZ 0.0.9.post1, FEFER D BAEFIKBLIRKImIZFS I,
I AT LR B AN E B R

4. ¥ CUDA/ROCm *#R: ROCm $52E pin 06caa5348, AEMEEZMBE, FIAARKR
R CUDA fil, #RFAMITAD X,

5. WIF5®RRLM: A PR TEMTM (LK pin) , BIEE GPU EF——d T PR XE
fork, docker-decide {E4%4 R pr-N $%, =% PR Test R BEBENWIH pin B9
radixark/miles:dev £, F2R commit #& cherry-pick B|®©K PR #3243, &
radixark/miles:pr-3243 %1% L 52 R SZIE (test_deepseek_v4 flash_4layer ci.py %%
10/10 33, CUresult error: 1 it#3E) , I#RXEBERA ef7acd165 (pin bump) 5§
ebd21b13 (merge main) A commit, BER/AMLEFRTE,

R

- docker/Dockerfile (3R ZEFRME; XA infra; ER infrastructure; &5
torch_memory_saver pin, TMS_CUDA_MAJOR) : 7K PR rE— B2zl X 14
torch_memory_saver B git pin B f0508754d #EX b5588e83d, EIERZE CUDA Hi2
B R T H8E pause/free double-release 18, #2Z nightly =4 h200 shard Z R E
FF X

LGS R
RAERED F B2

docker/Dockerfile

AR PR "E— BB XX torch_memory_saver B git pin B f05a8754d #iX b5588e83d,
BEERZE CUDA BB ERTHEE pause/free double-release 18, #Z nightly =4 h200
shard TR EFF %,

# torch_memory_saver MIRmEMZE, FE TMS_CUDA MAJOR IREEZ&;

#3XEM torch B & #) CUDA JRAE S HERAS, BEARKRK,

#

# RBERHRA pin A& : f05a8754d -> b5588e83d,

# b5588e83d & Li5 PR#95 B merge commit, EHEMN R E

# pause() BZX allocation 8T cuMemUnmap / cuMemRelease H##r18 PAUSED,

# M free() XIFTRE— VMM handle Bf#X—>X (double-release, K& X4TA / abort) ,

# A& 3% E . trainer # torch_memory_saver {28, MERF AR torch.cuda.empty_cache(),

# SREERIBRNNEFEM free, AR CUresult error: 1 (invalid argument) file=csrc/core.cpp

func=free,

# ZFTAR bump BEXBfMAEZREINRA, EENECELEZBENRNMER,

# package RAMZE 0.0.9.post1, TERBAETHZESIEERBAR,

RUN TMS_CUDA_MAJOR=%$(python3 -c "import torch; print(torch.version.cuda.split('.")[0])") \
pip install git+https://github.com/fzyzcjy/torch_memory_saver.
git@b5588e83de8641204868906583a4b567e75f7acc --no-cache-dir --force-reinstall

# UTRIEY pin AKKRKH), ZIHATRER: Ko 2RHILE—1T,
RUN pip install "nvidia-modelopt[torch]>=0.37.0" --no-build-isolation
RUN pip install git+https://github.com/radixark/Megatron-Bridge.git@bridge --no-deps --no-build-



isolation
RUN pip install megatron-energon --no-deps

#5%: ROCm 5&MIEY pin (06caa5348) BEER—EE, EitA PR AFKE, CUDA/ROCm
AR

BN
WRJLFLREFE XMEREIRARAREIE] £, ARAEA:

yueming-yuan: "The three red NVIDIA shards here are the bug this PR fixes, not
evidence against it. This PR comes from a fork, and docker-decide in
_build-pr-ci-image.yml refuses to publish a pr-N image for forks ... All three PR Test
runs on this branch therefore executed the GPU suites on radixark/miles:dev, which
still pins f05a8754."

XEBFETWERT =K shard B EZE fork T3AE 3| secrets A%, mMIEBLEL
K, HHH=AZERM: test deepseek v4 flash_4layer ci.py.
test_deepseek_v4_flash_4layer_megatron_impl_ci.py.
test_gwen3_4B_offload_disaggregated.py.

yueming-yuan: "#3243 (same commit, in-repo so the image actually builds) has run
the GPU suites on radixark/miles:pr-3243 ... Zero runtime CUresult error: 1 across
every h200 shard that has finished so far; the passing shards exercised 21 weight
updates between them. The bump does what it says."

B A L THRE®: test_gwen3_4B_offload_disaggregated.py 332 Reloading 21

process groups — Segfault encountered, test deepseek v4 flash_4layer _megatron_impl

_ci.py A7 backward OOM (6.93 GiB wanted / 8.00 GiB free) , —&&E# pin T

CUresult error: 1 BYVA%E, B bug. BH—% claude[bot] WA %12~ : fork PR &%

B review, E4IPEFE) @claude review; TEZAH yueming-yuan APPROVED,

. fork PR 8§ GPU T2 E BB E TR (testing): & PR B& Cl AR WGEE; KB
commit B9&MA PR #3243 #3E radixark/miles:pr-3243 1% 52 BRI

« ¥ pin THEMERSHERIKIE (correctness): bump AR ; FANFEE KKHIAA
3z bug (REI CUresult error: 1) , FEHEMERH, TN nightly HIESLHBIRIRAKR
PR &Ko

« fork PR BB &) review #Z2H (other): BT RAEMRERMIER ARSI, A REKNIX—IT pin
, ANIHLERR,

RS B
. NS

1. @S2I pin FEAM LB OENE commit (3E release tag) , &L
force-push. BMIESRMER TR, RHEMBLSEELIK, XEMAENNLES, (AR
—H IR T X% fork & AR,



2. AIRARREAITA: GRAMNDA 0.0.9.post1, $F pip RATEHKREERETSMBE,
HERRT ALY Dockerfile 18 sha (05588e83d vs f05a8754d) , BHWRHIA |
IRA—REFT AT A —HE]

3. BBABBEAELIR: Dockerfile BRI REMZ EEREMNER, radixark/miles:dev FE
A tag A BHMEH, nightly EERZBURTRELAMKE, FEEDHARNNIFLELD
XTo

4. A PR BE CI R EARUIESR: fork 2 X TELM pr-N $ilk, =% GPU shard &
ERBEFEIR pin B9 dev 2L, EREAX PR B9 checks 2BHRENLEL;
rebuild-ci-image FREWKR T, BEH fork 1B LTSI,

5. 3B L KESWIR)TA : test_qwen3_4B_offload_disaggregated.py (Reloading 21
process groups J& segfault) 5 test deepseek v4 flash_4layer_megatron_impl_ci.p
y (backward OOM) FEFT pin TIKRL, EAREIMIE issue IREE, nightly BRE S8
FRIRAAAR bump R A RKo

6. MIREE: AKB pin TEALNEZ, BRI TLEB e2e/nightly, &RIE CPU
Mtk £ 3, double-release KR EMIR,

« X Cl/nightly: XEAREEWN T, FIA GPU shard B9 CUresult error: 1 )35,
test_deepseek_v4_flash_4layer ci.py B8 FAIL ¥ 10/10 pass, f&FRE 09-09 #HFF
Ztker; MMEEE CUDA HEBEARENEEE GPU £4 (h200 %)

« X%k /rollout AP : TRKEE. BHEXRNE, EEGERATRESE; HEENE T
trainer # torch_memory_saver E{£it, XER*F A torch.cuda.empty_cache()]
XERFERZ, BTWRERAEXMIEFEREA,

« X ROCm BF: &M, ROCm pin 06caa5348 At aMBE, RMAITAGRE—K,

- EIRARAR: FEH fork PR + BBEMENREEX, #EIHEK [F commit
cherry-pick Bl NA ZMEZ KL HWEZEFE #3243 BHER) , REEAAES R
BRIREXRBE A EAME

« REEFRIE: 1R pin B EWARIT tag 89 commit, fork PR )2 B BiEEE1% , [ package
RAREITA , Y segfault § OOM KMBE , ENIFIPIUREL e2e/nightly

KERIKZE

- PR #3243 [ commit IBRLXRA (ARG HARA) AT TRAHIIA: LA PR
8y ef7ac9165 cherry-pick ((RB1EE) 2SN X, £ docker-decide EIEAzE
radixark/miles:pr-3243 ## GPU &4, EAKREEHE—A R FRIK,

« PR #3128 fix: use host weights when syncing an offloaded actor: RE# % / RER P
12, B5AK PR #4118 tests/e2e/megatron/test_gwen3_4B_offload_disaggregated.
py E¥A%; PR body 33|89 Tweight sync FF#48A torch.cuda.empty_cache()] fR®
RERBIX KK, EAE—HEFNEL (MERaEBEARIIA PR, bR XEXIERT)

« PR #2701 feat(ci): declare supported GPU generations on every CUDA test: F—%
Cl EzERkZ: CUDA MIREY hardware BFRSS&RAENG, ERZAK PR # [fork 4%
7 dev Hf5 L] X—IHEWHFEATR, &HREARIAE LAY mEGRAEF,



