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RS

XTS5 ScriptArgs, _set_rocm_environment, _resolve_num_gpus, _download_inputs,
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# scripts/amd/run_gwen3_4b_lora.py (FrigRsh8a, k)



# PEESBRKSERSIEE: S5 FH. ROCm HIBER S 9SEEHMEXE TR,
# B FIT AMD 45615 A RS,

@dataclass

class ScriptArgs(U.ExecuteTrainConfig):
hardware: Literal["auto", "MI350X", "MI355X"] = "auto"
num_gpus_per_node: int | None = None

# LoRA &I H B4 CUDA EIIER Qwen3-4B Megatron LoRA B2/
lora_rank: int = 64

lora_alpha: int = 32

lora_dropout: float = 0.0

target_modules: str = "all-linear"

lora_base_cpu_backup: bool = True

# Rollout J¥4k: 8 A prompt x 8 MEAR = —R 64 HEAEH
num_rollout: int = 100

rollout_batch_size: int = 8

n_samples_per_prompt: int = 8

# 8192 token MM H 05 B4 8 Qwen3 launcher X5F
rollout_max_response_len: int = 8192

global_batch_size: int = 64

Ir: float = 2e-5

# H GPU — 4B rollout engine
rollout_num_gpus_per_engine: int = 1
sglang_mem_fraction_static: float = 0.4

def _set_rocm_environment() -> None:
""{E Ray BEAEUEARFRAAAH ROCm &K &EHF, "
# FEAE Ray #E/a5h worker BYE % HIP/CUDA WL % &
os.environ.setdefault("RAY_EXPERIMENTAL_NOSET_HIP_VISIBLE_DEVICES", "1")
os.environ.setdefault("RAY_EXPERIMENTAL_NOSET_CUDA_VISIBLE_DEVICES", "1")
# & HIP_VISIBLE_DEVICES [Rl#% 3| CUDA_VISIBLE_DEVICES,
# ik L BB EN% CUDA JIRIRBIEERS
if hip_visible_devices := os.environ.get("HIP_VISIBLE_DEVICES"):

os.environ["CUDA_VISIBLE_DEVICES"] = hip_visible_devices

# execute_train & NVIDIA #BIMEM; ROCm LA XK NVLink SHARP
os.environ.setdefault("NCCL_NVLS_ENABLE", "0")

def _execute(args: ScriptArgs) -> None:
_set_rocm_environment()
hardware, num_gpus = _resolve_num_gpus(args)

# LoRA &¥k3k: lora-base-cpu-backup it ER EHIE CPU, LMBEHFEN
lora_args = (
f"—lora-rank {args.lora_rank} "



f"—lora-alpha {args.lora_alpha} "
f"—lora-dropout {args.lora_dropout} "

f'-target-modules "{args.target_modules}
)
if args.lora_base_cpu_backup:

lora_args += "--lora-base-cpu-backup "

# ARHMELS CUDA BEARANERS: ROCm %A CUDA-only 89 SGLang rollout /&34,
# NI attention 5 LoRA E3E ZE A Triton
sglang_args = (
f"—-rollout-num-gpus-per-engine {args.rollout_num_gpus_per_engine} "
f"—sglang-mem-fraction-static {args.sglang_mem_fraction_static} "
"--sglang-chunked-prefill-size 4096 "
“--sglang-lora-backend triton
"--sglang-attention-backend triton

# B A& colocated: actor 5 rollout £F 8 , %5 XH#ER— Ray EERN T
misc_args = (

"—-train-backend megatron "

f'--actor-num-nodes {args.num_nodes} "

f"—actor-num-gpus-per-node {num_gpus} "

f"--num-gpus-per-node {num_gpus} "

“--colocate "

# HA& Sk (checkpoint / rollout / eval / optimizer / GRPO / wandb) 7EHE BE,
# RAG—REBERGSITRERR Ray job; config MR 5 SEHFA B HRERMR—KINL
train_args =" ".join(

[ckpt_args, lora_args, rollout_args, eval_args, optimizer_args,

grpo_args, _get_wandb_args(args), sglang_args, misc_args, args.extra_args]

U.execute_train(
train_args=train_args,
config=args,
num_gpus_per_node=num_gpus,
megatron_model_type=args.megatron_model_type,
megatron_path=args.megatron_path,
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