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&FBtla: 2026-09-15 12:17
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PATHRE

« —&)iE: 4 SFT train-only £/ EvalDispatcher X#F checkpoint B ¥fh

« EMME: EEFEIR, SARITRRESR/XE: —2 £ AIMA EvalDispatcher mIEHTIG
train-only ¥ A", BRFATELIVES, —REINERHREIREN args EHE—FE
, MIRESELE sglang_config/specs/controller B G HK, BELA—HKNK; =2AE
AR + BAH 3 A eval B e2e"REBFFRRBY, EMEREKIL CL XK, B4 3 M&
£ commit (resume id. final force. router sizing) BRTRAELUENHERBRE, "EAR
B EEANSE,

THHES BAL

PR body BA#ILEAZIAL: "Let a pure-SFT —debug-train-only run evaluate its checkpoints
with the existing snapshot-eval machinery (EvalDispatcher/EvalFleet), instead of adding
a train-only-specific eval path" (ik4l SFT By --debug-train-only =T HIA
snapshot-eval FL#ITEfE checkpoint, fAREH I train-only £ eval B12) . BbE]
train-only A&k HFrA #HIBERIZ, 4 SFT L3R IME checkpoint; % PR 3 ?#—Eﬁﬂ fdEFAT
SCHL, FFERAM #2882,

SCIIR AR
SIEAT 5 BRI
BB EmREE R (miles/utils/arguments.py +

m|les/backends/sglang_utiIs/sglang_conﬂg.py + miles/ray/specs/inference.py) :
miles_validate_args ¥ --debug-train-only F#Y3Z&E rollout_num_gpus (F&IE colocate
etz G, ¥R colocate 3B actor GPU %5 H) , BIRAEHRFTE
starts_inference_engines = not debug_train_only or eval_num_gpus > O,
_compute_raw_sglang_config 5§ compute_rollout_offset BRIZIZFE: 4 train-only B
T eval fleet RIREIFAEREE, offset A 0; A eval fleet RERMZE eval R, B eval
bundle HEFE actor bundles Z /&, specs_router 5 specs_inference_engine Hl##& B8
debug_train_only 488, S|ERERESHEE XHRE,

2. train.py ¥ A EvalDispatcher (train.py) : ¥13¢ eval dispatcher =
EvalDispatcher(args, actor_model, rollout_executor); eval-only 456 %0l 4k Ay & &4
#EXE eval_dispatcher.dispatch, INEBERNEIE LR eval BXA dispatch(rollout_id,
force=rollout_id == num_rollout - 1), #% should_run_periodic_action ¥+ E



args.num_rollout 23k (BEN&E—# cadence R4, force kKA ft%k) : B ERA
eval_dispatcher.drain() H#EZF¥ eval,

3. WRMBE . resume FEM dispatch(start_rollout_id) 24 dispatch(start_rollout_id - 1)
, HEBEZAK rollout, #H checkpoint-reuse R 1ERAFELER checkpoint (
ckpt_missing) W& staging MAIBRE T H B E —MREXREEBEN step N BE;
EvalDispatcher._export #£ —offload-train FXt actor #f onload/offload, Xt3%
save_training_model; compute_miles_router_config #3¥ num_engines &3k,
max_connections M sglang_server_concurrency * num_engines i+&, &% train-only
T rollout_num_gpus=0 SEEEM A 0. B eval 3| E@EREER. A aRMLA
skipped_unhealthy; init_http_client 7 snapshot eval FFREEABIZE 3R, B
rollout GPU Bt#% eval fleet (eval_num_gpus// eval_num_gpus_per_engine) it&H %,

4. BHREUKE (miles/utils/arguments.py) : snapshot eval &RFEMEE1E
debug_train_only/debug_rollout_only #& % A B kR —debug-rollout-only 5
—load-debug-rollout-data (replay B&42F 3% rollout &%k, T eval) , FHE
--debug-train-only Fi&#| eval_function_path != rollout_function_path (SFT IIZkR%k
RIEF message %%k, FREIFfE HF snapshot) o

5. MIRELE: I e2e tests/e2e/short/test_qwen3_0.6B_sft_snapshot_eval.py (
stage-c-2-gpu-h200, labels short/eval/megatron, EEBA hopper/blackwell BE4) |
metric checker A --ci-metric-checker-expect-num 3 Z&&|M54F 3 /N eval & ; fast MIFT
¥ TestSnapshotEvalValidation. TestlnitHttpClientConcurrency. TestEvalBeforeTrain.
TestFinalEval, #FEHT test_sglang_config.py By TestRolloutOffset.
test_rollout_server.py. test _checkpoint_eval.py. test rollout_executor.py.
test_placement_group_shared_ppo.py. test config.py.

R

« train.py (B3R INEIZRD; 2% source; 2R core-logic; &5 train) : R INGEANDOH
eval IEEhEKE: eval-only. IZRATEZ. FHA eval £3FM rollout_executor.eval.remote
$#: A EvalDispatcher.dispatch, #3% drain YR, HMEIE eval cadence &
num_rollout Z# 1 RELEER A force A XK Fja) @,

« miles/utils/arguments.py (#3k S#8#R%; KA source; A core-logic; 5
miles_validate_args) : 5| ZERBIRKRNFTHIIEIRS snapshot eval RIEEH
--debug-train-only Fi&%#| rollout_num_gpus=0 H#JRAE starts_inference_engines; {RE
eval MNBALZ L debug BERAKANERIEL debug_rollout_only/load-debug-rollout-data,
FHEK train-only 238 E eval function,

« miles/backends/sglang_utils/sglang_config.py ({&3k 312 B E; 27| source; ER
core-logic; &5 _compute_raw_sglang_config, _compute_rollout_offset) : 3| EEE4A
AR EIRZ S LA starts_inference_engines BXX, debug_train_only 48%&, train-only T
eval fleet RERIZEFfTER A eval fleet B R eval R ; rollout offset {7 T HEFES|
et h 0, TN eval fleet HEE actor bundles Z )&,

« miles/ray/specs/inference.py ({3t 5|Z M 25| source; LR core-logic; &F5
specs_router, specs_inference_engine, _compute_launch_command) : #lF&
specs_router/specs_inference_engine & B debug_train_only &R E, 3|ZRE%



B resolve_sglang_config JRZE; RBIE router BCE R ANIL5| ZE 3 (num_server_cells)
i+ & max_connections,

« miles/ray/rollout/eval_dispatch.py (3% 1#ERE; R source; £H core-logic; K&
EvalDispatcher._export, EvalDispatcher.dispatch, EvalDispatcher.drain) :
EvalDispatcher._export £ —offload-train F Xt actor #f onload/offload, *t3%
save_training_model, EREBEH S offload JIZLEF, & train-only $RE eval REFEIE
—offload-train A& 8%,

« miles/router/config.py (3% iEKE&Ed#; K5 source; £ core-logic; 5
compute_miles_router_config) : compute_miles_router_config 3% num_engines %X
, max_connections M sglang_server_concurrency * num_engines it&, &
train-only F rollout_num_gpus=0 SB3E#EM A 0. FrA eval 3| E@ERE AR,

« miles/utils/http_utils.py (#E3k MLEEF 35, KB source; EE core-logic; &5
init_http_client) : init_http_client & snapshot eval FFR2HEA LR EZ 3%, BERA
rollout GPU Bt#% eval fleet K/NTEFH 4, FRIE train-only + eval fleet BFfETERKA
RS,

. tests/e2e/short/test_gwen3_0.6B_sft_snapshot_eval.py (R 3gFR|3MR; X5 test;
KA test-coverage; 45 _write_datasets, prepare, execute) : F3EipB|3RIOIE
Qwen3-0.6B 4 SFT + 1 & eval fleet, metric checker H
—-ci-metric-checker-expect-num 3 S&H|154F 3 /N eval &, EI51E K eval B2 LK
train-only SBBER S KK, BACRTHAREME—HY GPU &iLiE,

. tests/fast/test_train.py (3R IREHMIR; K7 test; EA test-coverage; 5
TestEvalBeforeTrain, TestFinalEval) : A driver fakes §iE train.py 89 eval Bt/F:
fresh run %& eval step 0 & rollout; resume run it 25/ rollout (start_rollout_id -
1) mIEFT—A; JE—#HTLW cadence & force ¥,

. tests/fast/utils/test_arguments.py (13 SEOMIR; K7 test; KA test-coverage; &
5 TestSnapshotEvalValidation) : TestSnapshotEvalValidation B & $TH53RE: 64
—load-debug-rollout-data. train-only @& NIgE eval function, colocate F
rollout_num_gpus 734 0,

XS train, miles_validate_args, _compute_raw_sglang_config,
_compute_rollout_offset, specs_router, specs_inference_engine,
compute_miles_router_config, init_http_client, EvalDispatcher.dispatch,
EvalDispatcher._export, EvalDispatcher.drain,
test_fresh_run_evaluates_the_initial_checkpoint_at_step_zero,
test_resumed_run_evaluates_the_completed_rollout_not_the_next_one,
test_the_last _rollout_is_always_evaluated_even_off cadence

RPERRD B

train.py

BHINEENDH eval TEahikiEk: eval-only. INEARTELZ. FEHA eval 2N
rollout_executor.eval.remote 1324 EvalDispatcher.dispatch, ¥ drain KRB, FEIE
eval cadence & num_rollout 3k 7 BE1LER & force A RRAYA A A,



# train.py: train()  eval B{2%—3#E X EvalDispatcher
# (ATEE eval MXETF, JIFERKE offload BTRA ... )

# EvalDispatcher 38 actor 5 rollout executor, fi3 snapshot SH.
# P REESHRE GC, train_async.py ERE, XEit train.py £ R—HL%|
eval_dispatcher = EvalDispatcher(args, actor_model, rollout_executor)

# eval-only #f: Rk, R —-hf-checkpoint £&iTE—K

if args.num_rollout == 0 and args.eval_interval is not None:
await inference_controller.prepare_eval()
await eval_dispatcher.dispatch(0, hf_dir=args.hf_checkpoint)

# N GRET RV BRPINEEIRSN, fresh run iP4E step 0 (—hf-checkpoint) ;
# resume run TE BB checkpoint (start_rollout_id - 1) , AR T—4
# rollout——TF—~" rollout # checkpoint MAHEE (ckpt_missing) ,
# B staging EX TRERBEFHBE—MREXREEEEN step N BEX
if (

args.num_rollout > args.start_rollout_id

and args.eval_interval is not None

and not args.skip_eval_before_train

await inference_controller.prepare_eval()
if args.start_rollout_id ==

await eval_dispatcher.dispatch(0, hf_dir=args.hf_checkpoint)
else:

await eval_dispatcher.dispatch(args.start_rollout_id - 1)

for rollout_id in range(args.start_rollout_id, args.num_rollout):

# 88 eval: cadence H|BiAMA £ num_rollout, TNIHKE—#
# KA FIE S, dispatch(force=True) WEL A w34
if should_run_periodic_action(
rollout_id, args.eval_interval, num_rollout_per_epoch, args.num_rollout

await inference_controller.prepare_eval()
await eval_dispatcher.dispatch(rollout_id, force=rollout_id == args.num_rollout - 1)

# AL RAHZEFIARYT eval £5, BRIREIPERTRAIFBETIR

await eval_dispatcher.drain()

miles/utils/arguments.py

B B RF I HIEIRSE snapshot eval R EM: —-debug-train-only T 5& 4l
rollout_num_gpus=0 #JR4LE starts_inference_engines; HRE eval MEL2E1E debug R
KA B RANFEL debug_rollout_only/load-debug-rollout-data, &K train-only ERXFEZE
eval function,

# miles/utils/arguments.py: miles_validate_args ¥35| 2 B 51R%KE snapshot-eval K



# colocate MSEMAEIE actor B GPU #)E = rollout_num_gpus,
# At train-only B)3ERMBREEZE
if args.colocate:
if args.rollout_num_gpus != args.actor_num_gpus_per_node * args.actor_num_nodes:
args.rollout_num_gpus = args.actor_num_gpus_per_node * args.actor_num_nodes

# 51 E5RE: train-only &FF rollout 51%; ZEEE T eval fleet
# (-eval-num-gpus > 0) MK BIITEIE, ZREFERRECEE
# sglang_config / specs / controller B debug_train_only 581,
# B A& AR ER B B — F SRR
if args.debug_train_only:
args.rollout_num_gpus = 0
args.starts_inference_engines = not args.debug_train_only or args.eval_num_gpus > 0

# snapshot eval 5#R8: MZIE debug ERKTA B RFRTIELEH
#ARAES, FH5RE| train-only B DIRAEEFE snapshot B eval F%k
if args.eval_uses_snapshots:

assert not args.debug_rollout_only, "Snapshot eval is not supported with debug_rollout_
only."
assert args.load_debug_rollout_data is None, (
"Snapshot eval is not supported with --load-debug-rollout-data: "
"no rollout functions are loaded."
)
# SFT 4 REZEEE message 7%k, FEEITAE HF snapshot,
# FriA train-only T E NFEE fleet-aware By —eval-function-path
if args.debug_train_only:
assert args.eval_function_path != args.rollout_function_path, (
"Snapshot eval during --debug-train-only requires an explicit "
"—-eval-function-path; the training rollout function cannot evaluate snapshots."

)

miles/backends/sglang_utils/sglang_config.py

5% EC B A R B9RZ . VA starts_inference_engines B, debug_train_only 588&,
train-only 7o eval fleet BREREZEFEHER . A eval fleet B R 2 eval A rollout offset {R&E
THIES| et R 0, TN eval fleet HEFE actor bundles Z /)5,

# miles/backends/sglang_utils/sglang_config.py: 5|2 E &Ik & F B 4 B

def compute_raw_sglang_config(args) -> _RawSglangConfig:
#ORBEAEMIINEEZRE: 4 train-only BRELE eval fleet,
# EERESTERE, 2f8F% sglang #52
if not args.starts_inference_engines:
return _RawSglangConfig(models=[])

eval_num_gpus = args.eval_num_gpus
rollout_num_gpus = args.rollout_num_gpus or 0



# B2 YAML BeEB, GPU RELMET rollout i eval 89 GPU %k;
# VAZEH rollout_num_gpus B 0 &5 Kfo, RIFBRIEIKARRIL
if getattr(args, "sglang_config", None) is not None:
config = _RawSglangConfig.from_yaml(args.sglang_config)
expected = rollout_num_gpus + eval_num_gpus
actual = config.total_num_gpus
assert actual == expected, "YAML EEE# GPU B AMET rollout A eval B GPU %#4"

# train-only + eval fleet: FREAEA rollout A, RIRE eval MAEE;
# prefill REB/ A X RAEA rollout 3| ERAHEX
if rollout_num_gpus == 0:
config = _RawSglangConfig(models=[])
elif args.prefill_num_servers is not None:
config = _RawSglangConfig.from_prefill_num_servers(args)
else:
config = _RawSglangConfig(...)

return config

def _compute_rollout_offset(args) -> int:

"""Offset (PG bundle #&fr) % &~ rollout GPU MHR/ML B FF44 B, "

# AT | LR EE RN rollout FIBLE; debug_rollout_only 5

# colocate RIARE 0, train-only + eval fleet BY AR A 0O,

# eval bundle £HETE actor bundle Z &R 23 & AT E

if args.debug_rollout_only or args.colocate or not args.starts_inference_engines:
return 0

if getattr(args, "critic_train_only", False):
return args.critic_num_nodes * args.critic_num_gpus_per_node

BN

g —S M review B3R B yueming-yuan (P2 &%) , 7 resume eval X FI3RH T IEH
1 JB] 2R

Use the completed rollout's version for resume eval — train.py:

1. On resume, start_rollout_id is the loaded checkpoint's rollout plus one. Dispatching
that next ID has two consequences: checkpoint-reuse mode requests a nonexistent
checkpoint, producing ckpt_missing; staging mode exports under the same step_N
directory that the first resumed training iteration may subsequently overwrite. With
—eval-interval 1, I reproduced both pending evaluations reading the post-training
weights, losing the intended pre-training measurement. Use the loaded checkpoint's
completed rollout ID.

ZEBAE commit 17f47bb B E . IR EKX LA dispatch(args.start_rollout_id - 1)
, 3t W tests/fast/test_train.py::test_resumed_run_evaluates_the_completed_rollout_not_t



he_next_one $IE4TH. yueming-yuan &% APPROVED, ¥ "LGTHuman, with one
codex comment",

« Resume B} snapshot eval Rf#E A B 5K rollout B9ARA (P2) (correctness): commit
17f47bb 188 A& B 58X rollout (start_rollout_id - 1) , A
test_resumed_run_evaluates_the_completed_rollout_not_the_next_one ${ZE4TA:
eval:2 @M% T prepare_rollout:3, B prepare_rollout:3 Z BIAFHIN, eval:3,

R 5 B

o QS

1. ZOINEANBDEE (train.py) : FrAERY train.py 8% (RERTF
debug-train-only) B eval E&12EEM rollout_executor.eval.remote ¥]#e A
EvalDispatcher.dispatch, H#iEX (force. drain. RS HNF) 5IHERZELRE,
EiE RL NGB RIZREET,; fast MIREET cadence 5 resume, EZ 5% GPU 3
BENENE,

2. resume eval iIBEXZA: resume BTN EDEEIFAE start_rollout_id 284
start_rollout_id - 1, K& BT ANA R SEIFEARS T, & staging BN TFIBAT
NEBERREENRBER, EUXEREMRE, BERTITARE,

3. router #EEFHITE T (miles/router/config.py + miles/ray/specs/inference.py)
max_connections M sglang_server_concurrency * rollout_num_gpus //
rollout_num_gpus_per_engine 28X sglang_server_concurrency * num_engines (
model_cfg.num_server_cells) , #MFTAER —-use-miles-router BIE(T, AR
train-only; ®EZIIES rollout EAR—KWEE T EEMETHESTHEA,

4. FREFERA—KMIREL: starts_inference_engines {&K# miles_validate_args %&F
specs/config $T; AL IZARIHEIA T MR fixture FLEFRIREFE (
commit b90cb4a #ME T —ANRIER fixture) , BEEIEADEEE,

5. Z2HRBUKE . —-debug-train-only AEEF] rollout_num_gpus=0 (& colocate %)
, B eval FE4 —-load-debug-rollout-data, XELR-A ML EIRIRE FBRTTH", WESHE
B¥WELK, - @M shéet, 4 SFT (—-debug-train-only) AP IEEE
—eval-num-gpus k185 async % —3KE snapshot export, FHRESHRE GC; &
L, train-only T E NiRMAt fleet-aware B —eval-function-path, B eval
prompt EEZHEFS| (—eval-input-key) , --apply-chat-template REERTF SFT %k
BIBHY eval 3R, AZEM, train.py 5 train_async.py B9 eval BEEZUKSKEIR—A
EvalDispatcher, R4 E—FRIZ; train.py B9 eval-before-train iEX (& resume)
WAEIEHA fast MIRPE ., FRSEEGIEAAE train.py BIRZIIZ (eval BE) UK
Fra £ miles router B3E T GEEFOTETMH) . - RRAME: ZOINEANDTE
resume eval IEXZAL , router FEEHITHE T , FIREFE—KIERK |, eval BRIZ4T

KRR EE

- PR #2882 (# A PR BRAREISERIA £, PR body #73F Supersedes #2882) : PR body R
B PR BRMR #2882 (¥73E train-only TH eval BZHERMEIR) . A PR XKALEA



EvalDispatcher #L#l, &% F4T52I,

« PR #3129 fix: guard connection allocations during offloaded weight sync: [EJ&
offload FRRER#F 34 FE: &K PR it EvalDispatcher._export & —-offload-train T
onload/offload actor (X3 save_training_model) , 5 #3129 Xt actor.py & offload
RER M BEZELERNANGTTIEAENR, "TXFR—BZ EHRFIEX KM,



