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« —A3E: Lk offload RER P EEMEHNNGFTLETTE

- EEME: EB/EE, KB/, EEBREMAT offload BEHFEEIEP — ANk R B—%#
EURRE (MIXEEER) RESHE CUDA k8, BIERAIRESE barrier —H A
FEARRARIAT N HEE O HNEEEE, 2IRE #3128 —&LHE, EAE offload T
actor RERF W EERZLAR,; FBEE guapisolo P EREMN EMIREE, EEEMN
disable() AR NAREF BEATA ThEL B CUDA KENME X—RN,

THRES B

PR body BA#i%BR: "Creating or reconnecting a weight-sync connection can allocate
CUDA tensors, for example during NCCL object collectives. With trainer offloading
enabled, those allocations can otherwise reuse memory-saver blocks whose GPU
storage has already been unmapped, causing invalid memory accesses during
connection setup. The existing torch_memory_saver.disable() guard protects the
subsequent weight transfer, but not the earlier connection setup. Protecting only the
transfer is therefore insufficient." BR3EZEZ M E RSB CUDA K&, RIRIPERMNE
T, BEEEZZIHMANTI,

LI AE

1. ¥ ANB: miles/backends/megatron_utils/actor.py ##
WeightUpdateActor.update_weights 3%, BARMIT needs_reconnect 4%,

2. BB EBE: KRAEWITE connect_rollout_engines.
conn_status.mark_reconnected #m dist.barrier(group=get_gloo_group()) &% A
with torch_memory_saver.disable() if self.args.offload_train else nullcontext(): 5F X,
XAEEREZE SR M IR CUDA 2 BASE FH BB memory-saver block; R BHEIR
SHrefn barrier WBEESFIER, BREANSEESMEMIBHEAFTHNIEE D,

3. 3k offload B{2FZ: offload_train=False BM# A nullcontext(), TAERGREL—K,

4. MIRECE: tests/fast/backends/megatron_utils/test_shared_ppo_lifecycle.py Frit 53k
LM, test_connection_uses_safe_allocations_when_offloading, A
saver.disable.side_effect L2 XK, WEEZEERETIAPT. % EFILIEHR
H. disable AKX ETHR (offload BIEFEMINETER + EE 2 0k, KMKEHX 1 2Kk)
, BRWKERHNE R



5. I8iF: PR body #ft H200 A/B X FE——main &K update_weights B RT
connect_rollout_engines — dist.all_gather object; A& E GEFERTH, BE #3128 &
B offload RER S aRAR, FIZREMARIKERS, CI £
tests/e2e/megatron/test_qwen3_4B_offload_disaggregated.py rerun &3¢,

R

« miles/backends/megatron_utils/actor.py (#3k FRE R ; K5 source; FEA core-logic
. &5 update_weights) : #ZWMEE XF: #E update_weights B needs_reconnect 4%
HAIA torch_memory_saver.disable() 5F 2, BEEERES. WRESKFIESRE® barrier, B
158 offload FTIEEZRE AL,

. tests/fast/backends/megatron_utils/test_shared_ppo_lifecycle.py (#3k & dnEHA; 25|
test; M test-coverage; 55 test_connection_uses_safe_allocations_when_offloadi
ng, safe_region, check_connection) : #EESEMWMIR, I8 offload FFx5EHRK KA
ETFINHAAN. REHESREKRE, BHibzggaE)a,

XS update_weights, test_connection_uses_safe_allocations_when_offloading

RPERAD B

miles/backends/megatron_utils/actor.py

B8 X F: FE update_weights By needs_reconnect X A
torch_memory saver.disable() ¥, BEEEEY. RSFRICE AP barrier, BIFEBE
offload TFIESER A A,

# EZEZI RHESLE CUDA KE (fil4n NCCL object collective)
# WEINEED offload ERNBERME unmap, £ AXEk&S S KIERD A,
# AR EE + RS + B barrier” B 4 BLF 2o
needs_reconnect = self.weight_updater.conn_status.needs_reconnect(snapshot_cell_id_to_
hashes)
if needs_reconnect:
# RA offload WHAEETFR; LBEERREIFEME (nullcontext TRIER)
with torch_memory_saver.disable() if self.args.offload_train else nullcontext():
self.weight_updater.connect_rollout_engines(
rollout_engines,
engine_gpu_counts=engine_gpu_counts,
engine_gpu_offsets=engine_gpu_offsets,
)
# RSHRIEE barrier WEESFIA, B _FEZBHEIAFTNLEE D
self.weight_updater.conn_status.mark_reconnected(snapshot_cell_id_to_hashes)
dist.barrier(group=get_gloo_group())

# ERETNRECRNEBRREEATE, XBRIFRERFE

with torch_memory_saver.disable() if self.args.offload_train else nullcontext():
print_memory("before update_weights")
self.weight_updater.update_weights()
print_memory("after update_weights")

tests/fast/backends/megatron_utils/test_shared_ppo_lifecycle.py



FIESHMMIRA, B offload AFXREGHERMAESTFENHAN. BEEFEKRE, Hikix

(LEAEVER

@pytest.mark.parametrize("offload_train", [False, True])
@pytest.mark.parametrize("connect_fails", [False, True])

def test_connection_uses_safe_allocations_when_offloading(
actor_module: Any, monkeypatch: pytest.MonkeyPatch, offload_train: bool, connect_fails:
bool

) -> None:
worker = _weight_update_worker(actor_module, monkeypatch)
worker.args.offload_train = offload_train
worker._asleep = offload_train # offload It actor &FEEIRA, matches A&
inside_safe_region = False

# Bl torch_memory_saver.disable() BIFRATH: HANEM. RHEEM
@contextmanager
def safe_region() -> Iterator[None]:
nonlocal inside_safe_region
assert not inside_safe_region
inside_safe_region = True
try:
yield
finally:
inside_safe_region = False

def check_connection(*_args: Any, **_kwargs: Any) -> None:
# EEERAMERELENA (offload ) =HE4s (JE offload BY) HUT
assert inside_safe_region == offload_train
if connect_fails:
raise RuntimeError("connection failed")

saver = Mock()

saver.disable.side_effect = safe_region
monkeypatch.setattr(actor_module, "torch_memory_saver", saver)
monkeypatch.setattr(actor_module, "reload_process_groups", Mock())
monkeypatch.setattr(actor_module, "destroy_process_groups", Mock())
worker.weight_updater.connect_rollout_engines = check_connection
engines = _updatable_engines([], {"cell-0": "hash-a"}, gpu_count=_8)

if connect_fails:
with pytest.raises(RuntimeError, match="connection failed"):
worker.update_weights(engines)
else:
worker.update_weights(engines)

# REBRADERT IHEFRY

assert not inside_safe_region

# offload BEERNSHANFRTFTE GEE + £4) ; KKEX—K; 3E offload F#HAN
assert saver.disable.call_count == ((1 if connect_fails else 2) if offload_train else 0)



assert worker.weight_updater.update_weights_calls == int(not connect_fails)

W6 B4
« guapisolo ZEHRLERTIR Y : "Make sense. good fix. But the code placement of the
disable() func need code owner double check." BRXt disable() SFRHIKEMNE BT 4L
ERARFREEN, HEZ code owner E#%,
« claude[bot] FE=R review #¥#4 "Code review found no issues",
* Zhichenzzz BEH#LE, THIMTIL,
« yueming-yuan &#2 T MR /rerun-test tests/e2e/megatron/test_qwen3_ 4B offload_disa
ggregated.py, FE—XRX workflow #ECHE, % R stage-c-8-gpu-h200 #3d (12m58s)
, BIET offload RERF &,
- disable() FEMREME (design): R ZK#—F RGN, PR RARIESH, FIE
BT R EEEST + RSHRC + B3P barrier’, RERRERAEHMET I,
« e2e BIFS CI rerun (testing): 3=’k rerun 3&3¥, #aIA offload BRIREESZ GPU KT
BT AIEH, Cl ANZZREAR)IRE,

R 5 B

- RS
ATAZEEE: A& offload_train=True B needs_reconnect=True "X &%k, I

offload 4233 nullcontext() RIFRITH, =R/,

- 38 dist.barrier AANFE: % barrier H#HZAFH KN REE, 2K
torch_memory_saver.disable() B9¥F4eRtE], SREF A LA; EFEAZAT barrier
ERARERY, RNRBRMK,

« BEBIZIKI contextmanager & X EAEETX: MRA mock BIE T ZIkEZHE,
{BESZ NCCL &K T memory-saver TG e2e BB ZE (IRE #3128 5| AH
disaggregated e2e RIEEE) .

« Xt torch_memory_saver BT AA AR : BTEZENFAR (W0 #3192 B &
free-while-paused) TJRERSMHELERIZ, EEMEYI offload RER MR,

- AP ¥ 85 BR —offload-train 8 PPO IISERE R D BORES /| ERREAR,
THZNEE offload | CPU. actor BEER'5 rollout 2 BIBHHEES; WRNZAEE
% —K update_weights BRFE%E,

« RGRM: T AP/ BT E, Ik offload AP ERAN; offload AR EEEELMESE
H2H memory-saver, EFGRAAMEA, {B#EIEHM,

- BIRARmE: 5 #3128 ¥k offload RERF A EMEE RS, Cl FIEHRIET
test_gwen3_4B_offload_disaggregated.py X—& £375&,

« XFEARIT: offload TR XZEE |, barrier ANFIE , 1K#i torch_memory_saver iEX_,

e2e 1R#¥ #3128

KRR EE



« PR #3128 fix: use host weights when syncing an offloaded actor: [&l— offload fRRE R
WHRNEEM S AN PR BEEEMBRNQEA, #3128 BE4MMBRERIRREA;
PR body BRHAZER &3 AK PR BEH #3128, B #3128 A AT BEWEEN
disaggregated e2e MR,

« PR #3192 fix(docker): bump torch_memory_saver to pick up the free-while-paused
fix: I torch_memory_saver f8X1&&: A& CUDA BB FHNERAE, BEEESFEK
BA%; 54 PR MK memory-saver R EMHNBEE RS, EEARZENTEZEITARE

4R
Lo



