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# EAJEH sleep() Aok, HTHEM LoRA BEZ TR ER
@with_logs
@timer
def sleep(self) -> None:
assert self.args.offload_train
if self._asleep:
logger.info("sleep() called while already offloaded; skipping")
return

self._clear_quantized_weight_workspaces()

clear_memory(clear_host_memory=True)

print_memory("before offload model")

should_log_cpu_memory = is_first_replica_megatron_main_rank() and hasattr(self, "_last_
rollout_id")

destroy_process_groups()
if self.args.rematerialize_param_from_master_weight and self.role == "actor":

# Params stay resident for update_weights, which pauses them afterwards.
torch_memory_saver.pause(tag="grad_buffer")



torch_memory_saver.pause(tag="default")
elif lora_rollout_enabled(self.args):
# adapter params keep their host backup in "default"; the grad buffers have none
# & grad_buffer 2% B offload_grad_buffer() ¥, #BHE LM
if not self._grad_buffer_paused:
torch_memory_saver.pause(tag="grad_buffer")
self._grad_buffer_paused = True
torch_memory_saver.pause(tag="default")
else:
torch_memory_saver.pause(tag=None)

self._asleep = True
print_memory("after offload model")

if should_log_cpu_memory:
log_cpu_memory(self._last_rollout_id, self.args, "after_offload_train")

# FTHEH offload_grad_buffer() 3%, ATE gpu MR THRAIFEIK LoRA #EZ X
@with_logs
@timer
def offload_grad_buffer(self) -> None:

"""Free the LoRA grad buffers ahead of sleep(), so the engine can resume its weights first."""
assert self.args.offload_train
assert lora_rollout_enabled(self.args), "only LoRA keeps its grad buffers in a no-backup
region"
if self._asleep or self._grad_buffer_paused:

return
print_memory("before offload grad buffer")
torch_memory_saver.pause(tag="grad_buffer")
self._grad_buffer_paused = True

print_memory("after offload grad buffer")
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# FTHEHMIR: IE LoRA sleep EFE1E grad_buffer fo default
def test_lora_sleep_pauses_the_grad_buffers_and_wake_up_resumes_them(actor_module,

monkeypatch):
"""The LoRA grad buffers have no host backup, so a sleep that leaves them out keeps them
on the GPU."""
worker, saver, _ = _lifecycle_worker(actor_module, monkeypatch, asleep=False)

monkeypatch.setattr(actor_module, "lora_rollout_enabled", lambda _args: True)

worker.sleep()
worker.wake_up()

# B EZEIRF : % grad_buffer, & default
assert saver.pause.call_args_list == [call(tag="grad_buffer"), call(tag="default")]
# B ENF : 56 default, & grad_buffer



assert saver.resume.call_args_list == [call(tag="default"), call(tag="grad_buffer")]

# FIEOMR . I8IF offload_grad_buffer BEM
def test_offload_grad_buffer_frees_them_once_and_sleep_does_not_pause_them_again(actor_
module, monkeypatch):

""offload_grad_buffer() and sleep() must pause the grad buffers exactly once between them.

worker, saver, _ = _lifecycle_worker(actor_module, monkeypatch, asleep=False)
monkeypatch.setattr(actor_module, "lora_rollout_enabled", lambda _args: True)

# % KA offload_grad_buffer, FIERE(E—XK
worker.offload_grad_buffer()
worker.offload_grad_buffer()

worker.sleep()

worker.wake_up()

# IOIF grad_buffer REEE—R, B sleep() FEEEE(Z

assert saver.pause.call_args_list == [call(tag="grad_buffer"), call(tag="default")]
assert saver.resume.call_args_list == [call(tag="default"), call(tag="grad_buffer")]
assert worker._grad_buffer_paused is False
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