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# actor.py
@property
def _weight_sync_reads_tms_backup(self) -> bool:
""Under colocated LoRA the frozen base already has a memory-saver host backup; a
pinned "actor" copy of it would duplicate the whole base per rank. Model switching
still needs the real backups, and a disk offload target leaves no host backup to read."""
return (
self.args.colocate
and is_lora_enabled(self.args)
and self.args.offload_train_target == "cpu"
and not (self.with_ref or self.with_opd_teacher or self.args.keep_old_actor)

@property
def _enable_weight_backup(self) -> bool:
"""Weight backup is only needed for CPU-side model switching or colocated tensor weight
sync."""
# When weight sync reads directly from the torch_memory_saver backup,
# an additional pinned actor copy is not needed.
if self._weight_sync_reads_tms_backup:
return False



return self.with_ref or self.with_opd_teacher or self.args.keep_old_actor or self.args.
colocate

# 7 init A3%®, weight_updater B9¥IELZBEAT
if self._weight_sync_reads_tms_backup:
# EF# DB torch_memory_saver 89 CPU &1, BAAIZEIN pinned &lA&
weights_getter = lambda: dict(
named_params_and_buffers(
self.args,
self.model,

convert_to_global_name=args.megatron_to_hf_mode == "raw",
translate_gpu_to_cpu=True,

)

else:
weights_getter = lambda: self.weights_backuper.get("actor")
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# update_weight/common.py
def named_params_and_buffers(
args: Namespace,
model: Sequenceltorch.nn.Module],
convert_to_global_name: bool = True,
# ISR BHRTRE GPU tensor F#AHE torch_memory_saver 8 CPU &1
translate_gpu_to_cpu: bool = False,
) -> Iterator[tuple[str, torch.Tensor]]:
if convert_to_global_name:
ans = _named_params_and_buffers_global(args, model)
else:
ans = _named_params_and_buffers_vanilla(model)

# R B AR, XEA tensor RAZEFE NI CPU &0 02 4E
if translate_gpu_to_cpu:
ans = ((name, _maybe_get_cpu_backup(tensor)) for name, tensor in ans)

return ans

def _maybe_get cpu_backup(x: torch.Tensor):
"R IREX torch_memory_saver FH] CPU &1 (E#¥N) , EARAEENRER tensor, "'
from torch_memory_saver import torch_memory_saver

# zero_copy=True BEREREHIFIE, BEEREEHNIIA (WWRAEE)
if (cpu_tensor := torch_memory_saver.get_cpu_backup(x, zero_copy=True)) is not None:
return cpu_tensor



return x
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