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TR

« —A)iE: 185 LoRA IREAEL —no-save-optim BIXKEHRER

 EEMNE: EEBEIR, AEE commit AEPHAZBERE: MBI EAMNNGRRS G K
A REF optimizer % B", BRT HBIFELAR flag BEXWAR, KILAEHE: BEXMH=1
2B (iteration / scheduler / optimizer) B9fEFRIZIT. getattr(args, "no_save_optim",
False) BIREE A, UEMRA Fih3E megatron.bridge #3Rik HF PEFT S IR & M9+
9, EiXE #3245 —#H%, WRAE / MEE.

THRES B

PR body PFABAFEH : —-no-save-optim FE LoRA 3EATFR# checkpoint B4R AL, LoRA JIIZRIR
SERE—, EAZS iteration. LR scheduler 5§ optimizer; &R —-no-save-optim Bkt
BAXM, ZFSeWEL, MKREBRZRAEMEIE: RA training_state_rank*.pt B,
load_lora_adapter 3R[E iteration=None, HF base #%4 0, adapter ;X E &K E B step it
¥ 285 LR schedule B#ERER,

LI AE

1. REMAZSBE (miles/backends/megatron_utils/lora_utils.py 8
save_lora_checkpoint) : EINZHIRSE ANLHTHE save_optimizer = not getattr(args, "
no_save_optim", False), —no-save-optim Bt optimizer #5 None, i iteration 5
opt_param_scheduler BEF51t; HEMZ X% optimizer/scheduler 5§ scheduler 7
MXE, getattr HWERIAMER KN T RERFRZFERIGARAY mEMN+H Namespace) »

2. mBEMEE (_load_training_state) : ZEIEAA optimizer.load_state_dict BI3EHD
training_state.get("optimizer") is not None 5F 1, #HXFAEN checkpoint (optimizer
A None) A, REBHRIE iteration 3REMES scheduler R EZEBARZR,

3. IR FH commit (d8536e65) EIREH gate XHEANHFMIRAARES, ik
flag B—FrA#; 54 commit (97702fd) BIEANE X4, RE optimizer —RE A
LoRA RS EEXH=TA, B XHETEERERZE—TEHN step 5 LR KR,
XE T X flag B XBEE: —-no-save-optim &EBRE FR7 optimizer R mIE AR5
HRES XM,

4. MRS IIEARCE: & tests/fast/backends/megatron_utils/test_lora_utils.py #3g
TestSavelLoraCheckpointTrainingState 5 TestLoadTrainingState, 3#3:¥ monkeypatch
{hi& get_parallel_state 5 megatron.bridge (it HF PEFT S HRE LK) , 2 BIFIE:



ZRIAB NTBEIRA; —no-save-optim B optimizer A None B resume TT#IBERE; T
optimizer B checkpoint 18E& & step 5 scheduler, PR body HFt 4x H200 3% 3|3% Xt
kb, BEEWE BEEI Resuming LoRA training from iteration 1 5 Restored
LRscheduler state,

R
« miles/backends/megatron_utils/lora_utils.py (#£3& LoRA ¥&& & ; 5| source; &

core-logic; &5 save_lora_checkpoint, load_training_state) : #&M& & X4
save_lora_checkpoint 7 --no-save-optim T3 optimizer % B & None MfR & iteration
5 LR scheduler; _load_training_state ¥£/0 optimizer 3 None B9, fRIEHTIH
checkpoint ¥ 7 IE#IR &,

. tests/fast/backends/megatron_utils/test_lora_utils.py (13 LoRA & & ; 25| test;

KA test-coverage; 5 TestSaveloraCheckpointTrainingState,
test_no_save_optim_drops_the_optimizer_and_keeps_the_resume_metadata,
TestLoadTrainingState, test_an_optimizer_free_checkpoint_still_restores_the_step_an
d_the_schedule) : FIBAANMIRE, 250 EZINERSXHFNRERLA (BRABA.
—-no-save-optim R % optimizer) 53RV 4 (T optimizer B9 checkpoint 31X &. step
5 scheduler) , ZZATABER)IRI,

X5 save_lora_checkpoint, _load_training_state

KR BR

miles/backends/megatron_utils/lora_utils.py

BB E X save_lora_checkpoint #£ —no-save-optim T¥ optimizer 5B & None ffk

=)
==

iteration 5§ LR scheduler; load training state 3&An optimizer A None BY5F X, 1RiE

#1H checkpoint ¥ =] E#IR £,

# save_lora_checkpoint #EIINHKIRSE A (LT native adapter § HF PEFT HZE)
# LoRA LIRS EEXMHE=7T4E : iteration + LR scheduler + optimizer,

# --no-save-optim R A FEF optimizer &8 ; iteration § scheduler Z1& & &2

# IREX step R EFIRBEANE—FKR, EUMN—REEXUEL)BRER,

if optimizer is not None:

# getattr FERINME: FERFE no_save_optim BAAA (FEN Namespace)
save_optimizer = not getattr(args, "no_save_optim", False)

rank = dist.get_rank() if dist.is_initialized() else 0

torch.save(

{
"iteration": iteration,
"optimizer": optimizer.state_dict() if save_optimizer else None,
"opt_param_scheduler": opt_param_scheduler.state_dict() if opt_param_scheduler else
None,
b

save_path / f"training_state_rank{rank}.pt",

)

logger.info(f"Saved {'optimizer/scheduler' if save_optimizer else 'scheduler'} state to {save_
path}")



def _load_training_state(
adapter_dir: Path,
optimizer: Any | None,
opt_param_scheduler: Any | None,
) -> int | None:
""M LoRA adapter checkpoint B F&E 4IRS,

S5&BEMZTEAXTR: —-no-save-optim B H#) checkpoint & optimizer $#4 None,
X BBkt optimizer k&, 12 iteration 5§ LR scheduler MR &R E,
FRIELLIMIERE step 553 Rih&kdkst,
if optimizer is None:

return None

rank = dist.get_rank() if dist.is_initialized() else 0
state_path = adapter_dir / f"training_state_rank{rank}.pt"
if not state_path.exists():

return None

# optimizer REFHTRESIEKRKENL (step ITEK. param group THIRE) |
# EXBAMEERFIIML (weights_only=False)
training_state = torch.load(state_path, map_location="cpu", weights_only=False)

if training_state.get("optimizer") is not None:
optimizer.load_state_dict(training_state["optimizer"])
logger.info("Restored optimizer state from LoRA checkpoint")

if opt_param_scheduler is not None and training_state.get("opt_param_scheduler") is not
None:
opt_param_scheduler.load_state_dict(training_state["opt_param_scheduler"])
logger.info("Restored LR scheduler state from LoRA checkpoint")

iteration = training_state.get("iteration")
if iteration is not None:

logger.info(f"Resuming LoRA training from iteration {iteration}")
return iteration

tests/fast/backends/megatron_utils/test_lora_utils.py

AR, 23 BE2NERSHNERERA (BRIABE A, —no-save-optim R&
optimizer) 5m#EKRELA (I optimizer B checkpoint 3% & step & scheduler) , ZiZITA
By = 3FRIP

class TestSavelLoraCheckpointTrainingState:

def _save(self, tmp_path, monkeypatch, *, no_save_optim, scheduler=None):
# A SimpleNamespace th3&EFHATIRA, B BN BB E L4 NIF5E
rank0 = SimpleNamespace(rank=0)
monkeypatch.setattr(
lora_utils,
"get_parallel_state",



lambda: SimpleNamespace(effective_dp=rank0, cp=rank0, tp=rank0, pp=rank0),
)
# HF PEFT S HIRBIESZ Megatron bridge; 3X B3 — MRk & MBI BRAE IR,
# 1EMIR R R A& native adapter §INHRREXHENE MTA
bridge = types.ModuleType("megatron.bridge")
bridge.AutoBridge = SimpleNamespace(
from_hf_pretrained=Mock(side_effect=RuntimeError("no bridge in this test"))

)

monkeypatch.setitem(sys.modules, "megatron.bridge", bridge)

adapter = torch.nn.Parameter(torch.ones(2))
model = |
SimpleNamespace(
named_parameters=lambda: [("layers.0.self_attention.lora_A.weight", adapter)]

]
args = Namespace(
hf_checkpoint="/nonexistent",
target_modules=None,
lora_rank=38,
lora_alpha=16,
lora_dropout=0.0,
no_save_optim=no_save_optim,
)
optimizer = SimpleNamespace(state_dict=lambda: {'step": 7})
save_lora_checkpoint(
model, args, str(tmp_path), optimizer=optimizer,
opt_param_scheduler=scheduler, iteration=3,
)
return sorted(path.name for path in tmp_path.iterdir())

def test_no_save_optim_drops_the_optimizer_and_keeps_the_resume_metadata(self, tmp_path,
monkeypatch):

# —no-save-optim iEX B “FMRHE optimizer IRA; &3IE iteration 5

# LR schedule —#t£¥, 4i)l&M iteration 0 BERE B B2 S Reh &K EL

scheduler = SimpleNamespace(state_dict=lambda: {'Ir": 0.5})

files = self._save(tmp_path, monkeypatch, no_save_optim=True, scheduler=scheduler)

assert files == ["adapter_megatron_rank0.pt", "training_state_rank0.pt"]

state = self._state(tmp_path)

assert state["optimizer"] is None

assert state["opt_param_scheduler"] == {"Ir": 0.5}

assert state["iteration"] ==

PR AL

% PR T5ZJ& review ¥ (comments 5 review_comments 338 0) , EIEMRIHTEIE
T commit SHEH,



claude[bot]: % PR kB fork, B#hfk Claude Code Review BEH; #iFE[iTiH
@claude review Fahfili&k —RIEH,

commit d8536e65 (Zhichenzzz) : Megatron B save_checkpoint £ --no-save-optim
T BBk optimizer § scheduler JRAS; save_lora_checkpoint WRIL&MHE
training_state_rank*.pt, NAESRSWMNESL— gate, it flag BE—FrAEH&,

commit 97702fd (Zhichenzzz) : LoRA IZRSEE XM (iteration + LR scheduler +
optimizer) , BRI ENXMGLER ZERFE,; RERARAHLMER,
load_lora_adapter 3XR[E iteration=None, adapter RXE W E i step 11%k5 LR schedule
BERER,

Zhichenzzz E1 APPROVED (TiFi) , #MAEKIEAMEEZ PR body $H) 4x H200 33|35
Ittb &,

« fork PR B9 B 34 review KB& (other): kfit%k bot ¥F%# ; Zhichenzzz E#: APPROVED, it
EKIEAN PR body FHY 4x H200 3HB|3HIIEELIE

+ —-no-save-optim BYIE XA R BRI BEANXMHE R R E optimizer (design): :&EXER:
—-no-save-optim FR RMEF optimizer R MIE R B INGRSSHF"; ol = 2538 40
optimizer 4 None 8§51,

R Fe5 %
o RS
1. T AZE: —no-save-optim T training_state_rank*.pt A5 H (X optimizer A
None) , (R XHFARFE RAIRIL BRHIIMNTHASAEITAESR, SEAME
BIZERPER, BOEIMIHETE AT ENE,
2. BIREAF#E: load_training_state {8 weights_only=False ¥R F% |1, iZEIH
checkpoint (optimizer &) 5# checkpoint (optimizer 7 None) BtERREIER D X
, BNBEEANAE, EVFRFEEMK.
3. 5 #3245 B9#BE: A PR ALIBRAEM, --no-load-optim ZMEHMEI S —F (#3245)
, AEEREEGAN, TUKHIARAEE drop. ERTIEIR load BRI,
4. B ER: INHRSXHRE, —no-save-optim FAEFRXXHRTE, BEXZAEERE
, BERIREEHM, - B": AFP®W: LoRA + Megatron &3 + —-no-save-optim 28
A&TF, WrARERERIREKL step iH#5 LR schedule, R %3 Rph &Il RME
MUKSKE BT, RAER"M: checkpoint B X&EMAZERIF (optimizer 7 A None)
, BNBZRESMEANTE, HEL checkpoint THIEMEYVIFRF, BEREM: 5
#3245 H#FEHL LoRA checkpoint H optimizer JRAEFE / MERBIBEEN, A
Megatron B35 LoRA BIBEAZH flag TAXTFRMHET SR, - NRFME: TAZE
. —-no-save-optim MEINFRSH , 5§ #3245 FEEEAN , RERBIKHB

optimizer None 51

RERKLE



« PR #3245 fix(megatron): respect --no-load-optim when resuming a LoRA adapter: PR
body BABEARE A A PR 9% —¥ (--no-load-optim) ; BK&EHE—#XH (lora_utils.py.
test_lora_utils.py. checkpoint.py) , & &#EXZ M LoRA checkpoint M4k 28 RS
7/ nEE 5T EAE X FER,



